Inter-speaker variability: speaker normalisation and quantitative estimation of articulatory invariants in speech production for French

Antoine Serrurier¹, Pierre Badin², Louis-Jean Boè², Laurent Lamalle³, Christiane Neuschaefer-Rube¹

¹Clinic for Phoniatrics, Pedaudiology & Com. Disorders, Uniklinik RWTH Aachen, Germany
²GIPSA-Lab, Univ. Grenoble Alpes & CNRS, F-38000 Grenoble, France
³Inserm US 17 - CNRS UMS 3552 - Univ. Grenoble Alpes & CHU Grenoble, UMS IRMGe, France

ASerrurier@ukaachen.de, pierre.badin@gipsa-lab.grenoble-inp.fr

Abstract

Speech production can be analysed in terms of universal articulatory-acoustic phonemic units shared between speakers. However, morphological differences between speakers and idiosyncratic articulatory strategies lead to large inter-speaker articulatory variability. Relationships between strategy and morphology have already been pinpointed in the literature. This study aims thus at generalising existing results on a larger database for the entire vocal tract (VT) and at quantifying phoneme-specific inter-speaker articulatory invariants. Midsagittal MRI of 11 French speakers for 62 vowels and consonants were recorded and VT contours manually edited. A procedure of normalisation of VT contours between speakers, based on the mean of VT contours, led to an overall reduction of inter-speaker VT contours variance of 88%. On the opposite, the sagittal function (i.e. the transverse sagittal distance along the VT midline), which is the main determinant of the acoustic output, had an overall amplitude variance decrease of only 37%, suggesting that the speakers adapt their strategy to their morphology to achieve proper acoustic goals. Moreover, articulatory invariants were identified on the sagittal variance distribution along the VT as the regions with lower variability. These regions correspond to the classical places of articulation and are associated with higher acoustic sensitivity function levels.

Index Terms: MRI, vocal tract morphology, articulatory strategy, sagittal function, acoustic sensitivity function

1. Introduction

Speech production can be analysed in terms of articulatory-acoustic phonemic units shared by all speakers within a specific language. More than a century of phonetics studies has provided extended knowledge of the articulatory characteristics of the sounds of the world’s languages (e.g. [1], [2]), and it is widely acknowledged that phonemes may be described in terms of universal articulatory and/or acoustic features (e.g. [3] for articulatory features, or [4] for acoustic features). However, numerous studies have revealed the existence of inter-speaker articulatory variability related to morphological differences between speakers and idiosyncratic articulatory strategies ([5], [6]). It has been demonstrated that the inter-speaker variability partly corresponds to an adaptation to the morphology ([7–13]). Other studies have also emphasised the relationships between speaker’s strategy and morphology by means of articulatory normalisation ([14], [15]), multi-speaker modelling aiming to uncover the common articulatory features ([5], [16–25]), or sensitivity analysis of area function models [26]. Most of these studies however suffer from limitations related to the small number of flesh-points measured by electro-magnetic articulography, to the absence of consonants in most cases or to the small number of speakers. The present study aims first at generalising these results, based on a larger database of entire vocal tract (VT) contours obtained for articulations produced by French speakers. We propose for this purpose an alternative normalisation method that aims at subtracting speaker-specific articulatory variability. Then, the articulatory variability along the VT is quantified and compared with acoustic sensitivity functions [27], that associate formant variations with local area function variations, to determine phoneme-specific articulatory invariants. Specifically, we expect that the inter-speaker variability would be reduced at places of articulation (in the sense of the International Phonetic Alphabet chart [28]), while it would be much larger in other regions. The data, the speaker normalisation approach and the method for the quantification of articulatory variability along the VT are presented in section 2; the results regarding articulatory variability and its distribution along the VT are detailed in section 3, before the discussion and concluding remarks of section 4.

2. Material and method

2.1. Speakers, corpus and MRI data

In order to get the most detailed articulatory data, static MRI was used to acquire midsagittal images of speakers. Eleven French speakers (six males and five females) have been instructed to utter a corpus of 62 articulations known to be fairly representative of the French articulatory repertoire (isolated vowels [i e a y ø œ u o ɔ ã ɔ̃] and consonants [p t k f s ʃ m n s l] in 5 symmetric vowel contexts [i e a u]). They have been recorded at the Grenoble MRI facility IRMGe with Gyroscan 1.5T or Achieva 3.0T TX scanners (Philips Healthcare, Best, The Netherlands), except for one speaker recorded with a Marconi Eclipse 1.5 T scanner at ATR, Kyoto, Japan. The speakers, in supine position, were asked to sustain each articulation for several seconds (between 8 and 24 seconds, depending on the MRI scanner) without movement. During this time, at least one midsagittal MRI image covering the whole VT was acquired. More details can be found in [24].

2.2. Articulatory contours manual segmentation

Rigid structures (hard palate, jaw and hyoid bone) were edited once for each speaker and then manually aligned on each image. The contours of deformable articulators (lower and upper lips, tongue, epiglottis, velum, and naso- oropharyngeal posterior wall) were manually edited as spline curves. All
contours are visible as yellow lines on Figure 1. In addition, landmarks corresponding to anatomical and/or contour characteristic points were also manually located on each image (Figure 1, green points) to delimit the articulators. For the study, only contour sections actually contributing to the VT outline were considered (Figure 1, red dashed lines). In the following, the separate contours – either rigid or deformable – are referred to as articulatory contours and form all together the VT contours. For each speaker, the 62 sets of contours have been aligned by rototranslation on the common hard palate shape. Then, all rototranslated contours have been further aligned by another rototranslation so that the line between the Anterior and Posterior Nasal Spine landmarks (Figure 1, cyan), attached to the hard palate, is horizontal, and the lower point of the upper incisors is set at the same location for all speakers. The left panel of Figure 2 illustrates the superposition of the 11 sets of contours for phoneme /a/ after applying this alignment. Finally, the contours of each phoneme were averaged over the 11 speakers to form a new set of 62 contours, which correspond to the mean speaker.

2.3. Midsagittal articulatory contours normalisation

In the context of this study, we call speaker normalisation the process that aims to identify and remove information related to morphology and head orientation in order to retain more universal features only. Various speaker normalisation methods have been proposed in the literature ([14], [15]). We propose in this study an alternative method able to normalise speakers regarding both morphology and head orientation.

Morphology and articulatory strategies are inherently related, as speakers must adopt strategies complying with their own morphology to reach the required phonemic target articulations. We assume that a way to disentangle phoneme-specific strategies from speaker’s morphological characteristics is to rely on contours averaged over the whole set of a representative corpus for each speaker. Indeed, as the set of 62 articulations mentioned above is well balanced by design and large enough, it may be considered that average contours are free from the possible idiosyncratic articulatory strategies implemented by the speaker to achieve specific articulations, and thus reflect his/her morphology and head orientation. In this approach, the difference for each speaker between his/her mean contours and the mean contours of the mean speaker represents the marginal morphology and head orientation specific to the speaker.

The normalisation proposed in this study consists therefore in subtracting, for each speaker, this difference from all his/her contours. The residual contours may then be considered free from the contribution of the speaker’s morphology and position. The right side panel of Figure 2 illustrates the associated strongly reduced inter-speaker variability for phoneme /a/. The normalisation will be evaluated in terms of variance reduction in the following (sections 3.1 and 3.2).

In order to characterise the main morphology and head orientation variations between speakers, removed from all contours by the normalisation presented in the previous paragraph, Principal Component Analysis (PCA) was applied to the 11 sets of the averageVT contours coordinates. The first two components M1 and M2 explain respectively 64% and 24% of the variance; corresponding nomograms are illustrated in Figure 3. We observe that M1 mainly reflects horizontal and vertical scaling factors, partly related to male-female differences, as well as a palate depth factor. M2 mostly represents a rotation around the lower edge of the upper incisors much related to the head tilt [29]. The contributions of these components for each speaker have already been removed from its contours as part of the normalisation process detailed in the previous paragraph.

2.4. Sagittal function variability

Formants, that are a main acoustic characteristic of the VT, cannot be determined in a straightforward way from the VT midsagittal contours. Formants up to 5 kHz can be computed, assuming plane wave acoustic propagation, from the VT Area Function (AF), i.e. the sampling of the variations of the cross-sectional area along the VT midline in terms of elementary tube sections ([30], [31]). In turn, the AF can be determined from the Sagittal Function (SF), i.e. the transverse sagittal distance between the upper and lower VT contours along the midline) using various versions of Heinz & Stevens’ [32] model ([33–36]). This section presents the calculation of the SF from VT contours as well as an evaluation of its inter-speaker variability.

2.4.1. Sagittal function determination

Sagittal distances are automatically estimated at equally spaced locations along the VT midline, once potential side branches (sublingual cavity, velopharyngeal port, epiglottic vallecula) have been closed in order to simplify the process (see Figure 4, top). The SF (Figure 4, bottom) is then estimated, and remaining peaks are smoothed out with a Chebyshev low-pass filter (Figure 4, bottom) to provide the SF’s used in the rest of the study.

2.4.2. Sagittal function length rescaling

In order to measure the inter-speaker variability of the SF for a phoneme, the 11 SFs of this phoneme need to have the same

![Figure 1: MR image of articulation /k/ for one speaker superimposed with the contours and landmarks.](image1)

![Figure 2: VT contours for the 11 speakers before (left) and after (right) normalisation for phoneme /a/.](image2)

![Figure 3: Nomograms of the average speaker VT contours PCA components M1-M2 with predictors varying at regular steps between the minimal and maximal values found in the data. Contours with negative (resp. positive) predictor values are plotted in green (resp. red).](image3)
For each phoneme, the length of the VT midline of the average speaker is thus chosen as a reference for rescaling the 11 SFs. First, for each articulation, two anatomically remarkable anchor points are defined by their abscissas L1 and L2 along the VT midline. L1 is aligned with the junction of the tongue root and epiglottis contours, while L2 is aligned with the mean location of upper teeth and lower incisors (Figure 4, top). Then, the abscissas of the SFs of the 11 speakers are piecewise linearly rescaled (using the three sections delineated by L1 and L2) to be aligned with the corresponding sections on the SF of the average speaker. This ensures that the 11 SFs of a phoneme have all the same length, and that the rescaling approximately respects anatomical correspondences between speakers. Figure 5 illustrates results for phoneme /u/.

2.4.3. Phoneme-specific variability distribution

For each phoneme, the inter-speaker articulatory variability is characterised by the distribution along the VT of the standard deviation (STD) calculated over the 11 rescaled SFs from glottis to lips. This variability is assessed for the 62 phonemes of the corpus, before and after the normalisation process presented in section 2.3. Figure 6 illustrates the result for one phoneme.

2.5. Acoustic sensitivity

As mentioned in the introduction, we expect the distribution of articulatory variability to be inversely related to the acoustic sensitivity, and in particular to observe lower variability at places of articulation (which are supposed to have higher acoustic sensitivity). To test this hypothesis, the acoustic sensitivities of formants F1, F2 and F3 have been calculated for each phoneme of the average speaker. For this purpose, AFs have been derived from the SFs before normalisation, using the α-β model proposed by [36]. Acoustic transfer function and formants have then been estimated, assuming plane wave propagation in the VT [37]. Note that cross-sectional areas have been limited to a minimum of 0.1 cm² in order to be able to compute wave propagation. In a second step, the formant frequency variations induced by a 10% increase of the area of each AF section have been determined. The acoustic sensitivity function of a formant is finally defined as the distribution of the absolute value of the ratio of the relative formant frequency variation over the relative area variation along the VT (see further examples in Figure 7).

3. Results

3.1. Articulatory contour variability

As illustrated in Figure 2 for phoneme /a/, the normalisation process decreases the inter-speaker variability of the VT articulatory contours for each phoneme. The overall variance reduction of the contour coordinates ranges from 45% for the lower lip to 96% for the pharyngeal wall (and 100% for the palate by construction), with an overall reduction of 80% for the lower VT contours (lower lip, jaw, tongue and epiglottis), of 94% for the upper VT contours (upper lip, palate, velum, pharyngeal wall and back of the larynx) and of 88% all together. Besides, the standard deviation of the length of the VT midline averaged over the 62 phonemes is reduced from 1.36 cm to 0.67 cm, corresponding to a reduction of 74% of its variance. These results show that a substantial amount of the articulatory variability can be ascribed to the morphology and head position differences.

3.2. Sagittal Function amplitude variability

The standard deviation of the SF amplitude averaged over both VT and phonemes is reduced from 0.32 cm to 0.26 cm by the normalisation process, corresponding to a variance reduction of 37%. Note however that these global figures conceal a large disparity between phonemes and VT regions. Figure 6 illustrates the reduction of the standard deviation of the SF for phoneme /a/.

These global figures demonstrate that articulatory normalisation leads to a much smaller reduction of the SF variability than of the midsagittal articulatory contours variability. This means that the large amount of variability ascribed to the morphology and head position observed in the
upper and lower VT contours is compensated in order to generate acoustically relevant AFs. This suggests that speakers tend to adapt their strategy to their morphology and head orientation in order to achieve proper articulatory-acoustic goals. This is in general agreement with the results found in the literature for the palate and the front of the tongue ([8], [10], [11], [14], [15]).

3.3. Variability along the VT and articulatory invariants

The variability along the VT represented by the standard deviation of the SF has been determined for each vowel and consonant of the corpus before normalisation (see examples in the first three columns if Figure 7). The same procedure has been extended to the case of consonants without specific context by calculating the standard deviation of the SF for the set of consonants in the 5 vowel contexts of the 11 speakers using the method described in section 2.4.3. Figure 7 (last column) illustrates results for consonant /ʁ/. The regions with relatively low inter-speaker variability exemplified on Figure 7 are very likely critical for the realisation of speech articulatory-acoustic goals, and indeed correspond to the classical places of articulation described in the International Phonetic Alphabet chart [28]. Figure 7 (top) emphasises these locations by red colour levels inside the VT contours for a few phonemes. Interestingly, the maximal sensitivities of one or several formants are mostly associated with these regions (Figure 7, bottom), which is in agreement with [26]. These phoneme-specific regions that have emerged from the data can be considered as articulatory invariants for French.

In the Figure 7, the low variability region of articulation [i] covers most of the VT front region as measured by the rather low standard deviations (around 0.1 cm) whereas the low variability region of [ɛ] has higher standard deviations (around 0.2 cm) and the low variability region of [k] appears rather narrow. Despite varying vowel contexts, the low variability region of consonant [l] appears also very localised.

4. Discussion and conclusion

Based on complete VT midsagittal articulatory contours extracted from MRI data recorded on a set of 11 French speakers uttering a complete corpus of 62 French vowels and consonants, we have been able to measure and characterize phoneme-specific inter-speaker articulatory variability. A speaker normalisation procedure aiming at removing speaker-specific morphological features and head orientation, based on subtraction of mean VT contours, has allowed an overall reduction of inter-speaker VT contours variance of 88%, as well as an overall VT length variance reduction of 74%. This result demonstrates that a large part of the inter-speaker variability is related to morphological and head position features and that it could be retrieved from the mean VT contour, assuming that this contour is free from the idiosyncratic strategies. Interestingly, this normalisation captures also the male/female differences; the normalised contours can therefore be considered as gender neutral. Oppositely, the SF, which is the main determinant of the acoustic output, underwent an overall amplitude variance reduction due to normalisation of 37% only, suggesting that speakers adapt their strategy to their own morphology in order to achieve acoustically relevant VT geometry and thus proper acoustic goals.

Regions corresponding to classical places of articulation can be identified through the detailed analysis of the sagittal variance distribution along the VT. They are characterised by low sagittal variability and high acoustic sensitivity, and constitute phoneme-specific articulatory invariants.

Note that the simplifications used to obtain these results (discarding side cavities, smoothing individual SFs) might have led to slightly inaccurate results. This approach should be refined. Besides, for a few phonemes, the SF variability distribution was not fully consistent with the acoustic sensitivity function, especially for consonant /ʁ/ where the velum shape can vary significantly between speakers [24]. Additional research will be necessary to improve the determination of the articulatory invariants and further analyse these inconsistencies. Future lines of follow-up research include increasing the number of speakers to strengthen the validity of the study, refining the normalisation procedure, and developing models of articulatory models in order to be able to process new speakers for whom scarce articulatory information only is available.

5. Acknowledgements

We thank all our kind and patient speakers. We also sincerely thank J.-A. Valdés Vargas and G. Ananthakrishnan for performing the majority of the initial tracings. This work has been partially funded by the French ANR (grants ANR-08-EMER-001-02 “ARTIS”, and ANR-11-INBS-0006 “Infrastructure d’avenir en Biologie Sante”).
6. References


