 Assessing Rhythmic Differences with Synchronous Speech

Michael L. O’Dell, Tommi Nieminen, Liisa Mustanoja

University of Tampere, University of Jyväskylä
michael.odell@uta.fi, tommi.k.nieminen@jyu.fi, liisa.mustanoja@uta.fi

Abstract

In this study, we looked at speech rhythm in Finnish using the technique of synchronous speech developed by Cummins [5]. As predicted, synchronous reading resulted in a reduction of timing variation. The homogeneity achieved, however, did not necessarily represent average behavior, but often an extreme outside the range of performance in the solo reading. While the synchronous speech task was easy for speakers in general, there were clear differences in how difficult it was for speakers to synchronize their speech. These differences were not however related in an obvious way to differences between speakers themselves. It would appear that most of the work of synchrony was achieved at approximately the level of pause group; at finer levels speakers did not consistently adjust their timing to improve synchronization.

1. Introduction

Synchronous speech, in its simplest form, means a situation where two subjects simultaneously read aloud the same written text while trying to keep in synchrony. The experimenter gives a signal to begin, after which the task is completely up to the subjects. Previous experiments have demonstrated that the task is well within the capabilities of naive subjects, and that they do well at it without any previous training. Typical asynchronies (time lags) reported during the task are on the order of 40 ms, with a 50% increase after pauses. [5]

Our initial motivation for this experiment was the fact that it has never been carried out with Finnish subjects. Cummins has claimed to be different than English rhythmically, although Cummins has raised doubts about the whole rhythm dichotomy [5]. Furthermore, since we know that Finnish rhythm varies dialectally, we thought that synchronizing might be more difficult for subjects with different dialect backgrounds.

In addition we were interested in the following questions. Cummins reported that synchronous speech diminishes variation [3]. Would this be the case for our Finnish subjects as well? What kinds of individual speaker differences (such as dialect related timing differences) are reduced? At what level does synchronization occur? What factors influence difficulty of synchronizing?

2. Methods

We had a total of 20 subjects, 16 female and 4 male, in 10 pairs (A–J); however, because of a mistake in the experiment we were forced to leave out one of the pairs (I). We used a Sanako 300 language studio system (Tandberg Educational) where the subject(s) used one or two of the students’ computers (recording stations) and the experimenter used the teacher’s control station to allow subjects to hear each other via headset earphones and to start the recordings centrally. Students’ recording stations were chosen to be equidistant from the teacher’s station and as far apart from each other as possible.

In our test setup, the subjects read the same text twice: first alone as if to practice it, then synchronously in pairs. The text used was a short excerpt from a children’s story. Both readings were recorded in order to study what actually happens when speakers need to keep up with one another during the reading. In what follows we refer to these two readings as solo and synchronous recordings.

In order to assess the synchronization process we computed a Dynamic Time Warp (DTW) for each speaker pair using Praat [1]. All time warps were computed using MFCCs with a 20 ms window and time step of 10 ms, and restricting slope to a range of [–0.2, 0.2] (i.e. each 10 ms frame of one signal was matched to one, two or three 10 ms frames in the other signal). The DTW during pauses is essentially random and does not reflect the time relationship for the two speakers. Therefore pauses were marked by hand and portions of the DTW corresponding to pause for both speakers were deleted.

A DTW can be expressed in many forms; for our purposes the most useful was as a time series of average time vs. time difference measurements (also used in e.g. [6, 4]). Two examples of DTW in this format are shown in Fig. 1, with average time \( (t_1 + t_2)/2 \) on the \( x \)-axis and time difference \( (t_1 - t_2)/2 \) on the \( y \)-axis.

It should be noted that there are potential problems with DTW. We would like to follow speakers’ phase differences at corresponding times. Instead, the characterization used here substitutes time differences at corresponding phases (phases corresponding to each other can be found with DTW or traditional segmentation procedures). This procedure will tend to underestimate the phase difference when either speaker is speaking relatively fast and overestimate the difference when either speaker is speaking relatively slow. The hope is that on average these errors will cancel out.

Figure 1: Examples of DTW in average time vs. time difference format (pairs A and F; time in seconds).
Another difficulty is that at present our procedure makes no provision for deletion, insertion or substitution of material, partly for ease of computation and partly because it is not clear how such discrepancies between speakers should be scored. As a crude statistic of overall asynchrony we used the root mean square (RMS) of the time differences in the DTW. For a finer analysis of the synchronization process we modeled the DTW itself as a random walk 1 including an inward bias factor (attraction to zero difference) and a persistence factor (tendency to continue in the same direction) in addition to a general diffusion factor, cf. e.g. [8]. Diffusion is a general measure of noise in the process, inward bias is roughly analogous to the restoring force of harmonic motion and persistence to inertia. We used the WinBUGS program [10] to perform Bayesian estimation of these three model parameters (diffusion, bias, persistence) for each speaker pair. The parameter estimates for persistence were highly correlated with the diffusion estimates (cf. Fig. 5). This may be an artefact of restricting the slope of the DTW.

3. Results and discussion

Overall performance. It was obvious that all subjects did in fact achieve synchronization, for instance from the fact that total durations varied widely in the solo reading task but were nearly identical for the synchronous task (see Fig. 2). Another obvious feature which stands out clearly in Fig. 2 is the fact that subjects spoke more slowly in the synchronous task. The same result was observed by Cummins [2]. We take this to mean that synchronizing placed an extra burden on the speakers.

Results for the synchronous task in terms of RMS can be seen in Table 1, with speaker pairs ordered from “best” (lowest RMS) to “worst”. These are similar to results from previous studies on English, but with slightly greater asynchrony (the RMS time difference used here should be doubled to compare with the time lags reported by Cummins [2]). The difference may be due to the slightly different experimental setup, e.g. the fact that our subjects could not see each other (Cummins [2] reported that synchrony was slightly worse in this condition) and heard each other only over earphones.

A finer comparison of subject pairs’ performance is possible using the parameter estimates for random walk diffusion, persistence and inward bias shown in Fig. 5. It is obvious from these parameters that there were clear differences in the performance of different subject pairs. It is not so obvious, however, what caused these differences, other than just individual variation.

We examined various differences between speakers in a pair to see what factors might influence synchronization difficulty. Comparing our worst pair (F) with our best pair (A) one observation is that A had the lowest mean age (25 yrs) while F had the highest mean age (52) so age may be a factor here, although it is far from consistent (cf. Table 1). In addition pair F consisted of our slowest speaker paired with our fastest speaker (judging from the solo task), which may have made synchronizing more difficult. However pair D, which was fairly close in solo reading rate (and also had the second lowest mean age, 26 yrs), had the second to worst RMS.

One of our hypotheses was that dialect differences might increase synchronization difficulty. In addition to their rate difference, the speakers of pair F also came from different dialect backgrounds, which may have hindered their synchronization. However, pair A had a roughly equivalent dialect difference and managed to get the best RMS score.

There was no consistent effect on RMS associated with whether the two subjects in a pair knew each other previously to the experiment, or to whether speakers differed in sex.

Pausing behavior. As can be seen in Fig. 2, total pause time for pairs was also closer in the synchronous task. Interestingly, total pause time did not consistently increase, indicating that the slowing mainly affects the running speech between pauses.

In addition to slowing down in the synchronous task, all speakers increased the number of pauses (with one exception who maintained the same number). For speakers with relatively few pauses in the solo task the number increased dramatically in the synchronous task (Table 2). In one sense this is paradoxical, since it would seem that there is very little information about mutual phase difference available to speakers during pauses as compared to running speech. (There is perhaps more than might be expected, e.g. sounds of breathing and click-like sounds as speakers open their mouths to resume speaking.) On the other hand, more frequent pausing, provided that pauses are coordinated, reduces the amount of synchronizing necessary between pauses. In any case, the difference in number of pauses for each pair was smaller in the synchronous task compared to the solo task, with the notable exception of pair J, as can be seen in Table 2. This means that pausing behavior was more regular in the synchronous task, but it was by no means an average of the be-

---

1 There is an intimate connection between random walk analysis and dynamic systems analysis. For noisy oscillators Pikovsky et al. noted that in general, “... during the synchronous epochs the phase difference resembles a random walk motion ...” [9]. The random walk approach seems promising and we hope to develop it much further in the future.
behavior in the solo task. It might be more accurate to say speakers executed a maximal number of pauses in the synchronous task.

It may be that overall slowing is related more directly to increased pausing. Because there are more pause groups in the synchronous task, pause group duration decreases on average while total duration increases. The situation thus calls to mind the phenomenon of rhythmic gradation (rhythmische Abstufung), which has been one motivation for our Coupled Oscillator Model (COM) [7]. We are currently expanding our model to handle pausing and interspeaker coupling.

Pair J was obviously a special case in regard to pausing. Their strategy seemed to consist of very frequent pauses in the synchronous task, resulting in many more pauses than any other pair. While their reading thus does not sound fluent, they did achieve a medium range RMS score for synchrony with this technique.

At what level does synchronization occur? One indication of different behavior at different levels is the effect of synchronizing on pauses. We used the solo recordings of speaker pairs to approach this question in another way. Using the Manipulation feature of Praat we artificially stretched the solo recordings for each speaker pair to match the average durations of their synchronized recording at various levels based on hand marked units. We then applied DTW to these artificially synchronized pairs and compared the result with the actual performance in the synchronous task.

The results are shown in Table 3 and Fig. 3. When no adjustment is made (RAW) the RMS is very large because the speakers have typically spoken at different rates. When rate is adjusted by uniformly stretching to make beginning and end match (UTTERANCE) the RMS is considerably less, but still several times larger than the reference level of the synchronous task. However, when pause groups are also matched in duration (PAUSE), the RMS falls to the reference level or below. This would seem to indicate that most of the work of synchronization was accomplished at the pause group level, that is, by coordinating pausing and speaking rate between pauses.

Table 2: Number of pauses.

<table>
<thead>
<tr>
<th>subject pair</th>
<th>solo 1</th>
<th>synchronous</th>
<th>solo 2</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>31</td>
<td>33 — 32</td>
<td>20</td>
</tr>
<tr>
<td>B</td>
<td>26</td>
<td>35 — 34</td>
<td>32</td>
</tr>
<tr>
<td>C</td>
<td>26</td>
<td>30 — 31</td>
<td>29</td>
</tr>
<tr>
<td>D</td>
<td>28</td>
<td>31 — 32</td>
<td>26</td>
</tr>
<tr>
<td>E</td>
<td>27</td>
<td>31 — 33</td>
<td>30</td>
</tr>
<tr>
<td>F</td>
<td>21</td>
<td>32 — 34</td>
<td>31</td>
</tr>
<tr>
<td>G</td>
<td>22</td>
<td>32 — 32</td>
<td>30</td>
</tr>
<tr>
<td>H</td>
<td>31</td>
<td>31 — 29</td>
<td>23</td>
</tr>
<tr>
<td>J</td>
<td>30</td>
<td>50 — 44</td>
<td>27</td>
</tr>
</tbody>
</table>

Table 3: RMS of DTW (ms) for synchronous task and solo utterances matched at various levels.

<table>
<thead>
<tr>
<th>subject pair</th>
<th>synch.</th>
<th>RAW</th>
<th>UTTERANCE</th>
<th>PAUSE</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>36.9</td>
<td>3478.4</td>
<td>574.2</td>
<td>38.3</td>
</tr>
<tr>
<td>B</td>
<td>52.9</td>
<td>2989.3</td>
<td>258.0</td>
<td>44.5</td>
</tr>
<tr>
<td>C</td>
<td>37.4</td>
<td>4569.9</td>
<td>415.0</td>
<td>29.7</td>
</tr>
<tr>
<td>D</td>
<td>54.7</td>
<td>2217.3</td>
<td>232.3</td>
<td>34.4</td>
</tr>
<tr>
<td>E</td>
<td>40.6</td>
<td>2975.2</td>
<td>228.6</td>
<td>43.5</td>
</tr>
<tr>
<td>F</td>
<td>60.7</td>
<td>7521.2</td>
<td>464.7</td>
<td>59.8</td>
</tr>
<tr>
<td>G</td>
<td>45.1</td>
<td>4791.4</td>
<td>390.5</td>
<td>30.7</td>
</tr>
<tr>
<td>H</td>
<td>41.3</td>
<td>964.9</td>
<td>203.4</td>
<td>32.3</td>
</tr>
<tr>
<td>J</td>
<td>44.1</td>
<td>4334.6</td>
<td>952.3</td>
<td>46.0</td>
</tr>
</tbody>
</table>

Figure 3: RMS of DTW relative to synchronous task (= 1) for solo utterances artificially synchronized at various levels.

Half-long vowel. A well known feature of many Finnish dialects (but notably not in the Tampere region where most of our subjects were from) is the so called “half-long” vowel, referring to the phonetic lengthening of a short CV syllable after another CV syllable. The ratio of V2 duration to V1 duration in CVCV structures is traditionally used to quantify this dialect difference [11, 12].

Measurements for the subjects in the various conditions are shown in Fig. 4. Two pairs (A and F) exhibited a consistent difference in the half-long vowel feature in their solo readings. The differences observed were compatible with the speakers’ background information.

For pair A, the difference in $V_2/V_1$-ratio diminished consistently in the synchronous reading condition but did not disappear. It should be noted, however, that this diminished difference did not consistently improve local synchronization, but was sometimes achieved at its expense.

One possible explanation of this behavior is that both speakers spoke more “expressively” in the solo task, and due to their dialect difference this extra expressiveness often stretched $V_2$ for the first speaker but $V_1$ for the second speaker in CVCV-structures. Whatever the mechanism involved, the syn-

2The COM [7] does in fact predict that $V_2/V_1$-ratio should vary as a function of prosodic organization.

Figure 4: $V_2/V_1$-ratio for words in the solo task (upper points) and synchronous task (lower points).
chronous task does appear to have reduced variation for this pair of speakers. For all other pairs, including pair F with a consistent difference in $V_2/V_1$-ratio, neither speaker showed a significant reduction in variation for the synchronous reading. In both cases it would appear that synchronization did not occur at a sub-word level.

4. Conclusions

The synchronous speech task was easily and successfully performed. Synchronizing obviously placed an extra burden on subjects because it slowed their average speaking rate without exception, sometimes quite dramatically.

As predicted, there was a reduction of variation in the synchronous task. The homogeneity achieved, however, did not necessarily represent average behavior, but often an extreme outside the range of performance in the solo task.

There were clear differences in the performance of different speakers (and perhaps in the strategies they employed). These differences were not however related in an obvious way to speaker differences, with the possible exceptions of age and natural speaking rate.

It would appear that most of the work of synchrony was achieved at approximately the level of pause group, whereas for smaller units speakers did not adjust their timing directly as a result of synchronization. In particular, speaker differences in word level timing due for instance to dialect differences were not adjusted to achieve better synchronization.

5. References


