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Abstract

This work investigates the task of porting a broadcast news
recognition system to a conversational speech domain, for
which only untranscribed acoustic data are available. An iter-
ative adaptation procedure is proposed that alternatively gener-
ates automatic speech transcriptions and performs acoustic and
language model adaptation. The procedure was applied on a
tourist-information conversational domain, for which 8 hours
of audio data were available for development and 2 hours for
testing. On the test set, the broadcast news system yields a
word-error-rate of 51.0% while a task specific system achieves
a word-error-rate of 21.2%. Unsupervised porting experiments
allowed to reduce the gap between the two reference systems by
61%.

1. Introduction
This paper1 reports on experiments of porting the ITC-irst Ital-
ian broadcast news (BN) recognition system [3, 1] to a conver-
sational speech domain concerning tourist information.
Previous work [1] has investigated this issue by applying super-
vised adaptation methods on the acoustic and language models.
Hence, a small amount of task-specific acoustic data and ac-
curate transcriptions was assumed to be available. Here, we
approach the porting problem from a complementary perspec-
tive. The target system has to be developed by exploiting a
considerable amount of task specific data for which no tran-
scription is available. This approach differs from the lightly
supervised training method presented in [9] in that no task re-
lated data for language modelling is used. The assumption we
make is that the BN language model can be sufficiently gen-
eral so that adaptation to a given task just requiresfocusingthe
language model (LM) on some task dependent data. As LM
adaptation is performed on automatic transcripts, which are af-
fected by recognition errors, robustness issues of LM adaptation
must be taken into account. Two adaptation technique are con-
sidered: the minimum discrimination information method and
the interpolation-mixture method. The two methods, respec-
tively, make use of unigram and trigram statistics observed in
the adaptation data.
Unsupervised acoustic model (AM) adaptation is performed
through Maximum Likelihood Linear Regression (MLLR) [10,
6]. During adaptation, a regression class tree [11] is adopted in
order to better exploit adaptation data.
An iterative adaptation procedure is described which is based
on interleaved AM and LM adaptation steps. Each iteration ex-

1This work was partially financed by the European Commission un-
der the project CORETEX (IST-1999-11876).

ploits the outcome of a speech decoding step computed with the
AM and LM estimated at the previous step.
The target conversational speech task includes 8 hours of train-
ing data and 2 hours of testing data. A task specific recognition
system, developed in previous work [1], yields on the test set
a word error rate (WER) of 21.2%. On the same data, the BN
system achieves a WER of 51.0%. The proposed adaptation
procedure allows to reduce the WER gap between the two ref-
erence systems by 61%.
This paper is arranged as follows. Section 2 briefly describes
the Italian broadcast news system used as a starting point. Sec-
tion 3 describes the methods used for LM and AM adaptation
and the unsupervised porting method. Section 4 gives experi-
mental results, and Section 5 states some conclusions.

2. The BN recognition system
The BN recognition system used in this work features a Viterbi
decoder, context dependent hidden Markov models (HMMs),
and a hierarchical 61K-word trigram LM [2, 1]. Acoustic mod-
els for wide-band speech were trained on 36 hours of Italian
news shows recorded from the radio and television [5]. The AM
includes 6,554 triphones and 14,087 Gaussian densities with di-
agonal covariance matrices [1]. A trigram LM was trained on
a 240M-word sample of newspapers and newswire, and on a
500K-word sample of news transcripts.

3. Adaptation Procedure
This section presents the methods used to separately adapt the
LM and the AM from automatic transcripts of task specific au-
dio data. Then an iterative procedure is presented which boot-
straps from the BN systems and progressively produces task
adapted acoustic and language models.

3.1. LM Adaptation

Language model adaptation takes advantages of two well-
established techniques implemented at ITC-irst: mini-
mum discrimination information (MDI) adaptation[4] and
interpolation-mixture (MIX) adaptation[1]. This section briefly
introduces the interpolated language modelling framework,
describes the two adaptation techniques, and finally discusses
specific issues concerning the use of corrupted adaptation texts.

Interpolated language modelling. All the LM estimated in
this work make use of trigram statistics and are based on a
recursive interpolation scheme [1]. To reduce the LM size,
pruning is applied on trigrams and bigrams with histories
occurring less than a given number of times. Frequency
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MDI Mixture
θ T1 T2 T3 T4 T1 T2 T3 T4
1 185 176 174 174 111 103 92 92
2 173 165 165 165 107 99 90 90
3 173 166 166 165 107 99 91 91
4 174 168 168 166 107 100 92 91
5 175 168 170 167 108 100 92 92

Table 1: Perplexity values obtained on the target task by adapt-
ing the broadcast news LM on task-specific automatic tran-
scripts with different levels of accuracy, and by applying a prun-
ing thresholdθ on the statistics used by each adaptation method.

smoothing uses a non-linear discounting method. In particular,
frequencies of the BN data are shifted by 1, while those in the
adaptation data are shifted according to theβ statistic proposed
in [12].

MDI adaptation. Given a corrupted adaptation text sample,
one may reasonably assume that only unigram statistics can be
reliably estimated. This statistics can be used as constraints
when estimating the adapted LM as the one minimizing the
Kullback-Leibler distance from the baseline BN trigram model.
If constraints are applied to the jointn-gram distribution, it can
be shown that the estimation problem has a closed solution.
Practically speaking, the adaptedn-gram conditional proba-
bility is obtained by scaling and normalizing the background
LM distribution. As suggested in [8], an empirically estimated
exponent can be applied to the scaling factor to improve the
effect of adaptation. Finally, if the background distribution is an
interpolated LM, also the adapted model is an interpolated LM
and the normalization term can be computed very efficiently [4].

Interpolation-Mixture Adaptation. Given two or more inter-
polated language models, a mixture model can be derived [1]
which applies a convex combination at the level of discounted
relative frequencies. An advantage of this model is that it pre-
serves the basic interpolation scheme and hence allows an effi-
cient language model representation [1]. Moreover, the mixture
weights can be estimated by applying the EM algorithm. Im-
provements in performance were obtained by letting the inter-
polation weights depend on the most recent word of the history.
Parameter tying was also applied to cope with data sparseness.

In the here considered LM adaptation case, two component
mixture LMs were taken, by combining the BN trigram LM
with trigram LMs estimated on automatic transcripts. The
EM estimation of the mixture parameters was carried out on
the adaptation data, by applying an improved leaving-one-out
technique.

Adapting from corrupted transcripts. Using automatic tran-
scripts as adaptation texts requires considering robustness is-
sues. As adaptation is based on statistics from the adaptation
data, i.e. unigrams and trigrams, only statistics occurring more
than a given thresholdθ were taken as reliable and included
in the adaptation data. Table 1 shows performance, in terms of
perplexity, of each adaptation method against different values of
the pruning threshold, and against increasing levels of accuracy
of the adaptation texts. The transcriptions T1-T4 have, respec-
tively, the following word error rates: 55.3%, 49.4%, 43.0%,
and 40.1%. Perplexities values where computed on the manual
transcriptions of the test set.

3.2. AM Adaptation

HMMs adaptation is carried out through MLLR [10, 6]. A
regression class tree [11] is generated by means of an agglom-
erative clustering procedure employing the likelihood measure.
The tree is built in two steps: first, for each phone-like unit,
Gaussian components are hierarchically clustered; second, the
roots of trees obtained with the first step are clustered in their
turn. Base regression classes, corresponding to the leaves of
the regression class tree, are formed by single Gaussian compo-
nents.
During adaptation, to prevent unreliable parameter estimation,
a minimum class occupancy count of 1000 is imposed. Mean
vectors are adapted using full transformation matrices, while di-
agonal transformation matrices are used to adapt the variances.

3.3. Combined adaptation

It is well known that unsupervised acoustic model adaptation
can be effectively applied in a number of applications. In
this work, the unsupervised adaptation approach also includes
LM adaptation. We propose an iterative procedure which aims
at adapting, in unsupervised mode, the acoustic and language
models of an initial recognition system to a certain amount of
task-specific untranscribed data.
The recognition system is progressively adapted to the target
task by iterating: a recognition step (Decode ) using the cur-
rent recognition system to produce word transcription (TRS) of
the adaptation data (DATA), a LM adaptation step exploiting
the produced word transcription, and an AM adaptation step ex-
ploiting the adaptation data and the obtained word transcription.
A scheme of the described adaptation procedure is as follows:

AM[0]=AM /* from BN */
LM[0]=LM /* from BN */
for t=1 to N
begin

TRS[t]=Decode(AM[t-1],LM[t-1],DATA)
AM[t]=Adapt(AM[t-1],TRS[t],DATA)
LM[t]=Adapt(LM,TRS[t])

end.

At the first iteration the initial system is employed for the recog-
nition step. For each following iteration, the recognition step is
carried out with the AM and LM resulting from the previous it-
eration. The AM adaptation step performs a single MLLR itera-
tion on the AM used in the recognition step. From the perspec-
tive of AM adaptation, the whole adaptation procedure corre-
sponds to an MLLR adaptation procedure in which, at each iter-
ation, speech signals are time-aligned against model-sequences
determined through a preliminary decoding step. LM adapta-
tion is performed each time from the initial LM (i.e. the BN
LM) with the pruning thresholdθ set equal to 2.
We note that a slightly different adaptation procedure can be
obtained if at each iteration the AM adaptation step performs
adaptation of the initial AM. Future work will investigate this
variant.

4. Experimental Results
Porting of the BN system is carried out toward a conversational
speech domain concerning tourist information. Available train-
ing and testing data amount to 8 and 2 hours, respectively. There
is no overlap between the 79 speakers in the training set and the
19 speakers in the test set. Recording sessions were performed
with close-talk microphones. All the acoustic data are supplied
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BN Adaptation Data Task
system 0.5h 1.0h 1.5h 2.0h system
51.0 34.8 31.0 29.4 28.4 21.2

Table 2: WERs achieved performing supervised adaptation of
both acoustic and language models of the BN system with dif-
ferent amounts of adaptation data. Results obtained with the
BN and task baselines are also reported.

with manual transcriptions. As a reference, a task specific sys-
tem was also developed, which provides, on the test set, a per-
plexity of 54, an out-of-vocabulary rate of 1.4%, and a WER
of 21.2%. On the same test set, the BN system has a perplex-
ity of 524, an out-of-vocabulary rate of 1.1% and a WER of
51.0%. These figures put in evidence the large mismatch of the
two LMs and the good vocabulary coverage provided by the BN
LM.

4.1. Previous Work

In a previous work [1], we investigated porting of the BN recog-
nition system when transcribed data are available for the consid-
ered task. Table 2 shows results obtained by adapting BN sys-
tem with increasing amounts of transcribed acoustic data (from
0.5 hours to 2 hours).
From Table 2 it can be noted that with two hours of transcribed
adaptation data about 75% of the WER gap, between the BN
recognition system and the task specific baseline, is filled.

4.2. Porting Experiments

Tables 3 and 4 report recognition results obtained by using for
LM adaptation the MDI and the MIX method, respectively. At
each iteration both AM and LM are adapted. RowsTestreport
WERs obtained on the test set for the different iterations, for
comparison purposes WERs obtained on the adaptation set are
reported in rowsAdapt.

AM+LM mdi
Data set Adaptation Steps

1 2 3 4 5 6
Adapt 52.2 41.8 38.7 38.0 37.0 37.2
Test 39.4 36.6 36.4 35.8 35.8 36.0

Table 3: WERs performing unsupervised adaptation of both
acoustic and language models of the BN recognition system.
LM adaptation is done through MDI estimation.

AM+LM mix
Data set Adaptation Steps

1 2 3 4 5 6
Adapt 52.2 44.2 43.4 43.1 43.0 42.5
Test 38.2 37.6 37.3 37.0 36.8 37.4

Table 4: WERs performing unsupervised adaptation of both
acoustic and language models of the BN recognition system.
LM adaptation is done through MIX adaptation.

Looking at the results reported in Tables 3 and 4, we note that
after the first iteration, the MIX method performs better than

the MDI method. In the following iterations, the MIX method
shows to improve less than the MDI method. Best results are
achieved by both methods after 5 iterations, with MDI adapta-
tion outperforming MIX adaptation: 35.8% vs. 36.8%. How-
ever, for both methods, most of the WER reduction is achieved
in the first two iterations.
A cascade adaptation scheme was also investigated in order to
achieve a more effective adaptation procedure. The key idea is
to introduce in the adaptation scheme LM constraints, learned
from the automatic transcriptions, in a smooth way. Tables 1,3,
and 4 put in evidence that the MDI method introduces weaker
constraints in the LM than the MIX adaptation method. This
probably makes MIX adaptation better fit the data but also be
less robust against errors in the supervision. Hence, in a first
phase, four iterations of just AM adaptation were performed.
In this way, the AM is adapted by using the weakest LM (i.e.
the BN LM). Then, AM adaptation goes on by introducing LM
constraints provided by the MDI adaptation method. Finally,
AM adaptation is continued by applying the more aggressive
MIX method. Results of this adaptation procedure are reported
in Table 5.
The first four iterations allow to evaluate the contribution of
the AM adaptation. Unsupervised acoustic model adaptation
is able to to reduce by almost 33% the WER gap between the
BN system and the task specific baseline, from 51.0% to 41.1%.
Recognition results suggest that the cascade scheme is very ef-
fective: after the last iteration a 32.8% WER is achieved. How-
ever, the lowest WER, 32.2%, is obtained after the first itera-
tions of the last adaptation phase, i.e. iteration number 9. More-
over, the cascade approach could be improved by just applying
two iterations for each LM adaptation phase.
For completeness, the cascade procedure was also applied by
starting LM adaptation with the MIX method. Performance of
this adaptation scheme is reported in Table 6. By comparing
these results with those in Table 4, it comes out that the cascade
procedure improves over the basic adaptation procedure. Nev-
ertheless, the MIX method seems to fit the adaptation data after
just one iteration.

4.3. AM Unsupervised Training

A preliminary experiment of unsupervised training was also
carried for comparison purposes. This experiment goes in the
direction of using large amounts of untranscribed data for AM
training, in addition to or in place of transcribed data [9, 7, 13].
A new acoustic model was trained by using the transcription
corresponding to iteration 10 in Table 5, which has a 35.4%
WER. The same procedure used to train the reference task-
specific baseline was applied. The number of Gaussian com-
ponents allocated was also very similar. With the obtained AM
two recognition experiments were carried out: one using the BN
LM and another using the BN LM adapted on the approximate
transcription.
Recognition results are reported in Table 7. Remarkably, using
AM training on approximate transcriptions permits to achieve
almost the same level of recognition accuracy of the adapted
AM. Moreover, by looking at this experiment as an application
of lightly supervised training, where acoustic data and approx-
imated transcriptions are assumed to be available, this level of
accuracy is achieved without the need of any initial AM.
However, it should be pointed out that for some rare phone
units, mostly concerning foreign languages, no occurrence was
observed in the adaptation data. Hence, some manual tying of
units was necessary to provide acoustic modelling for all the
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AM AM+LM mdi AM+LM mix
Data set Adaptation Steps Adaptation Steps Adaptation Steps

1 2 3 4 5 6 7 8 9 10 11 12
Adapt 52.2 45.5 44.0 43.3 42.9 38.8 37.0 37.2 36.5 35.4 36.5 37.0
Test 43.6 41.8 41.2 41.1 36.3 34.8 35.2 35.0 32.2 33.4 34.1 32.8

Table 5: WERs performing first unsupervised adaptation of the BN acoustic model and then unsupervised adaptation of both acoustic
and language models. Unsupervised LM adaptation was carried out first using the MDI criterion and then using the interpolation-
mixture method.

AM AM+LM mix
Data set Adaptation Steps Adaptation Steps

1 2 3 4 5 6 7 8
Adapt 52.2 45.5 44.0 43.3 42.9 40.8 41.1 41.1
Test 43.6 41.8 41.2 41.1 35.8 36.3 36.0 35.4

Table 6: WERs performing first unsupervised adaptation of the BN acoustic model and then unsupervised adaptation of both acoustic
and language models. LM adaptation was carried out using the interpolation-mixture method.

Acoustic Language Model
Model BN LM Adapted LM
Unsup. Train. 40.0 32.9

Table 7: WERs achieved performing unsupervised training of
the task-specific acoustic model.

words in the BN lexicon. Future work will be devoted to com-
pare unsupervised adaptation methods with training using ap-
proximate transcriptions.

5. Conclusion
A very topical issue in the development of speech recognition
systems is discussed in this paper, namely, the portability, at
low cost, of a speech recognition system from one application
to another. As in previous work, the portability task starts from
an available broadcast news recognition system and aims at de-
veloping a speech recognizer for a conversational speech do-
main. However, instead of trying to accomplish the task by
using a small amount of task dependent supervised data, we as-
sume to have at disposal only a significant amount of unsuper-
vised acoustic data. Acoustic and language model adaptation
methods are integrated into a procedure that iteratively allows
to produce supervisions of the adaptation data with increasing
accuracy. The final step allows to reduce the word-error-rate
gap between the broadcast news system and the reference task
system by 61%.
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