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Abstract

This paper presents a technique for dynamically extend-
ing the language model lexicon of an Italian broadcast
news transcription system. New words are selected day-
by-day, from contemporary news available on the In-
ternet, according to a strategy that tries to minimize
the out-of-vocabulary rate of the language model. Pho-
netic transcriptions of new words are generated automat-
ically with an in-house developed software tool. Exper-
iments, performed with the ITC-irst 62K-word baseline
system, show that using approximate phonetic transcrip-
tions for less frequent words does not impact on recogni-
tion performance. Lexicon extension up to 122K words
were evaluated on 19 news programs, spanning over one
month, for a total of 6 hours of speech. The best lex-
icon extension strategy permitted to reduce the out-of-
vocabulary rate by 61.8%, from 1.57% to 0.60%, and the
word error rate by 2.16%, from 25.03% to 24.49%.

1. Introduction

In this paper1 we investigate methods that dynamically
extend the lexicon of a broadcast news (BN) speech
recognition system [2] in order to minimize the out-of-
vocabulary (OOV) word rate. New words are added by
taking advantage of contemporary text sources available
on the Internet, i.e. news-wires and newspapers. More
specifically, the OOV word class of the BN trigram lan-
guage model is linked to a new unigram LM that is up-
dated on a daily basis. Phonetic transcriptions of novel
words are automatically generated with an in-house de-
veloped software tool.
Experiments were performed on 19 Italian news shows,
spanning about one month in time, for a total of 6 hours
of speech. Lexicon extensions were evaluated according
to the achieved OOV rate and word-error rate.
This paper is organized as follows. Section 2 presents the
considered language modelling framework; Section 3 de-
scribes the lexicon adaptation task; Section 4 considers
the impact of automatic phonetic transcription on speech
recognition accuracy; Section 5 discusses about locality

1This work was partially financed by the European Commission un-
der the project CORETEX (IST-1999-11876).

of content words in news; Section 6 presents the con-
sidered lexicon extension strategies; Section 7 presents
results of the extension methods on the broadcast news
domain; finally, Section 8 states some conclusions.

2. Language Modelling

The ITC-irst BN system uses a trigram LM based on a re-
cursive interpolation scheme [1]. To reduce the LM size,
pruning is applied on trigrams and bigrams with histories
occurring less than a given number times.
To combinen-gram statistics coming from different cor-
pora, LM mixtures are computed at the level of dis-
counted relative frequency. This approach slightly differs
from the usual method of directly combiningn-gram dis-
tributions, and allows to maintain the advantages given
by the interpolated LM. Mixture weights are estimated
with the EM algorithm augmented with cross-validation.
In order to compare LMs with different vocabularies and,
consequently, with different OOV rates, a “universal” vo-
cabularyU is introduced, which corresponds to the ex-
pected vocabulary assuming the training corpus grows to
infinity. When an OOV word is found, the LM is en-
forced to back-off to the unigram distribution, and its
probability is computed by smearing the probability of
the word-classoov on the uniform distributionjU�V j�1.
Practically speaking, for the sake of comparison any suf-
ficiently large value for the size ofU works well. In our
experiments we used the value106.

3. Task Description

For the experiments, the ITC-irst Italian broadcast news
transcription system was used [2]. Acoustic models were
trained over 47 hours of transcribed speech, taken from
an extended version of the Italian Broadcast News Cor-
pus (IBNC) [3]. A single step decoding was used to keep
recognition response time below 5xRT on a 600MHz
Pentium PC with 1Gb of RAM.
The used test set consists of 19 television news shows
recorded between August and September 2000, for a to-
tal of 6 hours of speech. With respect to the acoustic
conditions, the test set only includes wide-band speech.
A baseline 62K-word trigram LM was estimated by com-
bining statistics from a 215M-word corpus of Italian
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newspapers, issued between January 1992 and July 2000,
and a 500K-word corpus of Italian Broadcast news pro-
grams recorded before 1999. The resulting mixture LM
provides an OOV rate of 1.57% and a word error rate
(WER) of 25.03%.

4. Manual vs. Automatic Word
Transcription

Extending the lexicon of the speech recognizer requires
providing one or more phonetic transcriptions for each
new word. In this work, phonetic transcriptions are pro-
duced automatically with a software tool developed at
ITC-irst [4].
The following experiment was performed to evaluate the
reliability of the transcriptions produced by the tool. A
new version of the 62K-word baseline (and manually
checked) lexicon was produced as follows: the 30K most
frequent words were given the same phonetic transcrip-
tions of the baseline lexicon, while the remaining 32K
words were automatically transcribed with the automatic
tool. Speech transcription experiments were performed
with both lexicons on 8 news shows (6 radio programs
and 2 TV programs) for a total time of 1h:55m. The 8
shows contain 18,509 word occurrences, 616 of which
are OOV words with respect to the 62K word dictio-
nary. If the lexicon is restricted to the most frequent 30K
words, the OOV word occurrences are 1,022. Hence,
406 word occurrences of the test set had to be recog-
nized with automatic phonetic transcriptions. The word
error rate obtained under both condition was identical:
20.8%. A closer look at the phonetic transcriptions of the
406 words showed that 360 of them (88.7%) were cor-
rectly transcribed by the automatic tool, i.e. the manually
checked transcriptions were included in the automatic
ones. Moreover, the tool tends to over-generate alterna-
tive transcriptions on acronyms and to produce imperfect
transcriptions of foreign words. Nevertheless, these weak
points did not significantly increase confusability within
the 62K-word dictionary, and neither the WER on the 406
words contained in the test set.

5. Time-Locality of Infrequent Words

An interesting and already investigated issue of statisti-
cal language modelling is the way content words tend to
distribute over time in text corpora. Previous work [5]
has shown that caching words can significantly help in
prediction, given that a number of content words tend to
re-occur after short time from the first occurrence.
In this work we are interested in the behavior of infre-
quent words of the news domain. In particular, we would
like to predict not frequent words used in TV news by
looking at written news of the same days. To find support
for this idea we tried to analyze the distribution of in-
frequent words in a 19M-word corpus of newspaper and
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Figure 1: Fraction of words living just one day or more
consecutive days against their frequency. Statistics were
computed in a 19M-word corpus of written news span-
ning the period April-December 2000.

newswire texts spanning a period of 9 months, i.e. April-
December 2000. It came out that a significant fraction
of infrequent words occur in a very short time window.
Words with frequency between 10 and 20, for instance,
have about 40% chance to “live” just for one day. Frac-
tions of words living for just one day, or more consecu-
tive days, against different frequency values are plotted in
Figure 1. Going back to our initial problem, the above de-
scribed behavior suggest that a significant fraction of in-
frequent words of TV news could be found in other news
sources of the same day.

6. Lexicon Adaptation Strategies

Lexicon adaptation is carried out by exploiting three
possible sources:

� language model training data
� newspaper articles from the test set period
� news agency reports from the test set period

The latter two sources, which are available on the
Internet, jointly produce about 60K words each day. Two
different word selection policies were considered:

(A) taking the most recently used new words;
(B) taking the most frequently used new words.

Strategy (A) picks words from the contemporary data,
while strategy (B) from all the available training texts.
Concerning the notion of “contemporary” data, we also
consider available texts of the same day of the newscast.
In fact, this method exploits news sources which are used
by news-writers, too.
In Figure 2 different word selection methods are com-
pared by plotting the average OOV rate against the num-
ber of new words added to the lexicon. The average OOV
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Figure 2: OOV rate vs. vocabulary size increase for dif-
ferent word selection policies. Plotted points correspond
to single days.

#words (A) (B-ii) (C-ii)
+0K 1.57 1.57 1.57

+10K 1.30 1.11 1.09
+20K 1.10 1.00 0.91
+30K 0.97 0.92 0.79
+60K 0.76 0.72 0.60

Table 1: OOV rates (%) on the test sample achieved by
applying different lexicon extension methods.

rate is computed over all 19 test transcripts.
The first mentioned word selection policy (A) shows a
regular trend, and reaches, after introducing 60K words,
a relative OOV rate reduction of 51%. Plots (B-i) and
(B-ii) correspond to the second word selection policy by,
respectively, not including or including news sources of
the day the news program was broadcasted. In particu-
lar, these plots are produced by augmenting the additional
word list on a day-by-day basis and by taking words oc-
curring at least twice in the considered period. It clearly
results that the availability of written news of the same
day is very useful: just adding new words found in the
same day accounts alone for a 17.8% relative OOV rate
reduction.
The trend of both plots (A) and (B) can be better ana-
lyzed in Figure 3, which shows the OOV rate variations
versus the number of introduced words. It can be noticed
that the OOV rate reduction is quite fast when words used
in the last four days are included, and slows down when
older news sources are considered. This would suggest
that benefits can be obtained by combining the two poli-
cies (A) and (B). The plot (C-ii) in Figure 2 shows the
OOV rate trend when new words are incrementally se-
lected: first, according to time, starting from the broad-
casting day backward at most four days; then, according
to the training corpus frequency. Table 1 gives numeric
figures of the plots in Figure 2.
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Figure 3: OOV rate reduction vs. vocabulary size in-
crease. Plotted points correspond to single days.

7. Language Model Extension

Once the lexicon has been extended, theoov word class
is associated with a new unigram LM estimated from the
adaptation texts. For the sake of generality, let one con-
sider the (C-ii) method. For a specific date, a new ex-
tended dictionaryEV is defined, that includes, besides
the original vocabularyV , new words from three disjoint
lists: new words from news of the same day (DAY0), new
words from news of the preceding three days (DAY1�3),
and new words (TR) taken from the training data, accord-
ing to their frequency. Consequently, a new 1-gram dis-
counted frequency is estimated, which smoothes theoov

class frequency over a piece-wise distribution defined on
the four disjoint setsDAY0,DAY1�3, TR andU �EV .
Distributions of sets are estimated from different samples
and weighted according to the estimated prior probabil-
ity of each set. The following formula corresponds to the
final unigram distribution of the extended LM:

Pr(w) =

8>>>>>>>>>>>>><
>>>>>>>>>>>>>:

c(w)

N
if w 2 V

�1
c(oov)

N

c0(w)P
w0 co(w)

if w 2 DAY0

�2
c(oov)

N

c1�3(w)P
w0 c1�3(w)

if w 2 DAY1�3

�3
c(oov)

N

cTR(w)P
w0 cTR(w)

if w 2 TR

�4
c(oov)

N

1

jU �EV j
otherwise

(1)

Experiments were performed by extending the lexicon by
60K words. The resulting 122K-word LM was evaluated
on the 19 test files and is referred to as LMExtended .
Results in terms of OOV rate and WER are summarized
in Table 2 and detailed in Figures 4- 5, respectively. Ob-
served OOV rate relative reductions range between 30%
and 80% , with an average around 61.8%. The achieved
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Figure 4: OOV rates of the evaluated LMs.

Lexicon Extension OOV% WER%
Baseline +0 1.57 25.03

Extended +60K 0.60 24.49
Closed +800 0.0 23.44

Table 2: Average performance of the evaluated LMs.

WER relative reductions on the 19 files are much smaller,
between 0.8% and 4.0%, with an average of 2.16% (cor-
responding to a 0.54% absolute decrease). As a compari-
son, an experiment (Closed ) was performed by extend-
ing the dictionaryV by exactly the OOV words in the
test set (� 800) and transcribing them automatically. The
achieved WER was 23.44, which corresponds to an aver-
age relative reduction of around 6.3% (1.59% absolute re-
duction). It must be said that the WER reduction achieved
by the lexicon extension is influenced by two factors: the
large number of introduced words (60K), and the used
piece-wise distribution. The weights assigned by the uni-
gram LM to words found inDAY0 is 0.24 and to words in
DAY1�3 is 0.06. The number of included words in both
sets is 4,863, which accounts for an absolute 0.38% OOV
rate reduction. The remaining probability (i.e. 0.7), is di-
vided between theTR set (55K words) and theoov class
in measure of 0.3 and 0.4, respectively. By considering
the performance of theClosed dictionary experiment as
an upper bound of possible WER reduction versus OOV
rate reduction, we think that most of the loss in terms of
WER reduction of the automatic extension method is due
to the words in theTR set: 55K words which account for
a 0.59% OOV rate reduction. Despite the increase in con-
fusability, however, the achieved WER reduction is better
than the 0.38 upper-bound guaranteed by the first two sets
of words.

8. Conclusions

An easy-to-apply method for extending the language
model lexicon of a broadcast news transcription system
has been presented, which permits to significantly reduce
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Figure 5: Word error rates of the evaluated LMs.

the out-of-vocabulary rate of the system. The lexicon is
updated on a daily basis by exploiting contemporary news
text available on the Internet. Each day, an extended lex-
icon is generated by looking for new words occurring in
texts of the same day and three days back; then, other
new words are added from the language model training
corpus. Each time, about 60K news words are added and
phonetically transcribed. From the implementation point
of view, the extension results in a compiled network rep-
resenting an unigram language model that is dynamically
linked to a large trigram broadcast news language model.
Results show that a small but consistent relative reduction
of the WER by 2.16% was achieved on a set of 19 news
shows spanning a period of one month.
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