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Abstract

One of the major goals of current sound-quality
research has been to develop automated, objective
metrics of perceptual attributes. These metrics have
to be validated against subjective measures of the at-
tributes which they claim to capture. To that end,
typically, verbal reports are collected on complex
psychophysical attributes from observers directly.
That procedure, however, involves the risk of ac-
cumulating data of unknown validity, dimensional-
ity, and unit. Rather than getting at the dimensions
of interest directly, it is therefore advocated to ask
but very simple judgments of preference from ob-
servers. Such data may then be used to model the
listener’s decision strategies when comparing audi-
tory events. Once a valid decision model has been
established, psychophysical scale values may be de-
rived. The focus of the presentation will be on two
approaches, the Bradley-Terry-Luce model, and the
representation of paired comparisons by ’preference
trees,’ which will be illustrated with examples from
sound-quality research. It is shown that these ’in-
direct’ approaches offer (a) the advantage of an ex-
plicitly stated theory about the observer’s decision
strategy, with (b) built-in checks of the consistency
of judgments, and (c) statistical tests to validate if
the attempt at scale construction succeeded or failed.
In that way, indirect methods are able to (d) reveal
the dimensional structure behind psychoacoustical
judgments, and (e) provide the possibility to dis-
cover ’new,’ as yet undetected auditory attributes.

1. Introduction

In sound-quality evaluation, the ultimate judge of
quality is always going to be the human listener.
That is true for the evaluation and design of prod-
uct sounds just as well as in evaluating the auditory

quality of a high-fidelity system, or of a mobile com-
munication chain. Developing devices or software
for instrumental measurement of sound quality is no
exception to this rule, since the algorithms in ques-
tion must be validated against subjective judgments
in the first place.

Compared to the methods sound-quality engi-
neers use to manipulate signals, or to extract rele-
vant acoustical parameters, the methods used to col-
lect these crucial subjective data often seem rather
crude, and not scientifically sophisticated. The most
popular approach involves collecting verbal ratings,
by which subjects are asked to judge a predeter-
mined property of a sound, e.g. its tonalness, by
marking one of five to seven categories ranging from
’not tonal at all’ through ’moderaterly tonal’ to ’ex-
tremely tonal.’ Often, only the endpoints of the
rating scale are labelled verbally. When analyz-
ing the data, (arbitrary) numbers are assigned to
the response categories, and ordinal or interval-scale
statistics are computed. Given a ’one-stimulus/one-
judgment’ task, however, it is not even possible to
test whether the judgments actually meet the re-
quirements of an ordinal structure (e.g. transitivity,
see [1]).

An alternative to rating scales are the methods of
magnitude estimation, in which subjects are asked
to directly assign numbers to their sensations. There
is a much larger body of research on these methods
[2], and they may be subjected to internal consis-
tency checks (e.g. with regard to the transitivity of
cross-modality matches) that go beyond determin-
ing reliability. Moreover, this class of procedures
has recently been put on a thorough theoretical foun-
dation [3, 4] by specifying the qualitative precondi-
tions which lead to a valid ratio-scale representation
of the attributes in question. Experimental investiga-
tions related to these theories [5, 6] revealed, how-
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ever, that while subjects apparently operate on (la-
tent) ratio-scales, the number words they use may
not be taken at face value.

Given the unknown, and sometimes unknowable
validity of self-reported sensation magnitude, sev-
eral researchers in the field of sound quality, e.g.
[7, 8], have turned to indirect scaling methods in-
stead. These methods typically require all but very
simple similarity or preference judgments from lis-
teners, and leave the task of scaling the attributes in
question to subsequent modeling or statistical anal-
ysis.

In the following, we will focus on one such ap-
proach which has a particularly well-formulated the-
oretical basis rooted in psychological choice theory.
The judgment collected from participants are called
’preference judgments’ (in a very general sense) to
indicate that one stimulus is being ’prefered over’
another one (e.g. is judged to be more annoy-
ing, high-pitched, natural, or whatever the attribute
in question). Thus, in investigating tonalness (or
’tonality’), for example, listeners would have to de-
cide, for all pairs of sounds from a set, which of
two sounds is more tonal. The cognitive structure
underlying those judgments is then inferred, for a
group of listeners, by fitting a mathematical model,
a so-called ’choice model,’ to the paired-comparison
data. Depending on which decision strategies are
used, different choice models may be adequate in
describing the data.

This ’indirect’ way of constructing sensation-
scales offers the advantages of explicitly formulat-
ing qualitative conditions (so-called axioms) under
which measurement is possible, and of being able to
prove the scale-type of the outcome. Choice mod-
els separate the collection of data, namely all pair-
wise comparisons of the objects under study, from
the assignment of scale values to the objects. They
are, in principle, falsifiable, and, in case the model
holds, lead to a ratio-scale representation of the ob-
jects with respect to the sound-property studied.

Research questions that may be addressed in this
framework include, for example:

� Are the judgments of a certain sound-property
unidimensional?

� Can the sound-property be measured on a
ratio-scale?

� What are the more elementary attributes (psy-
choacoustical or other) that determine it?

The sound properties to be judged can be global, like
’pleasantness,’ in product-sound evaluation, or ’nat-
uralness’ in the area of reproduced sound, or spe-
cific, e.g. when comparing the ’loudness’ or ’tonal-
ness’ of sounds.

In applying choice models, five steps have to be
taken: (1) Collecting paired-comparison data, (2)
performing consistency checks, (3) specifying the
choice model, (4) estimating the model parameters,
and (5) deriving the scale-values for the attribute in
question. After elaborating these steps in turn, we
will give two examples of their application in the
field of sound-quality.

2. Choice models of behaviour

2.1. Paired-comparison data

All pairs of � stimuli from a stimulus set are com-
pared. Thus, every subject has to make ��� �����
judgments. In collecting the data, care should be
taken to eliminate, or control for, possible order ef-
fects which might bias the judgments, like, for ex-
ample, presenting a certain sound always as the first
one in the pair, or playing the sounds in a given pair,
or the pairs proper, in a fixed sequence. In order to
give the model a chance to be rejected, it is impor-
tant to collect a fair amount of data. As a rule of
thumb, there should at least be six times as many
subjects as stimuli to be investigated.

2.2. Consistency of judgments

The quality of the paired-comparison data can be
tested both on the basis of the individual data ma-
trices, and on the pooled data from all participants.

2.2.1. Individual data sets

Kendall [9] proposed a ��-test in order to evaluate if
the number of intransitive judgments in an individ-
ual data set, called circular triads in his notation, is
significantly higher than the number to be expected
by chance alone. Judgments are called intransitive if
sound � is prefered over sound �, and � is prefered
over �, but � is prefered over �. For � � � objects,
the test statistic is ��-distributed:
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with �, the degrees of freedom, � �
� ������������

������
([9] p. 147, Eq. 11.2). The number

of inconsistent triads � in the data set can be com-
puted from the row totals ��, with ��� being 1, if the
object in row � is prefered over the object in column
�, and 0 else ([10], p. 228):

� �
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 � 	�� � �
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�

�

�

��
���

��� (2)

If the probability of the ��-test statistic is higher
than the significance level, the individual data matrix
may be considered consistent. This test is relatively
conservative, in that it will tolerate minor inconsis-
tencies, and respond only if the behavior approaches
random responding (see the applications below).

2.2.2. Pooled data matrix

In the next step, individual data sets which are suf-
ficiently consistent, may be pooled to form a cumu-
lative preference matrix. If different groups of sub-
jects show an opposite decision behaviour, for ex-
ample, the cumulative matrix may become inconsis-
tent, even though the individual matrices are not. In
order to check the consistency of the cumulative ma-
trix, weak stochastic transitivity (WST) may be eval-
uated. If WST is fulfilled, it is possible to establish
a (uni-dimensional) ordering of the stimuli with re-
spect to the sound-property in question. For three
stimuli �, 	 and 
, weak stochastic transitivity is said
to hold if both the probability of prefering � over 	 is
��� � ���, and the probability of prefering 	 over 

is ��� � ���, then the probability of prefering � over

 must also be ��� � ��� [11]. The number of viola-
tions of WST may be compared to the number of in-
stances in which the premise conditions (��� � ���
and ��� � ���) occured in the cumulative matrix at
all. No statistical test is available to specify a cri-
terion according to which WST is considered vio-
lated. The even more restricitive prperties of mod-
erate (MST) and strong (SST) stochastic transitivity
[11] can be evaluated as well, and may be diagnostic
of which choice model has a chance to hold.

2.3. Model specification

In the following, both the BTL-model [12], and one
of its generalizations, the so-called preference tree
model [13], will be characterized.

The two models pertain to different decision
strategies. The BTL-model may be appropriate to
model the data, if it can be reasonably assumed that
all objects under investigation are judged according
to the same criterion or set of criteria, and if, more-
over, in all possible paired-comparisons the impor-
tance of these critera (i.e. their weights) remain con-
stant. In the literature, this property is sometimes
refered to as context independence [14]. It implies
that the context of the judgment, e.g. which other
object a given object is compared to, does not influ-
ence the nature of the decision. Acting on such a
strategy may be very reasonable when, for example,
the objects judged are rather heterogeneous.

If some of the objects studied share certain prop-
erties, on the other hand, it may be of advantage
to disregard the common attributes, and to base de-
cisions only on those properties in which the ob-
jects differ. In that case, the BTL-model will break
down. Less restrictive models, however, like the
preference-trees [13], or a further generalization, the
so-called elimination-by-aspects models [15], may
be applicable. Preference-tree models do account
for situations like the one depicted above, in which
objects fall into different sub-sets. Stimuli that
’branch off’ from a single node show context inde-
pendence, while for stimuli that are connected by
more than one node, more criteria come into play
(see the example in section 2.3.2).

In both the BTL, and the preference-tree model,
all stimuli can be ordered on one, uni-dimensional
ratio-scale with respect to the property under investi-
gation. The BTL-model has previously been applied
in auditory research, e.g. [16, 17], without, however,
reporting rigorous model tests as outlined below.

2.3.1. BTL-model: Model equation

The model equation may be derived from Luce’s
[12] choice axiom, and relates preference probabili-
ties to the scale values to be inferred:

��� �
�	�


�	�
 � �		

� (3)

�	�
 and �		
 are the scale values for sounds �
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and �, and ��� denotes the probability that sound � is
’prefered over’, i.e., is judged to sound louder, more
tonal, more unpleasant etc., than sound �.

2.3.2. Preference-tree model: Model equation

In the preference-tree model, preference probabili-
ties ��� are related to the properties/attributes of the
sound ��, �� which influence the decision. The set-
difference ��� �� denotes the set of properties sound
� does not share with sound �.

��� �
���� � ���

���� � ��� � ���� � ���
� (4)

A simple preference-tree graph, depicted in Fig-
ure 1, may serve as an illustration: Given are three
objects �, �, and �, with relevant attributes �� �
��� Æ�, �� � ��� Æ�, and �� � �	�, respectively.
The preference probability ��� may then be written
as follows:

��� �
����� Æ� � ��� Æ��

����� Æ� � ��� Æ�� � ����� Æ� � ��� Æ��

�
������

������ � ������
(5)

Figure 1: Schematic depictions of a preference-tree
and a BTL-structure.
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The supposed structure of the preference tree
must be specified before the parameters can be es-
timated. Note that in comparing � and �, only the
properties � and � play a role, while when compar-
ing � and �, �, Æ, and 	 are relevant.

2.4. Parameter estimation and model fit

The parameter values 
���, 
��� etc. and ���� �

��� etc., for the BTL-model and the preference-tree
model, respectively, are found by maximizing the
likelihood of the data, �, given the model:

��� � ������� �
�

��	

�

��

�	 � ��� ��	�

�
�� � (6)

with  the number of comparisons for each stim-
ulus pair (which is usually the number of experimen-
tal subjects), and �	 the number of observations in
which the stimulus in row � was preferred over the
stimulus in column �. The preference probabilities
��	 are estimated based on the model equations (3)
and (4), respectively.

In the BTL-model, the number of (independent)
parameters to be estimated is one less than the num-
ber of stimuli, � � �. The preference-tree model
requires as many additional parameters, as there are
branches, �, signifying sound attributes shared by
some of the stimuli. To evaluate whether a given
choice model represents the data adequately, the
likelihood of the choice model ��� � �������� is
compared to the likelihood of the best possible fit
to the data, the so-called unrestricted, or statistical,
model ��� � �����.

The unrestricted model assumes independent bi-
nomial distributions to generate the entries in each
cell of the cumulative data matrix. Thus, the num-
ber of parameters in this model equals the number of
paired comparisons to be made with a given stimu-
lus set, not taking the order in which stimuli are pre-
sented in a pair into account: �

� �� ������ . Indeed,
the parameters of the statistical model are estimated
simply from the frequencies ��	 in the cells of the
cumulative preference matrix.

A likelihood-ratio test is performed in order
to determine whether the restricted (choice) model
does not predict the data significantly worse than the
statistical model. The test statistic

�� � �� � �
��� � ��������

��� � �����
� (7)

is ��-distributed with � ������
� � �� � � � ��

degrees of freedom. If the probability of the ��-
statistics is higher than the pre-specified significance
level, then the choice model is considered to be a
valid description of the data. In order to safeguard
the statistical decision against the risk of erroneously
accepting the choice model (a statistical Type II er-
ror), the significance level is typically set to � � ���.

While the parameters for the BTL-model may
be estimated by means of a logistic regression, as is
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included in most statistical packages, a ready-made
estimation routine for the BTL-, the preference-tree,
and a third, yet more general model (elimination by
aspects) has been made available recently [18].

2.5. Assignment of scale values

In the BTL-model, the scale values of the objects,
e.g. the unpleasantness of the sounds presented
to a group of listeners, equal the parameter esti-
mates. Using the graphical representation format in-
troduced in Figure 1, the BTL-model may be illus-
trated by a star structure (see right panel of Figure
1), with the line length from the center point, or root,
where all lines meet, to a given sound, signifying its
unpleasantness value.

In the schematic preference-tree graph (Figure
1, left panel), the total length of the lines connect-
ing the root with a given sound, denotes its scale
value, as before. Thus, the unpleasantness value of
� is given by the sum of the lengths of lines Æ and
�. Apart from the root, a second node is given, from
which sounds � and � ’branch off,’ thereby indicat-
ing that those sounds share an attribute relevant to
the sound-property in question. The probability ���
of judging � to be more unpleasant than �, is de-
termined by the respective distances to the nearest
node: �����	���
������	��� � �����	���� .

3. Paradigmatic applications

3.1. Unpleasantness of environmental sounds

Ellermeier, Mader and Daniel [8] investigated the
unpleasantness of ten, monophonically recorded,
environmental sounds, emitted by natural, traffic and
industrial sources. The sounds were 6s long, and
were diotically presented to the subjects over head-
phones, at their ’natural’ sound pressure level. Each
of sixty subjects indicated for all possible pairs,
which of the two stimuli sounded more unpleasant.

All individual data matrices were consistent ac-
cording to the Kendall test (eq. 1; � � ����), and
the cumulative data matrix showed only 2 out of
129 possible violations of weak stochastic transitiv-
ity. The data were therefore considered sufficiently
consistent to fit a choice model.

It turned out that the BTL-model was very well
suited to describe the structure of the data. The
likelihood-ratio test (eq. 7) yielded: ����� �

���	
� � � ���	�. The ’unpleasantness’ values of
the ten sounds are given in Table 1. As the BTL
model leads to a ratio-scale, one scale value (the
unit) may be chosen arbitrarily. In this case, the un-
pleasantness of a ’truck passing by’ was assigned a
value of ten. In the stimulus set, the scale values
ranged from 1.53 to 176.82, thus exceeding a factor
of 100.

Table 1: BTL-scale values of unpleasantness.

Sound BTL-scale value
boat 1.53
water 3.16
vent 6.44
truck 10
mower 10.67
mixer 20.36
crash 35.70
train 38.62
brake 42.68
jackhammer 176.82

Note. Unpleasantness scale-values of ten environmental
sounds as investigated in [8]. The ’truck’sound was as-
signed a value of 10.

From the good fit of the BTL-model, it may
be concluded that context independence holds, i.e.,
that the subjects compared the unpleasantness of
the sounds according to the same criteria in the en-
tire stimulus set. It was therefore possible to relate
the unpleasantness-values to a linear combination of
psychoacoustic predictors. The authors found that
roughness and sharpness, in particular, explained the
variance in unpleasantness judgments to a large de-
gree [8].

3.2. Sound source and unpleasantness

In a more recent study, Zimmer, Schmid and Eller-
meier [19] hypothesized that the type of sound
source (natural vs. technical) might be a relevant cri-
terion in judging the unpleasantness of environmen-
tal sounds. Thus, twelve, binaurally recorded, sound
samples of 4s-duration, selected from [20] for their
variance in psychoacoustic parameters, were inves-
tigated. Half of the sounds were of technical, half
of natural origin. 74 subjects were presented with
all sound pairs over headphones, and were asked to
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Figure 2: Schematic representation of the
preference-tree found by [19].
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judge which of the two stimuli sounded more un-
pleasant.

Again, none of the individual data matrices was
found to violate the consistency criterion of the
Kendall test (eq. 1; � � ����). Moreover, the cumu-
lative matrix did not show any (out of 220 possible)
violations of weak stochastic transitivity. As was ex-
pected on the basis of the ’sub-grouping’ hypothesis,
the BTL-model failed: ������ � �����, � � ����.
The type of sound source (technical vs. natural) was,
however, not a relevant criterion in judging unpleas-
antness. A preference tree with two branches for the
natural, and technical sounds, respectively, had to be
rejected, as well.

It turned out, that the break-down of the BTL-
model was primarily caused by the judgments of
the sound of a wasp recorded close to the listener’s
left ear: When a preference-tree structure with two
branches was tested, one for the wasp sound, and
one for all other sounds, the result was much more
satisfactory. An even better result was obtained by
assuming the ’non-wasp’ branch to branch out once
more, separating softer and louder sounds in the
stimulus set: ����	� � �
�

, � � ��	�. That rep-
resentation is schematically (not veridically, as line
lengths are concerned) depicted in Figure 2. Since
a preference-tree representation was found, the un-
pleasantness of the twelve sounds can be scaled on a
uni-dimensional ratio-scale, their scale values being
reported in Table 2. The unpleasantness of the ’fan-
noise’ was assigned a value of ten. Again, scale val-
ues span a considerable range from 4.52 to 143.91,
thus varying by a factor of more than 30.

Table 2: Preference-tree representation: Scale-
values of unpleasantness.

Sound Preference-tree
scale value

tyre on gravel 4.52
hooves 4.72
howling wind 5.18
stone in well 6.53
waterfall 8.28
typewriter 9.34
fan 10
stadium 10.78
ship’s horn 12.43
dentist’s drill 40.62
wasp 52.1
circular saw 143.91

Note. Ratio-scale values of the unpleasantness of twelve
environmental sounds, ordered by magnitude [19]. The
’fan’ sound was assigned a value of 10.

The BTL-model can be regarded as a preference
tree without any branches, i.e. it is nested into the
preference-tree model. Therefore, the models can be
directly compared statistically by a likelihood-ratio
test. The test statistic

�� � �� � ��
��� � �����

��� � �����������
(8)

is ��-distributed with � (the number of
branches) determining the degrees of freedom.
Here, ����� � �����, � 	 ������, showing that the
preference-tree model fares better by far in describ-
ing the data structure than does the BTL-model.

The interpretation of the branches, i.e. the iden-
tification of the sound attributes relevant in deter-
mining the tree structure, must be subject to further
investigation. Usually, an attempt is made to relate
(psycho-)acoustical indices to the experimental re-
sults. In the present investigation, analyses of these
indices are under way, and will be presented at the
conference. There is a strong indication, however,
that the unpleasantness of the wasp sound was not
determined by (psycho-)acoustical parameters, but
rather by its ’intrusiveness,’ a higher-level, cogni-
tive, evaluation with respect to unpleasantness that
is not likely to be accounted for by the sound prop-
erties alone.
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4. Conclusion

The research examples given may serve to demon-
strate the advantages of the choice-model approach
advocated here: (1) In contrast to direct scaling ap-
proaches, choice models are falsifiable, and do not
generate an outcome by default. (2) In case the
model holds, it yields a valid ratio-type representa-
tion of the attribute studied. (3) The scale values
estimated from these models tend to be less com-
pressive than e.g. mean ratings on a 5-point cate-
gory scale. (4) Finally, and most importantly, these
models are suited to reveal the structure in the data.
In this respect, the two examples chosen warrant
very different conclusions: In the first example [8],
the validity of the BTL model suggests auditory un-
pleasantness to be unidimensional, with the same
sound attributes, and identical weights, entering into
each decision. This is the situation in which psy-
choacoustical combination metrics, as typically pro-
posed in order to predict overall sound quality, may
be uniformly applied. In the second example [19],
the preference-tree analysis serves to detect an out-
lier, a stimulus that is being judged by entirely differ-
ent criteria than all other sounds. Both types of out-
comes, (a) obtaining a unidimensional ratio-scale of
established validity, and (b) revealing a more com-
plex structure of changing criteria, could not have
been achieved using the more traditional direct scal-
ing approach.
The goals of the present study converge with re-
cent attempts by other investigators [7, 21] to de-
rive tractable subjective representations from the
most simple preference or similarity ratings conceiv-
able, gaining sophistication from subsequent mod-
eling and statistical analysis, rather than expecting
it to be already present in the subjects’ semantic or
numerical judgments. A particularly advanced alter-
native approach is multidimensional scaling (MDS),
by which latent orthogonal dimensions are extracted
that are suited to predict similarity ratings, for ex-
ample. The present choice model approach is com-
plementary to these techniques, in that it attempts to
model the cognitive processes that are actually in-
volved, rather than making the best statistical pre-
diction. It is therefore of interest to investigate the
relationship between these two approaches in some
detail in the near future.
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