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Abstract 

Two experiments are reported that extend previous 

investigations of the influence of the lexicon on visual spoken 

word recognition. Experiment 1 investigated individual 

differences in segment level perception.  Behavioral 

identification of consonants and vowels presented in either 

consonant-vowel or consonant-vowel-consonant nonsense 

syllables were collected from participant groups chosen to 

differ in their sentential speechreading ability (6 – more 

accurate versus 6 – less accurate).   The results demonstrate 

that the two groups differed in vowel identification accuracy, 

but not in consonant identification accuracy. The groups also 

differed in the patterning of confusions between both 

consonant and vowel segments. This resulted in different 

degrees of modeled uniqueness and expected lexical 

equivalence class sizes between the two groups. Experiment 2 

extended the lexical modeling approach [1] to sentence length 

stimuli. A set of sentences was developed that comprised key 

words predicted to be easy, moderate, or difficult to 

recognize. 123 (41- easy, 41-moderate, 41-difficult) spoken 

sentences were presented visual-alone to 40 participants for 

open set identification. 301 keywords spoken in isolation 

were presented visual-alone to 23 participants for open set 

identification. Identification accuracy varied as a function of 

predicted difficulty for both words spoken in isolation and 

within sentence context. The effect of predicted difficulty on 

identification accuracy interacted with presentation context 

(sentence versus isolation).  These results suggest that the 

advantage enjoyed by words predicted to be easy to recognize 

in isolation is reduced when those words are spoken in 

sentential contexts.  

1. Introduction 

The ability to accurately perceive spoken sentences on the 

basis of optical signals alone (speechreading) is known to be 

widely distributed across individuals with normal hearing [2]. 

However, the sources of these individual differences are not 

currently known. One source of difficulty for all 

speechreaders is the phonetic impoverishment of the optical 

speech signal. Previous computational research provided 

evidence that lexical constraints can help to reduce the 

problem of phonetic impoverishment in visual spoken word 

recognition [1].  Furthermore, the results of this 

computational research demonstrated that relatively small 

differences in the perceptually available segmental 

distinctiveness resulted in large differences in available 

lexical constraint.. Here, two experiments are reported that 

address two limitations of the previous work. Experiment 1 

investigated individual differences in segment level 

perception and the implications of those differences for 

models of lexical uniqueness. Experiment 2 investigated 

whether predictions derived from the computational modeling 

hold for words presented in sentential contexts.   

2. Experiment 1 

It has been hypothesized that differential ability in visual-

alone segment identification is related to individual 

differences in speechreading ability at higher linguistic levels.  

Previously, [1] investigated this hypothesis by statistically 

simulating differences in segmental identification accuracy 

and computationally modeling the effects on the uniqueness 

of words in the lexicon.  In these analyses, consonant and 

vowel intelligibility was systematically increased or decreased 

in lockstep. Thus, a better speechreader was modeled as 

having equivalent increases in consonant and vowel 

segmental identification accuracy with respect to an average 

speechreader. Experiment 1 extends the work of [1] by 

collecting nonsense syllable identification data for both 

consonants and vowels from individuals who are known to 

differ in their ability to speechread sentences. Lexical 

modeling was then used to investigate the impact of these 

natural variations in segmental identification accuracy on the 

uniqueness of words in the mental lexicon. 

2.1. Method 

2.1.1. Participants 

Twelve participants with normal hearing were recruited from 

the University of Kansas campus community. Five were 

female. All participants reported English as a native language, 

had vision 20/30 or better in each eye, as determined by a 

standard Snellen chart and were paid for their participation. 

The group mean age was 24.48 years (range: 18.58-38.17).  

Participant performance on a speechreading screening test (30 

sentences) was used to select participant groups that differed 

in speechreading ability. Six individuals with above median 

performance (Mean: 36.8% words correct) and six individuals 

with below median performance (Mean: 7.3% words correct) 

participated in the nonsense syllable identification study.  The 

median score was based on the performance of 100 

participants with similar participant characteristics. 

2.1.2. Stimuli 

Consonants: two tokens each of the 22 consonants or 
consonant clusters /b p m f v ∆ Τ tΣ dΖ Σ w r d h g k l n s z t j 
/ in three contexts, C-/a/, C-/i /, C-/u /, and C-/↔/. 

Vowels: two tokens each of the vowels /i Ι Ε Θ α �  ℘ Υ u/, r-
colored vowels / ∈∏ Ιr Υr αr er/, and diphthongs /eΙ oΥ αΥ 
aΙ � Ι/, in the context, /h/-V-/d/. 
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A female adult, native speaker of English, served as the talker 

for the studies. She was professionally videotaped in color 

against a neutral background with her head filling the screen. 

The video stimuli were digitized in uncompressed format, 

mpeg compressed, and stored on playable DVDs for 

presentation. 

2.1.3. Procedure 

Participants were tested individually in a quiet room. Over 4 

testing sessions, participants were presented with 12 

repetitions of each consonant token and 10 repetitions of each 

vowel token. Participants watched the stimuli on a 14-inch 

color video monitor. Stimulus presentation and response 

collection was under computer control using custom software. 

A simulated keyboard with 22 consonants or 19 vowels and 

corresponding sample words was displayed on the monitor. 

Participants responded by selecting a consonant or vowel 

using the computer mouse. Presentations were blocked by 

stimulus type (consonant or vowel). No feedback was 

provided. For each study, a list of the labels and a sample 

word featuring the corresponding phoneme was in full view 

during testing.  

2.2. Results 

2.2.1. Behavioral tests 

Overall accuracy of consonant identification did not differ 

between the two participant groups (less accurate: 35.7 

percent correct; more accurate 39.4 percent correct) [t(10) = 

1.125, p > .05]. However, inspection of the patterns within 

the stimulus-response confusion matrices suggested subtle 

differences in the patterning of responses. Specifically, the 

off-diagonal (confusion) responses were somewhat more 

variable for the less accurate speechreaders. This difference is 

reflected in the differences between the set of consonant 

phonemic equivalence classes used for each participant group 

(see Table 1). 

Overall accuracy of vowel identification differed between the 

two participant groups (less accurate: 44.1 percent correct; 

more accurate 55.8 percent correct) [t(10) = 3.839, p < .05]. 

As with the consonants, inspection of the patterns within the 

stimulus-response confusion matrices suggested clear 

differences in the patterning of responses. The off-diagonal 

(confusion) responses were clearly more variable for the less 

accurate speechreading group. This difference is reflected in 

the smaller set of vowel phonemic equivalence classes for the 

less accurate participant group (see Table 1).  

2.2.2. Computational modeling 

To investigate the implications of these between-group 

differences in segmental identification for lexical uniqueness, 

computational lexical modeling techniques [1, 3, 4] were 

applied as follows: First, a phonemically transcribed machine-

readable lexical database was selected to serve as a 

representative sample of the words in the language. Second, 

transcription rules were defined in the form of symbol 

substitutions for all phonemes in phonemic equivalence 

classes. A phonemic equivalence class comprised the set of 

phonemes modeled as mutually confused using the behavioral 

data from Experiment 1. Third, the lexical database was then 

transcribed by applying the transcription rules. Lexical 

equivalence classes (LECs) were formed by collapsing across 

identically transcribed words. Finally, metrics were computed 

to compare the distribution of patterns in the newly 

transcribed lexicon against the distribution of patterns in the 

original lexicon.   

 Phonemic Equivalence Classes 

Less accurate {i,�,�,�,e�,�, �, �, �r, a�, er, �r} 

{�, �,�r, u, ��	
⌫, o} {��} 

{�,,�} {�,�,�} {�,�,�} {�,��,�,��} {� } 

{�,�,�,�,�,�,�,�, , !} 

More accurate 

 

{i,�} {�,�,e�} {�, �, �,�r, a�} {
⌫, �r} 

{�, �,�r, u, ��} {er}  {o} {��} 

{�,,�} {�,�} {�,�} {�,��,�,��} {� , !} 

{�,�,�,�,�,�,�,�, } {�} {�} 

 

 Table 1. Phonemic equivalence classes for vowels and 

consonants as a function of participant group used for 

generating transcription rules in the lexical modeling. 

The method described above was applied to the PhLex 

database [5], which comprises the 20,000 most frequent 

words in [6] and the 12,118 words in [7]. PhLex’s entries 

have transcriptions with stress and syllabification markers and 

estimates of frequency of usage. When word frequency 

information was not available for an entry, frequency was set 

to 1. All frequencies were log-transformed (base 10). 

Sets of transcription rules were developed using the stimulus-

response confusion matrices obtained above. Separate Phi-

square analyses were performed to generate estimates of 

similarity from the count data in each matrix. These estimates 

were then submitted to separate hierarchical cluster analyses 

using the average linkage between groups method. The 

agglomeration schedule generated by the cluster analysis was 

then used to combine segments into phonemic equivalence 

classes until all phonemic equivalence classes in a particular 

matrix included 75 percent or more within-cluster responses 

corresponding to the typical viseme level of confusability. 

The two sets of transcription rules (Table 1) were applied to 

the PhLex Database. For set 1, transcription rules were based 

on consonant and vowel identifications made by the more 

accurate speechreaders.  For set 2, transcription rules were 

based on consonant and vowel identifications made by the 

less accurate speechreaders. Two words were considered 

equivalent only when their phonemic, stress, and 

syllabification patterns were identical (e.g., the noun 

“convert” and the verb “convert” were not considered 

equivalent), thus assuming accurate perception of lexical 

stress and syllabification. 

Two metrics were computed to quantitatively analyze the 

distributions of patterns in the transcribed lexicon [1, 4]. 

Frequency-weighted percent words unique was computed as 

the sum of the frequencies of occurrence for unique words in 

the transcribed lexicon divided by the sum of frequencies of 

occurrence of words in the original lexicon. This metric 

estimated the extent to which unique words are encountered 

in everyday language. 

Frequency-weighted expected class size was computed as  
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where nE  is the total number of lexical equivalence classes, 

Ia  is the number of words in equivalence class a, Fa  is the 

sum of frequencies of occurrence of words in equivalence 

class a, and FL  is the sum of the frequencies of occurrence of 

words in the lexicon. The frequency-weighted metric 

estimated the average size of the equivalence classes 

encountered in everyday language.  

The frequency weighted percent words unique differed for the 

two participant groups (25 percent words unique for the less 

accurate group and 32 percent words unique for the more 

accurate group). This difference suggests that more accurate 

speechreaders benefit from a modest gain in lexical 

uniqueness due to their increased ability to identify segments 

combined with lexical constraints.  Frequency weighted 

expected class size also differed for the two participant groups 

(ECS = 49 for the less accurate group and ECS = 25 for the 

more accurate group). This difference suggests that more 

accurate speechreaders benefit from a dramatic reduction in 

the number of perceptually similar lexical candidates 

competing for recognition due to their increased ability to 

identify segments combined with lexical constraints.  

2.3. Discussion 

Minimal differences were observed between more and less 

accurate speechreaders in both overall consonant 

identification accuracy and consonant similarity.  In contrast, 

large differences were observed in vowel accuracy. These 

results suggest vowel identification may hold part of the key 

to understanding individual differences in speechreading and 

developing protocols to train speechreading ability. 

The lexical modeling based on estimates of segmental 

distinctiveness from more and less accurate speechreaders 

suggests that the advantage for more accurate speechreaders is 

less a result of uniqueness than a result of reduced 

equivalence class size. One implication of this result is that at 

any given point in time, more accurate perceivers  are 

predicted to be considering fewer lexical alternatives when 

speechreading. This reduction in the number of lexical entries 

competing for recognition will increase the likelihood of 

correctly identifying the input.  In addition, the reduction in 

the lexical competitor set would likely have implications for 

the amount of effort, or mental workload, exerted by the 

speechreader.  This reduction in workload would increase in 

importance as the length of perceptual input moved from 

isolated words to sentences. 

3. Experiment 2 

Previously, the prediction that identification accuracy for 

speechread words is a function of the number of perceptually 

similar lexical entries has been verified for words presented in 

isolation [8, 9]. Thus, loss of segmental intelligibility can, in 

part, be countered by the presence of lexical constraints. Here 

we test the extension of this prediction to the recognition of 

words in sentential context. Word recognition in sentences 

provides a particularly interesting test of the lexical modeling 

predictions. First, the model of segmental intelligibility 

(similarity) based on nonsense syllable identification may not 

adequately capture the perceptual similarity of segments 

uttered within sentence length stimuli. Second, the current 

modeling approach depends on the assumption that the 

perceiver knows when words begin and end for defining the 

lexical competitor set. Studies of automatic speech 

recognition have provided evidence that the benefits obtained 

from lexical constraints may not transfer to the sentential 

length stimuli when word segmentation is difficult [10].    

3.1. Methods 

3.1.1. Participants 

Twenty-three self-reported normal hearing participants (6 

male) were recruited from the University of Kansas for the 

words in isolation identification task.  The group’s mean age 

was 22.71 years (range:  19.72-30.26). The participants were 

screened for speechreading ability using the same screening 

test from Experiment 1 (mean = 14.6 percent words correct, 

range: 1- 40 percent words correct).  

Forty self-reported normal hearing participants (10 male) 

were recruited from the University of Kansas for the words in 

sentence identification task.  The group’s mean age was 22.39 

years (range:  18.75-38.58). The participants were screened 

for speechreading ability using the same screening test from 

Experiment 1 (mean = 16.16 percent words correct, range: 1- 

39 percent words correct).  

Thirteen of the participants participated in both studies. All 

participants passed a vision screening. 

3.1.2. Materials 

The stimuli were monosyllabic and disyllabic words chosen 

from the 35,000-word PhLex [10] and sentence stimuli 

formed from this set of words. The words and sentences were 

spoken by a female talker (different from the talker used to 

generate the model of segmental similarity) and recorded 

under conditions similar to those detailed in Experiment 1. 

The stimuli contrasted on the number of words in their lexical 

equivalence class (unique, medium, and large LEC sizes). 

Lexical confusability was estimated using the computational 

method detailed above (see [9] for details of the modeling for 

these words).  Three sets of forty-one sentences that had 

between 2 and 4 keywords each were generated. Separate sets 

of sentences were generated for keywords predicted to be 

from unique, medium, or large LEC sizes. Thus, a total of 123 

sentences were generated.  Productions of these sentences by 

a female talker were digitally video recorded under well lit 

conditions with the talker’s face filling the image. The 123 

sentences contained a total of 301 keywords that were also 

recorded produced in isolation during the same recording 

session. The stimuli were edited, MPEG compressed, and 

transferred to DVD for presentation to participants.  

3.1.3. Procedure 

All participants were tested individually in a quiet room. They 

were seated in front of a computer monitor and were given 

verbal instructions. For the words in isolation task, the 301 

video recorded words, presented one at a time in 

pseudorandom order. Participants were asked to identify each 

word in an open-set format by typing it in on a computer 

keyboard. They were told that all of the stimuli were words 

and were therefore encouraged to provide a word response, 



but they were allowed to enter a non-word response, if they 

could not perceive a word that corresponded to the input.  

For the sentence task, the 123 video recorded sentences, 

presented one at a time in pseudorandom order. Participants 

were asked to type in what they thought was said on a 

computer keyboard. They were told that all of the stimuli 

were real English sentences and were encouraged to give their 

best guess at any part of the sentence they thought they 

understood.  

All responses were screened and corrected for misspelling or 

obvious typographical errors. In both tasks, word responses 

were then coded as “correct” or “incorrect.” Incorrect 

responses included any departure from the target word such as 

another word, a nonsense word, or no response. The 

percentage of correct responses was calculated for each word 

presented in isolation or in sentence context.  

3.2. Results 

Identification accuracy for the words in isolation was 

significantly correlated with identification accuracy within the 

sentence context (r = .51).  

 Unique Medium Large 

Isolation 34 34 12 

Sentence 20 24 10 

Table 2. Percent correct word identification for words 

presented in isolation and sentence context as 

function of predicted lexical equivalence class size. 

In both contexts, words that were predicted to be in large LEC 

sizes were recognized less accurately than words in Medium 

or Unique LECs [F(2,295) = 29.93, p < .05](see Table 2).  In 

addition, isolated words were more accurately identified than 

words in sentence length contexts [F(1,295) = 33.06, p < .05]. 

3.3. Discussion 

The results of Experiment 2 are consistent with the prediction 

that identification accuracy for speechread words is a function 

of the number of perceptually similar lexical entries. This 

prediction holds for isolated words and words in sentential 

context. However, the benefit for words with small LEC sizes 

is reduced in magnitude in the sentence context. This 

reduction may be a result of reduced or altered segmental 

intelligibility due to co-articulatory effects in sentence length 

stimuli leading to inaccuracies in the model of segmental 

intelligibility used in stimulus development. Alternatively, the 

perceiver in the sentence task has to successfully find the 

word boundaries in sentence length stimuli in order to derive 

the full benefit of the lexical constraints predicted by the 

lexical modeling [10]. Finally the isolated word identification 

results are not completely consistent with previous 

demonstrations of differences for words in Unique, Medium, 

and large LECs [9]. However, this may be a result of the use 

of different talkers for the development of the segment 

intelligibility model and production of words and sentences.  

4. Conclusions 

The results of Experiment 1 are consistent with the 

conclusion that individual differences in the ability to 

speechread sentences is related to significant differences in 

the ability to identify vowels. These results place greater 

weight on vowel identification relative to consonant 

identification. Furthermore, the computational modeling 

results predict that better speechreaders have significantly 

reduced lexical equivalence class sizes. The results of 

Experiment 2 demonstrate that predicted lexical equivalence 

class size of individual words is predictive of both ease of 

recognition in isolation and in sentence context. The present 

set of results are consistent with the conclusion that 

speechreading of words occurs via process that combines 

stimulus driven activation of multiple word candidates and 

lexical competition among the active candidates to arrive at 

the recognition of a candidate word.   
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