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Abstract: 
In this paper we examined the use of context to 
“restore” a degraded auditory signal using the 
standard Auditory-Only (AO) phoneme restoration 
paradigm and an Auditory-Visual (AV) version. The 
experiment was a modified replication of Trout and 
Poser [1] who used the Samuel [2] discrimination 
paradigm in which white noise was either 
superimposed (added) on a phoneme in a word or 
replaced it entirely. One modification was the use of 
a 2IFC task in which both the added and replaced 
versions were presented. Another modification was 
that we used single words rather than sentences. The 
key issue was whether visual speech would augment 
or decrement the phoneme restoration effect. Trout 
and Poser used a signal detection analysis and found 
that visual speech reduced the bias to report a 
stimulus as intact (added). We found that visual 
speech increased the phoneme restoration effect. 

1. Introduction  

1.1. Phoneme Restoration  
Speech communication often occurs in noisy 
contexts but surprisingly speech understanding 
remarkably robust. What is fascinating is that even 
when a noise (such as a cough, tone or white noise) 
completely replaces a phoneme of a spoken word, 
often the listener is unaware that a phoneme is 
missing. That is, the missing phoneme is 
perceptually restored such that despite its absence, it 
is still perceived to be present in the utterance. This 
is known as the phoneme restoration effect (PRE), 
see Warren [3]. 

In Warren’s experiment, participants were presented 
with a sentence (e.g., “The state governors met with 
their respective legislatures convening in the capital 
city”) in which a phoneme (e.g., the first /s/ in the 
word “legislatures”) had been completely replaced 
by the sound of a cough. Participants heard the 
sentence and were asked to indicate whether there 
was a missing sound, and if so, which sound was 
missing. Nineteen of the 20 participants reported 
that the utterance sounded intact (one participant 
reported there was a missing sound but did not 
identify it as the /s/). 
Warren’s results show that when speech is replaced 
by an extraneous noise people are reluctant to report 
it as missing (preferring instead to report that the 
noise occurred in the background with the speech 
intact). However, it might be that this is because the 
latter is the most common situation. Samuel [2] 
refined the phoneme restoration paradigm so as to 
be able to conduct a signal detection analysis [4]. 

This was done to attempt to sort out if the PRE was 
due to a change in perceptual sensitivity or bias. 
Samuel [2] constructed a set of items, for half of 
which the noise was superimposed onto the critical 
phoneme (added) and for the other half it replaced 
the phoneme (replaced). Participants were asked to 
discriminate if the noise was added to or replaced 
the critical phoneme. In this discrimination 
paradigm, participants’ responses can be partitioned 
into four categories, yielding measures of hits 
(correct identifications of ‘added’ as ‘added’), 
correct rejections (‘replaced’ items identified as 
‘replaced), false alarms (‘replaced’ items reported as 
‘added’) and misses (‘added’ items reported as 
‘replaced’). This allow for the calculation of 
discriminability (d′) and bias (β) to be obtained (d′ is 
considered an index of perceptual sensitivity, 
whereas (β) is presumed to reflect bias from higher-
level sources of information). On this view, 
perceptual-based restoration is indicated by low 
discriminability (low d’ scores) between stimuli that 
are truly intact (noise added) and those that are not 
(noise replaced). 

1.2. Visual Speech 
The recovery of disrupted auditory speech can also 
be assisted by seeing the talker’s speech related face 
and head movements (visual speech, see [5]). Visual 
speech, such as movements of lips, jaw, head, etc, 
provides information about what has been spoken. 
For example, the shapes of mouth and lip 
movements constrain what the disrupted auditory 
speech might sound like. The roles that auditory and 
visual speech context might play in recovering 
speech interrupted by noise have each been 
separately examined and reported in the literature. 
However, to our knowledge there has only been one 
study on both (Trout & Poser [1]). 

What might be the expected effect of visual speech 
on the PRE? Warren [6] made a general comment 
about the effect of context on the PRE. He 
suggested that if the context provides evidence for a 
sound being present at a certain time, and if the 
appropriate mechanisms are stimulated by an 
extraneous louder sound then the anticipated sound 
may be heard as present. This implies that visual 
speech might be expected to enhance the PRE.  
 
In general, evidence that the provision visual speech 
might ‘restore’ speech comes from a number of 
studies. On the one hand, there are classic studies 
that show that visual speech assists in the 
identification of speech degraded by noise [5]. Here 
visual speech might act to amplify the degraded 
signal. On the other hand, there are studies showing 
that visual speech can induce an illusion of speech 
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being present even when it is not. For example, in a 
noise detection task, Frost, Repp and Katz [7] found 
that there was a response bias to wrongly report the 
presence of a speech signal in amplitude modulated 
noise when this was accompanied by a printed word 
(whose spoken form matched the amplitude 
envelope). It was suggested that this bias was “a 
kind of ‘word restoration’ illusion” (p 748). In a 
follow up experiment, Repp and colleagues [8] used 
the same speech detection task but with 
accompanying visual speech instead of print. They 
also found that “like matching print information, 
matching articulatory information, too seems to 
create an illusion of hearing speech in amplitude 
modulated noise” (p 10).  

Kim and Davis [9] have also informally reported 
that the presentation of visual speech inclines 
participants to a perception that speech occurred in 
noise only stimuli (note that the white noise used 
was not amplitude-modulated). Fagel [10] 
specifically investigated this illusion in a speech 
detection task in which participants heard speech 
with noise added or noise only trials either while 
seeing the talker (AV) or not (AO). In the AV 
condition it was found that the vast majority of 
participants reported speech to be present in the 
noise only trials whereas only few did so in the AO 
condition. Such reports that visual speech generates 
an illusion of auditory speech in noise only trials 
suggest that visual speech will most likely enhance 
the PRE. 

1.3.  Phoneme Restoration and Visual 
Speech 
The study by Trout and Poser [1] was the first to 
examine both auditory and visual influences on 
phonemic restoration. Trout and Poser used the 
discrimination paradigm [4] in which stimuli 
consisted of white noise either ‘added’ on top of a 
phoneme within a sentence, or completely 
‘replaced’ by it. In addition to investigating the 
effect of visual speech on the PRE, three acoustic 
variables were examined. The first was the 
periodicity of the replaced phoneme (‘periodic’ 
voiced stops, such as /b/, /d/ and /g/ versus 
‘aperiodic’ voiceless stops such as /p/, /t/, and /k/). 
It was hypothesized that the shared property of 
aperiodicity between the white noise and voiceless 
stops would provide bottom up support for the top-
down information provided by context. The second 
was the place of articulation of the stop consonants 
(bilabial such as /b/ & /p/, alveolar such as /d/ & /t/ 
and velar such as /g/ & /k/). The third was the 
degree to which the contexts provided phonotactic 
constraints (e.g., only the labial /m/ can be used 
before the bilabials /b/ and /p/).  

Trout and Poser found that voiced ‘added’ and 
‘replaced’ phonemes were easier to discriminate 
(higher d’) than the unvoiced ones and the presence 
or absence of alveolars was easier to discriminate 
than other features (possibly due to alveolars having 
higher peak amplitudes and higher frequencies). The 
results supported the view that bottom-up factors 
play a role in the PRE [see 4]. On the other hand, 
Trout and Poser found no effect on d′ values as a 

function of whether visual speech was present or not 
(or whether the phoneme environment was 
phonotactically constrained or not). However, visual 
speech did appear to reduce the bias to report an 
item as intact (added). 

Some caution needs to be exercised in interpreting 
the null finding for the effects of visual speech on d’ 
as issues have been raised over the use of a signal 
detection analysis as a guide to complex information 
processing. That is, signal detection theory was 
developed as a means to investigate factors that 
affect how decisions are made in conditions of 
ambiguity and uncertainty and not as a means for 
identifying stages of information processing. 
Indeed, Norris [11] points out that use of d′ as a 
measure of early perceptual influences and β as a 
measure of the post-perceptual decision stage can be 
quite misleading. 

1.4. An alternative method for measuring 
the PRE 
In the Trout and Poser study participants were 
presented with a single-interval forced choice task 
in which they had to discriminate whether a 
stimulus contained a segment that was ‘added’ or 
‘replaced’. Such a task might encourage response 
biases in which, for example, participants who are 
uncertain simply respond ‘replaced’ until they have 
overwhelming evidence that there is an actual signal 
present. Such a decision bias would tend to obscure 
any perceptual effects. 

To minimize such a bias we will use a two-
alternative, forced-choice (2IFC) paradigm with a 
method of constant stimuli (as in [9]). In this 
method, response biases are unlikely because both 
the added and replaced versions of stimulus are 
presented (it seems unlikely that a participant would 
be inclined to pick a particular interval if they were 
uncertain as they are told that the phoneme is 
equally likely to be the first or second interval). 
That is, participants are presented with two 
intervals, one containing an ‘added’ version of the 
phoneme the other containing the ‘replaced’ 
version. Participants are then required to respond as 
to which interval actually contained the phoneme 
and the level of white noise is increased until they 
are unable to discriminate between the ‘added’ and 
‘replaced’ stimuli. The level of noise for a particular 
performance level (in this case, 75% correct 
detection) will be targeted using an adaptive 
staircase based on whether a correct or incorrect 
decision was made on AO stimuli. This AO 
threshold level will be used to produce sets of AO 
and AV stimuli and the effect of AV presentation 
will be shown in whether classification accuracy 
departs from the 75% level (which the auditory only 
condition should produce). 

2. Method  

2.1.  Materials 
Video and audio were captured using a Sony TRV 
900E digital camera, video at 25 fps and audio at 
48000 HZ, 16-bit stereo. The head and neck of a 



male talker (a native Australian English speaker, 
positioned 1.5 metres from the camera) was 
recorded against a blue featureless background (see 
Figure 3). Six words (see Table 1) were recorded, 
each containing a phoneme in a similar context that 
varies with respect to manner (voicing, no-voicing) 
and place of articulation (bilabial, alveolar, velar). 

Table 1. The stimulus words used in the 
experiment. In bold are the critical phonemes for 
which white noise was added or replaced.  

Manner Place Stimulus 
Voiced bilabial Repro/b/ate  
Voiceless bilabial Synco/p/ate 
Voiced alveolar Accommo/d/ate 
Voiceless alveolar Anno/t/ate 
Voiced velar Interro/g/ate 
voiceless velar Suffo/c/ate 

2.1.1 Establishing  AO Thresholds   
The audio tracks of the six recorded words were 
stripped off (using Abode Premier Pro) and Praat 
was used establish location and extent of the critical 
phonemes (see Figure 1). 

 
Figure 1. An example of the location of the 
critical phoneme /d/ in the word accommodate. In 
the added case, white noise is added to the 
stimulus shown in the left panel. In the replaced 
case, it is added to the stimulus in the right panel. 

To determine the level at which to present each the 
white noise in each test stimuli, 75% correct audio-
only detection thresholds were calculated for the 
critical phonemes in each of the six words by 
adjusting the intensity of the white noise masker 
that was added to or replaced the critical phoneme. 
Thresholds were estimated using a 2IFC three up / 
one down adaptive tracking procedure implemented 
in Matlab.  

 
Figure2. Sample staircases for three of the 
stimuli (rows) for five trials (columns). The 
threshold values displayed above each staircase 
are in arbitrary units 

The initial step size in masking noise intensity 
(digitized 48 kHz, 16-bit white noise) was 3 dB and 
the final step size 1 dB. Thresholds were calculated 
as the geometric average of the last 8 of 10 

reversals. Final threshold values were the average of 
five separate threshold estimates (Figure 2). 

2.1.2 AV material 
Once the white noise levels for the 75% correct 
thresholds for all six words were determined, ten 
pairs of added and replaced stimuli were constructed 
for each word (60 pairs of items) at this level. Then 
these audio tracks were dubbed back onto the video 
tracks (Figure 3). This resulted in 60 AO item pairs 
and 60 AV ones. These 120 pairs were copied so 
that if a pair of stimuli had an added stimulus in 
interval one, in the copy the added stimulus would 
be in interval two. Thus in all there were 240 trials 
each consisting of a pair of stimuli. 

 

Figure 3. An example of one interval for an AV 
trial with the vertical band on the wave form 
indicating the position where the white noise 
would be added. 

2.1.3 Procedure 
The participant was tested on four separate 
occasions in a sound-attenuated booth. Stimulus 
presentation and response collection was controlled 
by the DMDX software program [12] that can 
display synchronised audio and video sequences. 
The auditory component of the stimuli was 
presented binaurally over headphones (Sennheiser 
PC161). The experiment used a 2IFC in which the 
participant had to identify the interval in which the 
noise had been added to the signal by pressing one 
of two numbered buttons. For each trial, first the 
word “one” was heard, then an added or replaced 
stimulus was presented followed by the spoken 
word “two” then the complementary replaced or 
added stimulus. After this, the written word 
“respond” appeared. Half the trials began with an 
added stimulus and the other half with a replaced 
one. On half the trials a synchronised moving face 
(AV trials) was presented and for the other half no 
face was shown (AO trials). The presentation of 
items was blocked into the sets of 12 trials (for the 
AO and AV conditions); within each block all the 
six stimuli were presented twice (once with the 
added stimulus in interval one and once with it in 
interval 2). Before each block the participant was 
informed it would be an AO or AV block. The order 
of the 20 blocks of 12 items was randomized as was 
the presentation of items within a block. Each 
experiment took about one hour (with rests between 
blocks). In this procedure a difference between the 
AV and AO conditions will be apparent in the error 
rate; if more errors are made in the AV condition it 
indicates that visual speech makes the 
discrimination more difficult (increasing the PRE). 

3. Results 
We will first report on the 75% correct AO 
thresholds that were obtained using the adaptive 



staircase procedure. As can be seen in Table 2, 
voiced phonemes (average threshold value 33.2) 
required more noise to be at threshold than did the 
voiceless phonemes (average 23.1), F1(1,8) = 16.49, 
p , 0.05) and is consistent with [1]. There was also a 
difference according to the place of articulation, 
bilabial (26.5), alveolar (24.8) and velar (33.0), 
F1(2, 8) = 6.25, p < 0.05. Furthermore, there was an 
interaction between the manner and place of 
articulation, F1 (2,8) = 17.33, p < 0.05.  

Table 2. Adaptive AO Thresholds (Ths) and 
Standard Error (SE) for the six phonemes. The 
threshold is the intensity level at which the added 
and replaced versions of the phonemes can be 
discriminated at 75% accuracy. 

Manner Place Stimulus Ths SE 

voiced bilabial Repro/b/ate  23.3 1.4 
voiceless bilabial Synco/p/ate 29.7 3.5 
voiced alveolar Accommo/d/ate 37.3 3.5 
voiceless alveolar Anno/t/ate 12.4 2.3 
voiced velar Interro/g/ate 38.9 2.3 
voiceless velar Suffo/c/ate 27.1 1.9 

The results of the main experiment that used the 
method of constant stimuli are presented in Table 3. 
Percent correct classification and reaction times 
(RTs) for the AO and AV conditions were collapsed 
over phoneme type for the constant stimuli 2IFC 
method. The level of percent correct detection 
performance in the AO condition was as expected 
since the level of noise in this condition was 
determined by the adaptive threshold procedure to 
produce detection performance at 75% correct. The 
level of performance in the AV condition was 11.3 
% worse, F2(1,117) = 18.39, p < 0.01. 

Table 3.  Mean percent 2IFC detection correct, 
response times and standard error scores for the 
AO and AV conditions.  

Condition % Cor  SE RT SE 
Auditory Only 75.1 2.0 657 21.5 

Auditory Visual 63.8 1.9 656 28.3 

The greater number of errors in the AV condition 
indicates that seeing the visual speech of the talker 
makes it more difficult to detect whether noise was 
added to or replaced the critical phoneme. This 
result is consistent with the interpretation that visual 
speech creates an illusion that speech is present in 
noise. 

4. Discussion 
When a segment of speech is interrupted by an 
external noise, the surrounding speech context 
allows the disruption to be minimized. The current 
results show that this capacity to use context to help 
restore speech also applies to the visual aspects of 
speech articulation. Of course it has long been 
known that visual speech assists in identifying 
speech in noise [5] and also in detecting speech in 
noise [9]. A key issue is why and how does it assist?  
 
Assistance could be due to visual speech providing 
bottom-up support to the degraded speech signal 

(effectively amplifying it) or because it allows for 
context-induced phonological completion and inner 
speech. If visual speech effectively amplified an 
existent (but weak) auditory signal (either by 
altering the excitability of neural mechanisms for 
speech or by allowing the speech signal to be 
segmented from the noise) then this should render 
the added stimuli (where noise is added to the 
signal) easier to identify. If this were the case, the 
provision of visual speech should have made it 
easier (i.e., less errors) to judge which interval had 
the noise added to the signal. However, this was not 
what was found; the provision of visual produced 
more errors suggesting that visual speech has its 
effect not in active phoneme restoration but as 
auditory illusion at the level of abstract linguistic 
units. 
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