
The effects of temporal acceleration and deceleration on AV speech perception

Douglas S. Brungart�, Virginie van Wassenhove�, Eugene Brandewie�, Griffin Romigh�

�Air Force Research Laboratory, Wright Patterson AFB, OH
�California Institute of Technology, Division of Biology, Pasadena CA

douglas.brungart@wpafb.af.mil

Abstract

Modern signal processing techniques make it possible to speed
up or slow down the apparent speaking rate of an audio-visual
(AV) speech stimulus, but little is known about the effect this
processing might have on the intelligibility of AV speech sig-
nals. In this experiment, AV recordings of phrases from the
Modified Rhyme Test (MRT) were accelerated or decelerated
by first changing the duration of the audio signal using the
PSOLA speech processing algorithm (PRAAT) and then chang-
ing the frame rate of the AVI file to maintain synchronization
of the audio and visual stimuli. The original speech phrases
were recorded at either a fast speaking rate (roughly 5 sylla-
bles per second (syl/s)), a normal conversational rate (3.3 syl/s),
and a slow rate (1.7 syl/s). The results of a preliminary ex-
periment showed that conversational-rate AV recordings that
were shifted in speed to match the slow or fast recordings pro-
duced the same audio and audiovisual intelligibility levels as
the original recordings. However, some degradation in perfor-
mance occurred when the fast recordings were slowed down or
the slow recordings were speeded up. In the main experiment,
the phrases were processed to set their speaking rates to eight
different fixed values ranging from 0.6 syl/s to 20 syl/s. The re-
sults show that AV advantages were preserved at speaking rates
as fast as 12.5 syl/s, but that they disappeared when the rate was
increased to 20 syl/s. Notably, the results also failed to show any
improvement in AV performance for phrases presented slower
than their original speaking rates.
Index Terms: time compressed speech, speaking rate, intelligi-
bility, modified rhyme test

1. Introduction
When communicating in crowded social gatherings, listeners
are typically faced with the dual challenge of (i) locating the
source of a voice of interest, and (ii) understanding that voice
despite the noisy conditions in the room. Although such listen-
ing tasks are often considered to be auditory in nature, there is
very clear evidence that visual cues play a significant role in our
ability to deal with both these challenges. With respect to task
(i), our ability to identify the talker of interest can be enhanced
by the classic ’ventriloquism effect’ [1, 2], where the dynamics
of a visual source capture the location of a co-occurring sound.
Ventriloquism would predict that (face or body) gestures would
’capture’ the location of a co-occurring speech stream, thus al-
lowing visual attention to be focused on the face and gestures of
the target talker. AV spatial binding of this type may be be auto-
matic [3], and it may play a critical role for AV speech percep-
tion in difficult listening environments [4]. AV co-modulation
thus appears to be a crucial cue for the localization (and more
specifically, for the segregation) of an AV speech stream in a

multitalker environment [5] and such cues have started to be
systematically exploited for source separation [6, 7].

With respect to task (ii), a solid body of work has demon-
strated that in noisy environments, seeing the face of the speaker
provides critical cues for auditory speech comprehension [8, 9,
10, 11, 12]. In particular, the presence of the speaker’s face
facilitates the detection [12] and the intelligibility of auditory
speech in both normal [8, 9, 13] and hearing-impaired popu-
lations [13]. Although performance in visual speech alone is
limited [14, 15], measures of speechreading ability can be a
good predictor of AV speech integration performance. Addi-
tionally, the efficiency of AV speech integration may not solely
depend on the amount of information extracted in each sensory
modality, but also in the variability of this information [13]. The
natural spatiotemporal co-modulation of the auditory speech en-
velope with the visual kinematics of the face (i.e., below 50Hz
[16]) has been proposed to be a major cue for AV speech per-
ception [12] -in addition to multitalker source segregation men-
tioned above. Grant and Greenberg [17] have assessed the intel-
ligibility of narrow-band filtered auditory speech signals when
combined with visual speech signals. An enhanced gain of in-
telligibility with synchronized visual speech was observed in
combination with low and high auditory frequency slits; this ef-
fect was comparable to the gain observed with all spectral slits,
suggesting that visual speech information may bring about rel-
evant place-of-articulation information which can complement
auditory information. Yet, the place-of-articulation may not be
the only cues provided by visual speech. The dynamics and the
kinds of representations used in AV speech integration are not
yet fully understood. For instance, Green and Miller [18] have
previously shown that the speaking rate of a talking face can
modify the voicing boundary of a /BI/-/�I/ continuum, suggest-
ing that visual speech does not solely provide segmental cues
but also voicing information.

Because AV speech cues are based on co-modulations be-
tween the auditory and visual speech signals, these cues can be
strongly influenced by any disruptions of the normal temporal
relationship between the audio and visual portions of a speech
stimulus. One way to establish the temporal constraints on AV
speech integration is to desynchronize the auditory and visual
speech signals. When participants identify nonsense AV syl-
lables in the context of incongruent AV speech (i.e., using the
McGurk effect [19]), or estimate whether the signals are syn-
chronized or not, visual speech still impacts auditory speech
perception with as much as 500ms of AV desynchrony [20].
More conservatively, desynchronizations in the order 250ms
do not impair performance and go undetected [21, 22, 23].

Another temporal factor that may influence AV speech per-
ception is the speaking rate of the talker. Some indirect evi-
dence for the importance of speaking rate in AV speech percep-
tion comes from an experiment by Green [18], which showed
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that the speaking rate was equivalently assessed in either visual,
auditory or AV speech presentations with normal faces, but not
with inverted faces. These results suggest that (i) the temporal
rate in visual speech is accessible by the neural mechanisms un-
derlying speech perception and (ii) that such neural mechanisms
may also be face-specific (as evidenced by the lack of precision
in inverted faces). Hence, beyond supra-segmental cues (such
as prosody) [24] and segmental patterns, the speaking rate may
be fundamental in AV speech integration for segmental catego-
rization [25].

Speaking rate has also been shown to directly influence AV
speech perception. The McGurk effects (fusion and combina-
tion) [19] can be enhanced in slow speech conditions [26, 21]
(but see the results presented here). This intuition was already
formulated when comparing the effects of presenting still versus
moving faces in AV speech integration [27], where a rapid pre-
sentation of still faces could be analogous to a slowed down vi-
sual speech pattern. The extent to which speaking rate impacts
speechreading is yet unclear and insufficiently studied; tech-
niques recording the behavior of the articulators of the face un-
der different speaking rate conditions suggest that surface cues
(such as the motion of the lower lip at the opening) can present
different motion patterns which could be available for visual
speechreading [28]. In their study, Adams et al. found that the
peak velocity during speech gesture showed different distribu-
tion according to the speaking rate. This quantification is par-
ticularly important given that a change in AV correlation pattern
could impact the integration process. Manipulating the speak-
ing rate of visual speech by time compression or expansion im-
pacts performance in young and adults [29, 30] but much work
is needed for a systematic evaluation of the effect of speaking
rate on speechreading performance.

One important question that has not yet been answered is
the extent to which the intelligibility benefits afforded by visual
speech cues change when the temporal structure of the speech
is modified by time-compression or expansion. Fast speaking
rates can be a challenging factor in auditory speech perception,
in particular for hearing impaired listeners [31, 32], second-
language learners and young and elderly population. In audi-
tory speech, slowing down the speaking rate has been shown
to improve intelligibility in aging population [16]. Studies that
have used time-compressed (TC) speech have examined the im-
pact of speaking rate on the intelligibility for a normal-hearing
listener in a quiet environment. Under these circumstances, lis-
teners can accurately comprehend speech when accelerated to
roughly double of its normal speed. For example, Versfeld and
Dreschler [33] found that listeners could identify speech with
near 100% accuracy when it was accelerated from a normal rate
of 3-4 syllables per second to a TC rate of roughly 8 syllables
per second. Others have estimated that listeners can understand
connected speech spoken at a maximum rate of roughly 200
words per minute, versus a normal speaking rate of roughly 120
words per minute [34, 35]. However, there is evidence that time-
compressed speech may be more sensitive to interference from
a noise masker than normal speech. For example, Bornstein
[36] examined the perception of TC speech (compressed stimu-
lus duration decreased by 40% of the original stimulus duration)
in quiet and in the presence of a 12-talker babble, and found that
word intelligibility declined to a greater extent with TC speech
than with normal speech.

Here, we extend the assessment of temporal constraints
on AV speech perception by examining the effect of auditory,
visual and auditory-visual speech rate on the intelligibility of
monosyllabic words embedded in sentences with varying dB

Figure 1: Examples of video frames from the recording se-
tups used for the normal conversational-speed MRT corpus (left
panel) and for the fast and slow MRT corpora (right panel).
level using the Modified Rhyme Test [37].

2. General Methodology
2.1. AV Speech Materials

The AV speech materials used in the experiment consisted of
audiovisual recordings of five native English-speaking talk-
ers (three female, two male) speaking carrier phrases of the
form “You will mark �keyword� please” for each of the 274
different keywords used in the Modified Rhyme Test (MRT)
[37]. The recordings were made with the talker seated ei-
ther in a sound-treated room or in an audiometric booth. The
video recordings were made with a small analog color camera
(PVSQUAREZOOM) connected to the auxiliary AV input of a
Digital Camcorder (Sony Handycam DCR-TRV120). The au-
dio recordings were made with a high-quality condenser mi-
crophone (B&K 4131) amplified by a B&K microphone power
supply and connected to the audio input of the same digital cam-
corder (12 bit, 32 kHz sampling rate). The files were captured
with an automated system that, for each phase, followed the
following procedure. First, a visual representation of the target
word was shown on a tablet PC mounted in front of the talker.
Next, an example of an audio recording of the desired carrier
phrase was played to the talker through a loudspeaker mounted
in the audio booth. This example was used to try to minimize
variations in speaking rate and style across the talkers. The au-
dio example was followed by a beep that prompted the talker
to begin speaking the carrier phrase. This initiated the digital
recording of the AV phrase through the DV port of the cam-
era via the recoding functions in the VideoCapX toolkit (Fath
Technologies). The recording ended when the talker pressed a
mouse button to indicate the end of the carrier phrase.

The AV recordings were then loaded into a program where
they could be screened by the experimenter. First, the audio
was extracted from the AV recording and compared to a previ-
ous recording of the noise floor in the recording environment.
This comparison was used to set up preliminary marks of the
start and end points of the speech utterances. Next, the video
stimulus was clipped from 250 ms prior to the preliminary start
point to 250 ms after the preliminary end point, and the exper-
imenter viewed the video recording to ensure that the quality
of the recording was sufficiently high, that the word spoken in
the phrase matched the desired keyword, and that the prelimi-
nary marks fully captured both the carrier phrase and the audio



keyword. Finally, the audio waveform of the recording was dis-
played on the screen along with the preliminary start and end
marks, and the experimenter was given the option of (i) accept-
ing the existing start and end points; (ii) changing the start and
end points and reviewing the resulting edited video clip; or (iii)
rejecting the recording and re-recording the keyword. This edit-
ing process was set up so the experimenter could review one AV
recording while the system was in the process of recording the
next AV recording from the talker. This allowed rejected key-
words to be added to the end of the queue and re-recorded at the
end of the same recording session.

A total of three sets of recordings were made for each talker.
In the first set, talkers were instructed to speak at a “normal
conversational” speaking rate. This resulted in phrases with an
mean length of 1.45 s, a standard deviation in length of 0.21 s,
and a mean speaking rate of 3.5 syl/s. In the second second set
of recordings, the talkers were instructed to speak at a slow rate
(mean length=3.08 s, std. dev.=0.46 s, mean rate=1.6 syl/s). In
the final set of recordings, the talkers were instructed to speak at
a fast rate (mean length=1.03 s, std. dev=0.10 s, mean rate=4.9
syl/s). Each set of recordings took approximately two one-hour
sessions to complete.

Once the recordings were complete, the files were pro-
cessed using the VirtualDub software package to crop the pic-
ture and compress the video content using the Indeo 5.1 codec.
In the “conversational” corpus, the video files were cropped to
include both the head and shoulders of the talkers. In the “slow”
and “fast” corpora, which were recorded later with a slightly
different setup, the video files were cropped so the talker’s head
filled almost the entire frame of the video. Figure 1 shows ex-
ample frames from the AV corpora used in the experiment.

2.2. AV Time Compression and Expansion

The AV time compression and expansion was accomplished
with a MATLAB script that was executed just prior to the pre-
sentation of each stimulus to the participants. First, the audio
soundtrack was stripped from the AV recording using Virtual-
Dub. Then the ratio of the current speaking rate to the desired
speaking rate was calculated, and the length of the current audio
soundtrack was expanded or compressed by this ratio using the
PSOLA algorithm implemented in PRAAT. Also, in some con-
ditions of the experiment, a speech-shaped noise masker (gener-
ated by randomizing the phase of the target phrase) was mixed
with the audio waveform at this point. VirtualDub was then
used to increase or decrease the frame rate video by the de-
sired compression or expansion ratio, and the time-compressed
or expanded audio soundtrack was redubbed onto the modified
video. VirtualDub was also used to add enough duplicate copies
of the initial frame to ensure that a frozen version of the video
was present on the screen for 500 ms prior to the start of the
stimulus, independent of the frame rate or the length of the
phrase (this was necessary to prevent viewers from being “sur-
prised” by the very short AV stimuli in some conditions). Fi-
nally, the resulting video was played to a subject wearing stereo
headphones (BeyerDynamic DT990) via the Microsoft Medi-
aPlayer version 6.4.09.

2.3. Data Collection

The data were collected with the subject seated in front of a
control computer in a quiet listening room. The stimuli were
generated using a MATLAB control script, and the subject re-
sponded by using the mouse to select the target key word from
one of the six rhyming response words corresponding to that tar-

get word in the MRT. For example, the carrier phrase might be
“You will mark went please” and the subject might be given the
option of responding with ’went’, ’sent’, ’bent’, ’dent’, ’tent’,
or ’rent’. Note that the 274 monosyballic words in the MRT
test are divided into 50 possible response sets of six alternative
rhyming words, with certain words appearing more than once
depending on whether the rhyming sounds occur at the start of
the word or at the end of the word.

3. Experiment 1: Validation of AV
time-compression

The first experiment was conducted to determine how changes
in natural speaking rate impact the intelligibility of AV speech
signals, and to determine how accurately these effects were re-
produced by the time-compression algorithm described in Sec-
tion 2.2.

3.1. Methods

The trials in the experiment were conducted by (1) randomly se-
lecting one of the MRT phrases from one of the three MRT AV
corpora (the “original” phrase); (2) selecting a second example
of the same phrase spoken by the same talker at one of the other
three speaking rates (the “target” phrase); (3) time-compressing
or time-expanding the “original” recording to match the dura-
tion of the “target” phrase; and (4) mixing the resulting audio
signal with a speech-shaped noise signal to set the overall RMS
signal-to-noise ratio (SNR) of the stimulus to -8 dB. Half the tri-
als were collected in the normal audiovisual condition, and half
the trials were collected in a no-audio “visual only” condition.

A total of seven paid volunteers participated in the exper-
iment, including four males and three females. All had nor-
mal audiometric thresholds, and their ages ranged from 20 to 56
(mean age=26.4 years). Each subject participated in a total of
125 trials in each of 18 conditions, including all combinations
of original phrase rate (Conversational, Slow, or Fast), target
phrase rate (Conversational, Slow or Fast), and visual presenta-
tion condition (AV or audio-only). The trials were collected in
self-paced blocks of 40 trials, with each block taking roughly 10
minutes to complete and each subject participating in roughly 3
blocks in each experimental session.

3.2. Results

Figure 2 shows the results of Experiment 1. Each panel shows
a different visual condition, and, within each panel, each curve
shows overall performance for each “original” speech condi-
tion as a function of the “target speed” condition. The open
symbols indicate conditions where the speech was either time-
compressed or time-expanded, and the filled symbols indicate
conditions where the speech was played at its original record-
ing speed.

First consider performance only in the “unmodified” condi-
tions of the experiment (filled symbols). In both the audio-only
and AV conditions, performance decreased by approximately
20 percentage points as the speaking rate increased from “slow”
to “fast”. Also, comparing each point across the left and right
panels, it is apparent that the addition of visual cues increased
the intelligibility of the unmodified stimuli by approximately 20
percentage points at each speaking rate. The data demonstrate
the important impacts that speaking rate and visual cues can
have on the intelligibility of speech in noise.

Now consider the effects that time compression and ex-
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Figure 2: Mean performance across subjects as a function of the
“original” and “target” speaking rates in each condition of the
experiment. The error bars show the 95% confidence intervals
around each data point.

pansion algorithm had on speech intelligibility. From a com-
parison of the filled and open symbols at each data point, it
is apparent that the robustness of the time-compression algo-
rithm was highly dependent on the original speed of the trans-
formed signal. When the original speech was “conversational”
speech (squares), slowing down the speech to the “slow” rate
improved performance almost to the level achieved with the
unmodified “slow” speech. Similarly, speeding up the “con-
versational” speech to the “fast” rate resulting in performance
that was comparable to the unmodified “fast” speech. However,
when the slow speech was speeded up (open circles), or when
the fast speech was slowed down (open diamonds), it always re-
sulted in a 5-10% loss of performance relative to the unmodified
speech played at the same speed. These losses in performance
were found to be statistically significant at the p � ���� level
with bonferonni-corrected paired-comparison t-tests.

Thus, it seems that the time-compression algorithm does a
very good job of capturing the relationship between speaking
rate and intelligibility when the original speech is spoken at a
normal conversational rate, but that it tends to slightly underes-
timate the level the could be achieved with natural speech when
the original speech is spoken unusually quickly or slowly. This
is likely the result of artifacts introduced into the slow and fast
speech by the original talkers, who were speaking at an unnatu-
ral rate.

4. Experiment 2: Intelligibility as a
function of speaking rate and SNR

In Experiment 1, we showed that artificial time compression
techniques can be used to obtain a reasonably accurate approx-
imation of the effect that changes in speaking rate have on the
intelligibility of AV speech in noise. In Experiment 2, we used
these techniques to examine the effects of speaking rate across
a much broader range of different speaking rates and signal-to-
noise ratios.

4.1. Methods

The methods used in the second experiment were similar to
those used in Experiment 1, with one major exception. In Ex-

periment 1, the durations of the phrases were shifted to match
the exact durations of phrases that contained the same talker
speaking the same key word at a different rate than the original
phrase. This resulted in a great deal of variability in speak-
ing rate across the different talkers and phrases even within the
three nominal “slow,” “conversational,” and “fast” conditions.
In Experiment 2, the durations of the phrases were modified to
exactly match one of nine different fixed speaking rates. This
allowed a more controlled comparison of the impact of speaking
rate on intelligibility.

A total of five experimental variables were manipulated in
Experiment 2. Data were collected for all combinations of ten
different fixed speaking rates (0.6, 1, 1.7, 2.5, 3.3, 5, 7.8, 12.5,
and 20 syl/s, and an “unmodified” control condition where the
phrase was maintained at its original speaking rate), six differ-
ent SNR values (-12, -8, -4, and 0 dB, plus a no-masker con-
dition and a no-audio “visual only” condition), three different
original talker speeds (“slow”, “conversational,” and “fast”),
and two different presentation conditions (“audiovisual” and
“audio only”). No trials were collected in the “no audio” condi-
tion with no visual cues. Also, due to limitations in the PRAAT
PSOLA algorithm, no trials were collected in the 0.25 and 0.4
s duration conditions with the “slow” MRT corpus, or in the 5 s
or 8 s duration conditions with the “fast” MRT corpus. This left
a total of 296 unique experimental conditions.

Seven paid volunteer subjects (2 male, 5 female) partici-
pated in the experiment, including five of the seven subjects
from Experiment 1. Each subject participated in a minimum
of 25 trials (five for each of the five talkers in the AV corpus)
in each of the 296 experimental conditions, for a total of more
than 7400 trials per subject. As in Experiment 1, these trials
were collected in self-paced blocks that contained 40 trials and
lasted roughly 10 minutes each.

4.2. Results

Figure 3 shows overall performance in the audio-only and AV
conditions of the experiment as a function of SNR. The leftmost
value in each panel shows the visual-only condition, where no
audio stimulus was present (i.e. speechreading cues only). The
rightmost point shows performance in the no-masker condition.

Comparing the audio-visual (open circle) and audio-only
(filled square) conditions of the experiment, it is clear that there
was a robust AV advantage across most of the conditions tested.
If this AV advantage is measured by the decrease in the thresh-
old SNR value required to achieve 50% performance in the AV
condition, it was equivalent to approximately 4.5 dB in the “Un-
modified” condition, and ranged from 4.1 dB to 5.3 dB across
all the speaking rates greater than 5 syl/s. However, this AV
advantage began to diminish rapidly as the rate increased above
3.3 syl/s, falling to 3.3 dB at a rate of 5 syl/s, 2.7 dB at a speak-
ing rate of 7.8 syl/s, and effectively to zero at speaking rates of
12.5 or 20 syl/s. Thus, from these data, it appears that visual
speech cues lose some of their effectiveness when the speak-
ing rate is very fast (more than roughly 300 words per minute)
and that they become completely irrelevant when the speaking
rate exceeds 750 words per minute. At this point, it is not clear
whether this loss of effectiveness is due to a psychophysical
limitation in processing the AV speech, or whether it is due to
some technological limitation related to the 60-Hz refresh rate
of the VGA display system.

Figure 4 shows performance as a function of speaking rate
for each combination of original speaking rate and SNR value
tested in the experiment. Within each panel, the gray symbols
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show the mean speaking rate and the mean intelligibility values
for the “unmodified” speech stimuli that were played back at
their original rate.

A number of important observations can be made from this
figure:

1. When no masker is present, audio speech perception is
remarkably resilient to time compression. Subjects were
able to correctly identify the target word 45% of the time
even in the 20 syl/s rate condition, where the speech
was accelerated by up to a factor of six. Visual cues
degrade more rapidly with time compression than audio
cues, and there does not appear to be any AV benefit for
time-compressed speech in quiet.

2. There is a strong interaction between time compression
and signal-to-noise ratio in audio speech perception. In
general, audio-only speech perception tends to degrade
faster when the stimulus is time compressed when more
noise is added to the stimulus.

3. Audio-visual integration (as evidenced by an AV score
that is higher than either the visual-only score or the
audio-only score) appeared to occur consistently at at all
speaking rates slower than 7.8 syl/s. No AV integration
appeared to occur at faster speaking rates.

4. Speechreading performance (shown in the leftmost col-
umn of the figure) peaked at around 40% for the MRT
test, and varied relatively slowly with the speaking rate
of the talker. Although speechreading performance was
impaired when the AV speech was time-compressed,
there is no evidence that it ever improved when the
speech was time-expanded relative to its original rate
(i.e. comparing the gray symbols in the figure to all
points to the right of those symbols). Thus, from these
data, there is no evidence that speechreading is improved
by slowing down the speech rate. Indeed, the only points
where time-expansion seemed to have any significant
positive impact on intelligiblity were the points where
the “fast” MRT speech was slowed down in the pres-
ence of moderate levels of noise (-8 dB and -4 dB). Thus
it seems that artificial time expansion is unlikely to be a
robust method for improving the intelligibility of speech,
at least for native listeners with normal hearing.

5. Summary and Conclusions
In this experiment, we have explored the impact that time com-
pression and expansion has on AV speech perception. In Ex-
periment 1, we demonstrated that the AV time-compression al-
gorithm described in Section 2.2 accurately captures the effects
of natural changes in speaking rate when the original speech
is produced at a conversational rate, but that it does less well at
accelerating “slow” natural speech or decelerating “fast” natural
speech. In Experiment 2, we examined the effects of time com-
pression across a wide range of compression rations and SNR
values, and found that visual cues provided robust intelligibility
benefits for speech perception in noise at artificially accelerated
speaking rates up to approximately 500 WPM. However, visual
cues did not seem to provide any benefits for the perception of
accelerated speech in quiet environments. Nor were there any
indications that speechreading performance could be enhanced
by artificially slowing down an AV speech stimulus. However,
all these experiments were conducted with native-speaking lis-
teners. We suspect that time acceleration could be a valuable
tool for teaching language skills, and particularly AV language

skills, to non-native listeners, who often have extreme diffi-
culty understanding fast conversational speech. Further tests
are planned to examine this possibility.
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