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Abstract 
Talking heads and virtual characters, able to communicate 
complex information with human-like expressiveness and 
naturalness, should be able to display emotional facial 
expressions. In recent years several works, both rule-based 
and statistical, have obtained important results in the 
modelling of emotional facial expressions to be used in 
synthetic Talking Heads. However, most of the rule-based 
systems suffer from the drawback of static generation, due to 
the fact that the set of rules and their combinations are 
limited. On the other hand, most of works on synthesis using 
statistical approaches are restricted to speech and lip 
movements.  

This paper presents a modelling of the dynamics of 
emotional facial expressions based on a hybrid 
statistical/machine learning approach. This approach 
combines Hidden Markov Models (HMMs) and Recurrent 
Neural Networks (RNNs), aiming at benefiting from the 
advantages of both paradigms and overcoming their own 
limitations. 

Index Terms: Emotional Facial Expression Modelling, Face 
Synthesis, MPEG4 Facial Animation, Talking Heads, Hidden 
Markov Models, Recurrent Neural Networks. 

1. Introduction 
ECAs (Embodied Conversational Agents), software agents 
with humanoid aspect which have the ability of interacting 
with users [1], are becoming popular as front ends to web 
sites, and as part of many computer applications, such as 
tutoring systems, virtual training environments, portable 
personal guides, storytelling systems, edutainment systems, 
etc. These ECAs usually include human-like embodied 
interfaces, and in particular talking heads and virtual 
characters. 

One of the research goals in HCI (Human Computer 
Intercaction) is making these Conversational Agents more 
believable, that is, able to communicate complex information 
through the combination and the tight synchronization of 
verbal and non-verbal signals, with human-like 
expressiveness and naturalness. These agents should be able 
to interact with the users as in a human-human conversation. 
In other words, they should be not only able to perceive and 
understand what the user is saying, but also to answer, 
verbally and non-verbally, in an appropriate manner. In this 
perspective, since emotions play a crucial role in human 
communication and most of them are expressed through the 
face, having more believable ECAs implies to give them the 
ability of displaying emotional facial expressions.  

In recent years several works, both rule-based and 
statistical, have achieved significant results in the modelling 
of emotional facial expressions to be used in synthetic talking 

heads. Nevertheless, the generation of models for realistic 
facial animation remains critical and synthesis of expressive 
facial expressions is still an open problem. In fact, most of the 
rule-based systems suffer the drawback of a static generation, 
due to the fact that the set of rules and their combinations are 
limited. Stochastic systems are able to overcome this 
limitation by using a generative and dynamic paradigm. 
However, most of works on synthesis using 
statistical/machine learning approaches are restricted to 
speech and lip movements.  

This paper presents a modelling of the dynamics of 
emotional facial expressions during speech based on a hybrid 
statistical/machine learning approach. After having used 
Hidden Markov Models (HMMs) for the same task [2], we 
tried to combine HMMs and Recurrent Neural Networks 
(RNNs), aiming at benefiting from the advantages of both 
paradigms and overcoming their own limitations.  

The paper is organized as follows: Section 2 presents the 
emotional facial expressions and explains why they are 
important and how their dynamics is here meant.  Section 3 
introduces the proposed modelling, describing the training 
data set, the used learning approach and the resulting 
synthesis. In Section 4 experimental results and their 
evaluation are described, while in Section 5 some 
considerations on the proposed approach and its results are 
formulated. Finally, Section 6 summarises the present work 
and draws some final remarks. 

2. Emotional Facial Expressions 
Emotions are definitively part of our life. They condition our 
behaviours, feelings, reactions to events and people. 

They have been widely studied from different perspectives 
by many researchers in several fields (anthropology, 
sociology, psychology, cognitive science, philosophy, 
computer science). Although the definitions of emotion 
diverge considerably, most researchers agree that emotions 
are a process with various components, such as physiological 
responses (visceral and muscular states), autonomic nervous 
system and brain responses, memories, feelings verbal 
responses, and facial expressions. 

Emotions are linked to facial expressions in some 
undetermined loose manner [3]. Emotional facial expressions 
are the facial changes in response to a person’s internal 
emotional states, intentions, or social communications. 
Intuitively people look for emotional signs in facial 
expressions. The face seems to be the most accessible 
“window” into the mechanisms which govern our emotional 
behaviours [4].  

Given their nature and function, facial expressions (in 
general), and emotional facial expressions (in particular), play 
a central role in a communication context. They are part of 
“non-verbal communication”, namely all human 
communication events that transcend spoken or written 
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words. In the case of speech, some facial expressions (not 
only lip movements but also eyebrow movements, or 
wrinkling) are due to speech production because speech 
production and facial expression are linked by a synchrony 
phenomenon [5]. In this perspective, some facial expressions 
accompany the flow of speech and are synchronized at the 
verbal level, punctuating accented phonemic segments and/or 
pauses, or emphasizing what has been said, or substituting for 
a word. More specifically, facial expressions are often used to 
repeat, contradict, substitute, complement, accent, or regulate 
verbal communication. They are a sort of additional 
informative channel with respect to the common verbal 
communication. The facial channel is important not only for 
conveying information (redundantly or complementarily with 
respect to the speech channel), but also for regulating the flow 
of the conversation with its several phases (e.g. talking, 
listening, turn-taking). 

Finally, facial expressions are informative also without any 
verbal communication. For example, we can communicate our 
disgust in front of something that we dislike by simply 
wrinkling our nose and saying nothing. 

2.1. Their Dynamics 

Humans express a lot of emotions and do so in several ways 
(by means of speech, gaze, facial muscles, head motions, 
gestures, etc.). 

In order to reduce the modelling space we decided not to 
consider all possible human emotions but only a limited set 
and in particular conditions. We oriented our attention to 
approaches based on “basic emotions”. Among several 
possible solutions in this area, we chose the Ekman’s set [6]. 
This set includes six basic emotions (called also “the big six”) 
consisting of anger, disgust, fear, happiness, sadness, and 
surprise. 

As the final goal of the modelling is to apply it in synthetic 
talking heads, we concentrated the work on modality for 
expressing emotions on facial expressions: motion of lips and 
eyebrows, position of the head, facial motions creating 
different kinds of wrinkles. Furthermore, given a possible 
application of a talking head for a conversational agent, the 
modelling has been focused on facial expressions of emotions 
during speech. In other words, nonverbal communication is 
here considered as combined with verbal communication. 
Facial expressions are not only specifically related to our 
emotions, but they are also related to, for example, visual 
speech and visual prosody. This combination of more aspects 
(emotional, verbal and prosodic) makes the facial expressions 
a highly complex phenomenon and the task of modelling 
emotional expressions very challenging. 

The dynamic aspect of emotional expressions is related to 
their temporal course. As stated by Ekman in [7], each 
emotional expression is characterised by three temporal 
phases: Onset, Apex and Offset1. In other words, as depicted 
in Figure 1, a single expression can have different 
expressivity depending on the manner it appears (Onset), the 
time it remains on the face (Apex) and finally the speed it 
disappears (Offset). 

                                                                 
 
1 It has been showed experimentally that the dynamics of 

facial expressions is much more complex than a simple 
decomposition in three phases. However, for the sake of 
simplicity, the trapezoidal function depicted in Figure 1 is 
widely used.  

 

Furthermore, humans are able to express emotions with 
variable intensity: for example, we can be (feel) more or less 
happy. Consequently, we can show different facial 
expressions for different levels of happiness2. The temporal 
course of an emotional expression is definitively conditioned 
by its intensity. Therefore, the same emotional expression 
with different intensities has different onset, apex and offset 
values (as showed in Figure 2). 

 
In conclusion, each emotion expression is variable in time 

and intensity. Therefore, modelling the dynamics of the 
corresponding emotional facial expressions means to model 
this variability. 

3. Modelling, Learning and Synthesis 
As seen in [2], the dynamics of the facial expressions through 
time can be formally described as a discrete-time sequence of 
random feature vectors, drawn from a distribution in a 
properly defined feature space. In this perspective, we faced a 
random-process modelling problem in which some kinds of 
statistical inference, or learning, had to be accomplished from 
a corpus of training data samples. 

3.1. Training Corpus 

For our training and learning purposes, we used the same 
portion of database used in [2], composed by 882 examples of 

                                                                 
 
2 For example, a mild happiness produces usually a small 

smile, while a great happiness is shown by a large smile. 
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Figure 1: Dynamics of Emotional Expressions: 
Onset, Apex and Offset phases 
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Figure 2: Emotional expressions with 
different intensities 



emotional facial expressions, played by a skilled actor [8]. 
The portion includes a set of Italian non-sense words, 
containing the seven basic visemes of Italian [9], uttered with 
different emotional expressions and intensities. Each word 
was acted with seven emotional states, corresponding to the 
Ekman’s set, plus the additional state ‘Neutral’ (see Figure 3). 
Apart ‘Neutral’, each emotion was acted with three different 
intensity levels (Low, Medium, High).  

 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

The dynamics of every facial expression during the speech, 
as well as the respective articulatory and acoustic data, was 
captured with high precision by means an automatic opto-
tracking movement analyser for 3D kinematics data 
acquisition (ELITE [10]), which also allows synchronous 
recording of the acoustic signal. Starting from the recordings 
captured by the two cameras of the ELITE system, the 3D 
trajectories (corresponding to the movements of the 28 
markers on the actor’s face over time in the 3D space) were 
calculated by a tracking system. At the end, the dynamics of 
emotional facial expressions was described by XYZ 
coordinates per each marker, frame by frame (see Figure 4). 

 

Figure 4: The training corpus 

3.2. Dynamics Modelling and Learning 

After having modelled the dynamics of emotional facial 
expressions using Hidden Markov Models (HMMs) [2], we 
tried to accomplish a modelling based on a hybrid 
statistical/machine learning approach. In this approach we 
combined HMMs and Recurrent Neural Networks (RNNs). 
The idea was to take benefit from both paradigms, namely the 
long-term modeling capability of HMMs (featuring long left-
to-right chains of different states) and the smooth generative 
capabilities of RNNs. 

The proposed approach relies on a “divide and conquer” 
philosophy, in the form of a so-called “mixture of experts” 
E1,... , Em, where expert Ei (with i = 1,… ,m) is specialized in 
the generation of sequences that express i-th emotion, and m 
is the number of different emotional states with different 
intensity that have to be modelled. Expert Ei is obtained as a 
proper combination of HMMs and RNNs as follows. 
Individual left-to-right HMMs Mi,1, …, Mi,v are introduced in 
Ei for each of the v visemes that are involved in the task3. The 
generic model Mi,j is Gaussian-based, and it is trained (via the 
common Baum-Welch algorithm) on a training corpus that 
consists of all the sequences of XYZ in the training set that 
express emotional state with specific intesity i and in relation 
to viseme v. In so doing, Mi,j captures a sort of average, a 
time-dependent distribution of XYZ, for that viseme under 
the emotion at that intensity level at hand. 

A recurrent neural network Ni,j is then associated with 
HMM Mi,j. The RNN is expected to generate the actual 
sequence of XYZ; but, instead of taking only an initialization 
frame in input, it may rely on the estimates yielded by Mi,j as 
follows. Once Baum-Welch training is accomplished, Mi,j can 
be used in a loosely generative fashion: instead of generating 
a whole sequence, we use it to create key frames. The idea 
behind the notion of a key frame is that it represents a sort of 
prototype of XYZ vector at certain points in time along the 
sequence. Such prototypes can be fed into the RNN, at regular 
intervals, in order to trigger its behaviour over the long term. 
More precisely, the algorithm is the following:  

1. Let n = T/k the (integer) number of frames that 
separate the occurrence of individual key-frames in 
the sequence (i.e., the first element in the sequence 
is a key frame, (n+1)-th element is the next key 
frame, and so on). 

2. Apply Mi,j to generate a sequence of length T: x0, 
x1,…, xT-1. 

3. Let K0 = x0 be the first key frame, K1 = xn be the 
second key frame, ..., Kk-1 = xT-n. This completes the 
definition of the k key frames. 

4. Define a synthetic sequence formed by the key 
frames, each followed by a subsequence Y of zero 
values: y0 = K0, y1 = 0, … , yn-1 = 0, yn = K1, yn+1 = 
0, … , y2n-1 =  0, . . . , yT-1 = 0. 

5. Feed Ni,j  with input sequence Y. The corresponding 
sequence of RNN outputs is the desired generated 
sequence of XYZ vectors. 

                                                                 
 
3 This choice is along the line of popular application of 

standard HMMs to automatic speech recognition problems, 
where individual left-to-right Markov chains are defined for 
modeling the corresponding phonemes of the language that 
has to be recognized. 

Ekman’s set 
 

Figure 3: Examples of acted emotional facial 
expressions, plus neutral expression 



In order to apply Ni,j in the last step in an effective manner, it 
is necessary to train it, in a proper manner. We used for this a 
Back-Propagation Through Time (BPTT) algorithm.  

The architecture of the proposed model (depicted in Figure 
5) incorporates the recurrent part within the feed-forward 
elements of the network.  

 
 
 
 
 
 
 
 
 
 
 
 
 

Lateral connections link each input neuron with the 
corresponding context unit, which includes also a self-
recurrent weight and a backward connection from the 
corresponding output neuron. Backward connections, denoted 
by τ , are also introduced with a certain time delay (as in 
tapped delay lines) in order to modify current state of backup 
units as a function of a fixed-size window of previous outputs. 
The quantities ws and wb represent the weight of a generic 
self-recurrent connection and a backward connection, 
respectively. 

 

3.3. Facial Expression Synthesis 

For our synthesis purposes the defined models have been used 
according to a generative approach: as depicted in Figure 6, 
once trained on the “natural” examples (i.e. XYZ coordinate 
sequences corresponding to the actor’s expressions), the 
models have been used to generate sequences of “synthetic” 
examples (i.e. sequences of XYZ coordinates, generated 
according to the probability laws described by the parameters 
of the model itself). 

The generated XYZ coordinates have been then converted in 
FAPs (Facial Animator Parameters), according to the MPEG-
4 standard [11]  to be then animated by any Talking Head, 
MPEG-4 compliant. In particular, we used Alice, a textured 
3D-model of a female face, developed using the Xface toolkit 
[12]. Exploiting Alice’s capabilities in performing different 
facial expressions (see Figure 7), we had the possibility of 
testing directly the examples generated by the synthesis.  

 

 

 

 

 

 

 

 

 
 
 

4. Results 
In order to evaluate the experimental results achieved by the 

hybrid approach, we replicated the subjective and objective 
evaluation conducted on the HMM-based  modelling [2]. 

As made visible by graphs, the hybrid system is definitely 
able to capture and reproduce the “prototypical” dynamics of 
each emotional expression. So, e.g. in case of a “surprise” 
expression, the expected upward pick of marker 2 (eyebrow), 
in correspondence to the raised eyebrow, typical of the 
surprise expression (as well as the open mouth), is definitely 
evident (see Figure 8). 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5: Topology of the proposed model 

Figure 6: System overview 
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Figure 7: Emotional facial expressions animated by Alice 
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Figure 8:  Comparison of  “Natural” and 
“Synthetic” surprise expression (by marker 2) - 

HMM/RNN modelling 
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Figure 9:  Comparison of  “Natural” and 
“Synthetic” surprise expression (by marker 2) - 

HMM  modelling 



Still focusing on the marker 2 dynamics in case of a surprise 
expression, by comparing the hybrid approach output  (Figure 
8) with the HMM-based approach one (Figure 9), we can note 
that: as in the HMM case, a) actor and HMM/RNN curves are 
not aligned, and b) the “synthetic” curve has lower intensity 
with respect to the “natural” one; but c) the HMM/RNN curve 
is less contracted, and d) it is smoother than the HMM one.  

Furthermore, also the objective (even if acyually 
preliminary) evaluation by Dynamic Time Warping (DTW) 
algorithm [13] confirms that the hybrid approach is better 
than the stand-alone HMM one. In fact, by measuring the 
distance between the “synthetic” examples and the “natural” 
ones (see Table 1), we found out that HMM/RNN examples 
are significantly closer to the Actor ones than the HMM ones. 

 

 
 

5. Discussion 
Analysing the “piecewise” behaviour of HMMs, we turned 

out that such phenomenon was due to the nature of the 
generated sequences that obeyed the probabilistic structure 
(and assumptions) of the HMM: little random fluctuations 
around the average of Gaussian emission distributions are 
generated within individual states of the Markov chain (as a 
consequence of the stationarity assumption, encapsulated in 
the adoption of a static probability density function to model 
the state emission), while “sharp” changes in the output 
values occur whenever a transition between a pair of adjacent 
states takes place.  

In front of this analysis, by combining HMMs and RNNs on 
the one hand we aimed to overcome the HMM “piecewise” 
behaviour. On the other hand, we wanted to avoid the risk of 
getting a “flat”  behaviour (due to the fact that, after an 
initialization, RNNs begin to yield a whole sequence in 
output, without requiring any further inputs - according to the 
topology of their recurrent connections).  

The proposed combination is basically a system in which a 
RNN that generates an output sequence that evolves over time 
within a given HMM. The net is periodically fed with fresh 
(and statistically representative) inputs, namely each time a 
transition in the underlying HMM occurs.  For these reasons 
the system is able to avoid stationarity, and get smooth 
transitions between pairs of adjacent states. 

In short, this hybrid approach (HMM/RNN) takes benefit 
from both paradigms: namely, the long-term modeling 
capability of HMMs, and the smooth generative capabilities 
of RNNs.   

 

6. Conclusions 
In this paper we presented a HMM/RNN-based synthesis 

system of emotional facial expressions during speech, to be 
used in talking heads.  

We already addressed the problem by a statistical approach 
[2], achieving good results but not completely satisfying. 
HMMs (and their “piecewise” behaviour) partially comprised 
the realism (and consequently the naturalness and 
believability) of XYZ sequences generated by the models 
themselves. By the new proposed approach, here presented, 
we aimed at investigating a novel solution to the modelling 
problem of emotional facial expressions, and at the same time 
to overcome the intrinsic limitations of the previous approach. 

As seen by the experimental results, the proposed approach 
turned out to be more suitable to model the emotional facial 
expressions during speech than HMM-based system. 
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