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Abstract
Automatically recognizing pain from video is a very useful ap-
plication as it has the potential to alert carers to patients that are
in discomfort who would otherwise not be able to communi-
cate such emotion (i.e young children, patients in postoperative
care etc.). In previous work [1], a “pain-no pain” system was
developed which used an AAM-SVM approach to good effect.
However, as with any task involving a large amount of video
data, there are memory constraints that need to be adhered to
and in the previous work this was compressing the temporal
signal using K-means clustering in the training phase. In visual
speech recognition, it is well known that the dynamics of the
signal play a vital role in recognition. As pain recognition is
very similar to the task of visual speech recognition (i.e. recog-
nising visual facial actions), it is our belief that compressing
the temporal signal reduces the likelihood of accurately recog-
nising pain. In this paper, we show that by compressing the
spatial signal instead of the temporal signal, we achieve better
pain recognition. Our results show the importance of the tem-
poral signal in recognizing pain, however, we do highlight some
problems associated with doing this due to the randomness of a
patient’s facial actions.

Index Terms: facial expression, pain, action units (AUs), visual
speech recognition, active appearance models (AAM)

1. Introduction
In a clinical setting pain is difficult to assess and manage, and
is often measured by patient self report. Self report is affected
by differences in clinicians’ and sufferers’ conceptualization of
pain [2], and is not able to be used for young children, patients
who are unconscious or patients who require assisted breath-
ing. Significant efforts have been made to gaining an insight
into how humans identify reliable and valid facial indicators of
pain (see [3] for overview). Most of these efforts has concen-
trated on a person’s facial expression, when they are in pain
(see Section 2). These methods require manual labelling of fa-
cial action units or other observational measurements by highly
train observers [4, 5], which most must be performed offline,
which makes them ill-suited for real-time application in clinical
settings.

(a) (b)

Figure 1: In this paper, we develop a system which can rec-
ognize a person in either a state of (a) “pain” or (b) “no-pain”
from a video sequence. When a patient is in acute pain, it is vis-
ible that the patient’s head motion and expression changes. In
this paper, we modify the system proposed by Ashraf et al. [1]
by better utilising the dynamic nature of the signal by finding a
compact representation of the pixel data.

In the past several years, significant progress has been made
in the machine learning to automatically recognize facial ex-
pressions related to emotion [6, 7]. While much of this effort
has used simulated emotion with little or no head motion, sev-
eral systems have reported success in facial action recognition
in real-world facial behavior, such as people lying or telling the
truth, watching movie clips intended to elicit emotion, or engag-
ing in social interactions [8, 9, 10]. In real-world applications
and especially in patients experiencing acute pain, out-of-plane
head motion and rapid changes in head motion and expression
are particularly challenging. An example of this is depicted in
Figure 1. This particular scenario was visited recently in the
work by Ashraf et al. [1], where they automatically tried to
recognise pain from video clips of patients undergoing treat-
ment for pain.

In any face analysis task (i.e. face recognition, visual
speech recognition, emotion recognition etc.), the extracted fea-
tures used to represent the face is central to the overall success
of the system. Both appearance and shape representations have
been investigated and used to good effect across all these tasks,
with each representation having both their respective advan-
tages and disadvantages (see [11, 12, 13] for overviews). Active
appearance models (AAMs) [14], which essentially decouple
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shape and appearance parameters from the face has shown itself
to be effective in the task of expression recognition, especially
in the context of non-rigid head motion [15, 16]. In the pain/no-
pain recogniser developed by Ashraf et al. [1], they used AAMs
to track the patient’s face and used the resulting shape and ap-
pearance features as the input into a support vector machine
(SVM) (see Section 3). The best performing features used in
this system were a combination of the shape and appearance-
based features (i.e. the points of the AAM 2D mesh as well as
the raw pixels contained within the mesh), which resulted in a
very high dimensional feature vector per frame (∼ 27000).

Having such a high dimensional input feature is problem-
atic, especially when there is a large amount of training exam-
ples from video data, as the training of the SVM classifier be-
comes prohibitive due to the memory constraints. As a method
of bypassing this problem, Ashraf et al. performed K-means
clustering on the training sequences, which alleviated this con-
straint. In visual speech recognition, it is well known that the
dynamics of the signal play a vital role in recognition. As pain
recognition is very similar to the task of visual speech recogni-
tion (i.e. recognising visual facial actions), it is our belief that
compressing the temporal signal reduces the likelihood of ac-
curately recognising pain. This assertion is also backed-up by
Tong et al. [13], who note that temporal information is useful
in expression recognition, as expressions evolve over time. As
such, we feel that a better approach to this problem is to re-
duce the number of features per frame, rather than the number
of frames.

As this is a well defined problem in image processing, an
obvious method of achieving this is to apply principal com-
ponent analysis (PCA) to project the raw pixels into a lower-
dimensional subspace [17]. However, as we are dealing with a
large amount of video data, we are faced with the same prob-
lem as training the SVM as the training of PCA space can be as
equally prohibitive. As we are only after a lower-dimensional
representation of the raw pixels, this problem can be circum-
vented by using a linear transform such as the two-dimensional
discrete cosine transform (DCT). In visual speech recognition,
the DCT has shown itself to be on par with PCA [18], with hav-
ing the added advantage of not requiring any prior knowledge
of the training examples (Section 4).

Motivated by this property, we make the following contri-
butions:

• We address the problem of compressing the temporal
signal by better utilizing the temporal nature of the in-
put video by reducing the amount of appearance-based
features by using the DCT. In a host of experiments, we
show that we can get better pain recognition via this ap-
proach (Section 4 and 5).

• We also show that incorporating the dynamics of the pain
signal is very difficult as there is no nominal duration for
either the pain/no-pain states (i.e. a person can be in pain
or no pain for a long or short time and often multiple
times) (Section 6).

We hope that this work can form the basis of future work, espe-
cially when the amount of video data is increased.

2. Recognizing Pain from Video Data
Automatic facial pain recognition is a relatively new area of
study. However, much is known about how humans facially ex-
press pain from studies into behavioural science. Most of these
studies encode pain from the movement of facial muscles into

a series of action units (AUs), based on the facial action cod-
ing system (FACS). In terms of FACS, pain is associated with
the following AUs: brow lowering (AU4), cheek raising (AU6),
tightening of eyelids (AU7), wrinkling of nose (AU9), raising
of upper lip (AU10), deepening of nasolabial furrow (AU11),
pulling at corner of lips (AU12), horizontally stretching lips
(AU20), parting lips (AU25), dropping the jaw (AU26), stretch-
ing mouth open (AU27) and closing eyes (AU43) [19].

A certain individual will exhibit a number of the above ac-
tion units over the time when pain is experienced, but is very
unlikely to exhibit them all. How a person facially expresses
pain may be influenced by the source of the pain, the social
context in which the pain is occurring, and the gender and age
of the patient [19]. The severity of the pain is also shown to be
a factor, with lower face action units tending only to appear in
extreme pain, or when pain was faked (and an intensified cari-
cature was expressed)[19].

For this paper, we use the UNBC-McMaster Shoulder Pain
Expression Archive database which was also used by Ashraf et
al. [1] (see Figure 1 for an example). For this database video of
the faces of adult patients (129 subjects - 63 male, 66 female)
with rotator cuff injury were recorded while a physiotherapist
manipulated their affected and unaffected shoulder. Each sub-
ject was seen in “active” and “passive” conditions. In the ac-
tive condition, subjects initiated shoulder rotation on their own;
in passive, a physiotherapist was responsible for the movement.
Camera angle for active tests was approximately frontal to start;
camera angle for passive tests was approximately 70 degrees to
start. Video of each trial was then rated by a FACS coder. For
this work, pain intensity was defined as the sum of intensities
of AU4, AU6 or AU7 (whichever is higher) and AU9 or AU10
(whichever is higher) and AU43. The sequences which had pain
intensities of 3 and higher were defined as pain.

Out of the database, we used 142 sequences from 20 dif-
ferent speakers (51 pain and 91 no-pain). Many subjects were
excluded due to the patient’s face being out of frame, glasses,
facial hair, bad image quality, occulsion and hair in face. Even
though this is still a subset of the overall database, it must be
noted that it is a considerable increase in data when compared
to the initial work of Ashraf et al. [1] where only 84 sequences
were used.

3. Baseline Pain Recogniser
In [1], Ashraf et al. developed a system based on active appear-
ance models (AAMs) and a support vector machine for pain
recognition. The following subsections describe each of the
modules within this system. In our experiments, we use this
system as our baseline pain recogniser.

3.1. AAM Tracking and Derived Features

AAMs have been demonstrated to produce excellent alignment
of the shape model to an unseen image containing the object
of interest. In general, AAMs fit their shape and appearance
components through a gradient descent search, although other
optimization methods have been employed with similar results
[14]. Keyframes within each video sequence were manually la-
belled, while the remaining frames were automatically aligned
using a gradient descent AAM fit described in [23].

The shape s of an AAM [14] is described by a 2D trian-
gulated mesh. In particular, the coordinates of the mesh ver-
tices define the shape s. These vertex locations correspond to
a source appearance image, from which the shape was aligned.
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Figure 2: Depicts the process of tracking and extracting features
from a patient’s face for pain recognition.

Since AAMs allow linear shape variation, the shape s can be
expressed as a base shape s0 plus a linear combination of m
shape vectors si:

s = s0 +

m�

i=1

pisi (1)

where the coefficients p = (p1, . . . , pm)
T are the shape param-

eters. These shape parameters can typically be divided into sim-
ilarity parameters ps and object specific parameters po, such
that pT = [pT

s ,p
T
o ]. Similarity parameters are associated with

geometric similarity transform (i.e. translation, rotation and
scale). The object-specific parameters, are the residual parame-
ters representing geometric variations associated with the actual
object shape (e.g., mouth opening, eyes shutting, etc.). Pro-
crustes alignment [14] is employed to estimate the base shape
s0.

Once we have estimated the base shape and shape param-
eters, we can use this information to derive features from the
face. In the baseline system, we extract the following features:

S-PTS: similarity normalised shape, sn, refers to the 68 ver-
tex points in sn for both the x- and y- cooridinates, re-
sulting in a raw 136 dimensional feature vector. These
points are the vertex locations after all similarity varia-
tion (translation, rotation and scale) has been removed.
We use procrustes analysis to remove this variation.

C-APP: canonical appearance a0 refers to where all shape
variation has been removed from the source appearance
except the base shape s0 (i.e. just the raw pixels within
the 2D mesh defined by the base shape). This results in
an approximately 27,000 dimensional raw feature vector.
A mask is applied to each image so that the same amount
of pixels are used.

S-PTS+C-APP: combination of shape and appearance fea-
tures sn + a0 refers to the shape features being concate-
nated to the appearance features.

An example of the entire process is depicted in Figure 2. Given
a video sequence, for each frame (top left) an AAM is fitted to
a patient’s face (top right). Once all the frames in the sequence

has been tracked using the AAM, the shape of each frame is
determined once the translation, rotation and scale variation has
been removed (bottom left). From this shape, the canonical ap-
pearance is then extracted, which essentially just refers to the
raw pixels within the 2D mesh defined by the shape parameters
(bottom right).

3.2. SVM Classification

As we are dealing with a temporal signal, the most obvious clas-
sifier to use for this work would be the hidden Markov model
(HMM), as HMMs have proven themselves to be the best clas-
sifier to model and recognise temporal signals – heavily moti-
vated by the work conducted in speech recognition [24]. Lien
et al. [25] employed such a strategy to recognisee AUs. In this
work each AU or AU combination is assigned to an individual
HMM, which is a very costly endeavour when one considers
the amount of HMMs there will be due to the number of AU
combinations. However, this is not of a concern in this paper
as we are only dealing with pain and no-pain classes (although
this is a concern for our future work when we will focus on AU
recognition). But seeing that we are dealing with a binary deci-
sion (i.e. pain or no-pain), a better solution to this problem is to
use support vector machines (SVMs), which is the reason why
Ashraf et al. [1] employed such a method.

SVMs have been proven useful in a number of pattern
recognition tasks including face and facial action recognition.
SVMs attempt to find the hyperplane that maximizes the mar-
gin between positive and negative observations for a specified
class. A linear SVM classification decision is made for an unla-
belled test observation x∗ by,

wT x∗ ≷true
false b (2)

where w is the vector normal to the separating hyperplane and
b is the bias. Both w and b are estimated so that they minimize
the structural risk of a train-set, thus avoiding the possibility of
overfitting to the training data. Typically, w is not defined ex-
plicitly, but through a linear sum of support vectors. As a result
SVMs offer additional appeal as they allow for the employment
of non-linear combination functions through the use of kernel
functions, such as the radial basis function (RBF), polynomial
and sigmoid kernels. A linear kernel was used in our experi-
ments due to its ability to generalize well to unseen data in many
pattern recognition tasks [26]. Please refer to [26] for additional
information on SVM estimation and kernel selection.

As the number of training frames from all the video se-
quences was prohibitively large to train the SVM, in training
each video sequence was first clustered into a preset number of
clusters. Standard K-means clustering algorithm was used, with
K set to a value that reduces the training set to a size manage-
able by SVM (in this work K = 20). As such, the K-means
clustering was only applied to the C-APP and C-APP + S-PTS
features. Linear SVM training models were learned by itera-
tively leaving one subject out, which gives rise to N number of
models, where N is the number of subjects. For the training of
the respective pain

Since the ground truth was available at the level of an entire
video sequence, all the clusters belonging to a pain containing
sequence were considered as positive (pain) examples, while
clusters belonging to no-pain sequence were counted as nega-
tive training examples.
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(a) (b) (c) (d)

Figure 3: Given the original image (a), this can be represented using less features via the DCT using the top (b) 100 features, (c) 200
features, and (d) 500 features. Using more than 500 features made the training the SVM models prohibitive.

3.3. Video Sequence Prediction

While learning was done on clustered video frames, testing was
carried out on individual frames. The output for every frame
was a score proportional to the distance of test-point from the
separating hyperplane. In order to predict a video as a pain
sequence or not, the output scores of individual frames were
summed together to give a cumulative score for the entire se-
quence:

Dsequence =

T�

i=1

di (3)

where di is the output score for the ith frame and T is the total
number of frames in the sequence. Having computed the se-
quence level cumulative score in above, we seek a decision rule
of the form:

Dsequence ≷pain
nopain Threshold (4)

Using this decision rule, a threshold was set such that false ac-
cept equaled false reject rate (i.e. equal error rate point was
computed).

4. Compact Appearance-Based Features via
the DCT

As mentioned previously, an popular way of gaining a compact
representation of appearance-based features is through PCA
(e.g. eigenfaces [17]). However, as we are dealing with a large
amount of video data, the training of PCA space can be as pro-
hibitive. As this is a similar problem faced in visual speech
recognition, a method of alleviating this concern is through the
use of the discrete cosine transform. In [18], Potamianos et
al. gained comparable performance using both DCT and PCA
features. However, it should be noted that the DCT has the ad-
vantage of not requiring any prior knowledge of the training
examples and also being quick to execute.

The DCT is conducted as follows. Given a grayscale frame
of dimension D = L × W , at pixel location (l, w), the two-
dimensional DCT of the frame, It(l, w), can be computed as
follows

Ft(l, w) =

�
2

L

�
2

W
clcw

L−1�
i=0

W−1�
j=0

It(i, j)

cos
(2i+ 1)lπ

2L
cos

(2j + 1)wπ

2W
(5)

where l = 0, 1, . . . , L − 1 and w = 0, 1, . . . ,W − 1. This is
for when cl,w =

1√
2

for l, w = 0 and cl,w = 1 for l, w �= 0. In

the above expression, L and W refer to the length and width of
the image frame in pixels respectively.

No compression on the DCT image ,Ft(l, w), has taken
place in the form given in Equation 5. All this has achieved
is transforming the image from the spatial domain into the fre-
quency domain, similar to what the discrete Fourier transform
(DFT) does. However, the form of Ft(l, w) lends itself to be
compressed as the coefficients within the transformed image are
grouped according to their importance. A convenient way to
scan the two-dimensional DCT is the zig-zag scheme used in
the JPEG standard [27] because it groups together coefficients
with similar frequency. As such, the top M coefficients accord-
ing to this pattern represent information within the image which
contains the most variability or information which is used to
represent the given image. Figure 3 shows examples of the re-
constructed images using the various numbers of M . As can be
seen in this figure, low number of features such as M = 100
looks vaguely like the original (b). However, as the number of
features used is increased to M = 200(c) and 500(d), the more
the reconstructed image look like the original (a). For this paper,
to see the impact on using a compact representation of the ap-
pearance features we used M = 100, 200 and 500. Using more
than 500 features made the training of the SVM prohibitive due
to the large amount of memory it required.

5. Experiments and Results
5.1. Pain Model Learning

To determine what impact the K-means clustering had on train-
ing the SVM for the appearance-based features, we compared
the features used in the baseline system to our DCT based ap-
pearance features. As such the following features were com-
pared: S-PTS, C-APP (just raw pixel values), C-APP-DCT (for
100, 200 and 500 features), C-APP+S-PTS (vertex points plus
raw pixel values), and C-APP-DCT (vertex points plus 100, 200
and 500 DCT features).
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Features

S-PTS C-APP S-PTS+C-APP

Baseline 71.83 69.72 68.31

DCT(100) — 73.94 77.46

DCT(200) — 69.72 79.58

DCT(500) — 73.94 80.99

Table 1: The total classification rate (%), which refers to the
percentage of pain sequences classified as pain and percentage
of no-pain sequences classified as no-pain.

To check for subject generalization, a leave-one-subject out
strategy was employed for cross validation. Thus, there was
no overlap of subjects between the training and testing set. As
mentioned earlier for the baseline system, as the number of
training frames from all the video sequences was prohibitively
large to train an SVM, in training each video sequence was first
clustered into a preset number of clusters. Standard K-means
clustering algorithm was used, with K set to a value that re-
duces the training set to a size manageable by SVM (in this
work K = 20). As such, the K-means clustering was only ap-
plied to the C-APP and C-APP + S-PTS features.

All of these models were trained using linear SVM and
were learned by iteratively leaving one subject out, which gives
rise to N number of models, where N is the number of sub-
jects. Classifying whether the video sequence was either pain
or no-pain was performed in the same manner as described in
Section 3.3.

5.2. Results

Table 1 shows the classification rate of each of the representa-
tions. In the baseline system, it can be seen that S-PTS repre-
sentation gains the best performance with a classification rate
of 71.83%, out performing the C-APP (69.72%) features. This
shows that both the shape and appearance features are important
in recognising pain. It is somewhat puzzling however that the
combined features of S-PTS+C-APP was worse than both these
individual rates. A problem we found with this was tuning of
the threshold as it was – a possibly from the high dimensional

For the C-APP features when the DCT was employed it can
be seen that the classification rate is actually improved, although
there is no trend suggesting which number of features is opti-
mal. Again, there was issues with tuning the data due to the
small amount of data used. However, when we combined the
C-APP features with the S-PTS, there is a clear trend suggest-
ing that by compressing the temporal signal in the training of
the SVM, important dynamic information is lost which reduces
the amount of useful visual pain information emanating from
the original signal. The results also show when more DCT fea-
tures are used with the S-PTS, the results get better with the
classification rates going from 77.46% to 80.99% for DCT fea-
tures going from 100 to 500. This result is somewhat intuitive
as it is to be expected when more appearance data is included,
the pain classification rate improves.

6. Discussion and Future Work
In this paper, we developed a pain recognition system based on
the previous work of Ashraf et al. [1] using AAMs and SVMs,
which we used as our baseline system. However, as a means of
preserving the dynamics of the original signal we formulated an
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Figure 4: An example of the pain intensities from a video se-
quence. As pain is defined as having a pain intensity of 3 and
above, we can see in the first spike the duration of pain lasts for
around 15 frames. The second pain spike lasts for around 50 or
more frames, whilst the last spike lasts for 5 frames. After this
final spike no pain is shown by the patient.

alternative method to make the computation of the SVM clas-
sifier viable by compressing the appearance-based features us-
ing the DCT. This is compared to the baseline system which
compressed the temporal signal by using K-means clustering.
From our results, it can be seen that by using this approach we
achieved better pain recognition than the baseline system. This
result highlights the importance of preserving the temporal sig-
nal in recognizing pain. We believe this result is important, as it
gives us motivation to proceed with this approach when we are
dealing with a lot more data. We also intend to use this alterna-
tive system as our baseline for our next work which will focus
on recognising specific AUs.

Also for our future work, we intend to make more use of the
dynamics of the video signal by investigating methods of incor-
porating this into our feature set. In visual speech recognition,
it has been shown that incorporating the dynamic speech infor-
mation into the features has significantly improved the recogni-
tion performance. The most successful means of doing this is
by appending adjacent frames onto the frame of interest [18].
By doing this, the features essentially capture both spatial and
temporal components effectively. Generally, in emotion recog-
nition, no such approach to incorporating the dynamics of the
temporal signal has been performed. A potential problem with
this is the random duration and occurrence that certain emo-
tions can last. For example for pain, a patient may experience a
short, sharp pain - eliciting a facial response lasting a couple of
frames. Contrastingly, the pain may also be longer in duration,
or may occur many times in a sequence. As such, the patient
may visibly show this pain for longer periods of time or multi-
ple times. An example illustrating these scenarios is shown in
Figure 4.

In the final version of this paper we plan to include our ex-
periments which incorporate the dynamic information into the
features by concatenating adjacent ±J frames around the one
of interest. From our preliminary experiments we have found
that incorporating temporal information in this way actually de-
grades performance. We believe this to be caused by the fact
that the duration of the pain signal is so random.
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