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Abstract 
Here we introduce our new text-to-AV (speech and face 
animation) system created for our Thinking Head project that 
provides a modular research platform to the AV community. 
This includes a novel phone-to-face motion module capable 
of synthesizing face animation from triphone data. Using 
phoneme timing information from human speech and 
combining this with information derived from our speech face 
motion database built from motion capture data, we build 
correspondences between di- and tri-phones, and face motion. 
A comparison between face motion synthesized from speech 
using only our system and face motion generated from motion 
capture during speech verifies our capability to synthesize AV 
speech motion with equivalent quality as for motion-capture-
driven speech face motion. 
Index Terms: facial animation, auditory-visual synthesis 

1. Introduction 
The main aim of our “Thinking Head” project (see 
Acknowledgments) is to develop a Thinking-Talking Head, 
an advanced embodied conversational agent that can be used 
as a research platform for various human-computer 
interaction applications.  We are building a modular system 
which will allow any researcher to select, easily use and test 
any individual module.  In this paper, we describe a text-to-
Auditory-Visual synthesis system designed for this Thinking 
Head project. 
 

2. Text-to-AV system 
In building the text-to-AV portion of this plug-and-play 
platform (Figure 1) we incorporate both available 
technologies and newly created speech and face synthesis 
solutions. This component receives text data intended as 
speech for the animated face, and generates the speech and 
corresponding face motion as output. The system consists of 
four major parts: a TTS module; a face animation module; a 
phoneme-to-face motion database; and a phoneme-to-face 
animation generator. 
 
We choose the Festival Speech Synthesis System [1] as the 
text-to-speech (TTS) module because of its usability, and a 
Real-time Talking Head (TH) animation system [2] with a 
condensed Principal Component Analysis (PCA)-based 
parameterisation based on our previous research results for 
the animation module. For our new speech-driven animation 
stream, we established a phoneme-driven relationship 
between speech and face synthesis, with the TTS contributing 
the time-varying phoneme information. The animation 
generator composites face motion from a series of phoneme 
inputs by grouping triphones. Triphone-based face motion in 
the database is adjusted by time warping according to the 
input duration and phoneme onsets, and each adjusted face 
motion is combined with neighbouring motion with a simple 
blending algorithm.  The composed face motion, still in PC 

representation, is mapped to the face deformations of 3D face 
models by the real-time TH face animation module. Although 
the motion generator is designed for compatibility with our 
current real-time TH animation system, we allow 
generalization to other animation systems through use of a 
face animation data description file. 
 
 
 

 
Figure 1: Overview of the text-to-AV synthesis system. 

 
 
The key to this system is the development and use of the 
newly built phoneme-to-face motion database discussed 
below. After discussing the details of the database and the 
animation generator that makes use of it, we present an 
evaluation of our initial text-to-AV implementation.  
 
 

2.1. Phoneme-Face Motion Database 

The current focus of our phoneme-face motion database is on 
building a variety of expressive face motion for target 
language models. We start by collecting data from one subject 
per model (e.g., one male subject for an English male model), 
and generalize the face motion for re-use. Thus far we have 
developed a successful small database using Japanese from a 
Japanese male subject, and are now building an expanded 
version for an Australian English male voice. Our current 
system begins with neutral speech, with planned expansions 
to include emotional speech and expressions, and non-verbal 
communication cues. 
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In our system face motion data are represented by principal 
components (PCs) to reduce the dimensionality of animation 
parameters while retaining salient movement data, and to 
simplify various numerical calculations in the data 
registration and generation stages. We collect speech and 3D 
face motion data from a subject using the OPTOTRAK 
system (Northern Digital) or the Vicon MX system (Vicon 
Motion Systems).  English data collection consists of 
vocalizing selections from TIMIT, CID and locally designed 
sentences in various speech conditions: normal / whisper / 
louder speech, and emotional speech.  In addition various 
non-verbal communication cues and spontaneous behaviours 
are recorded for further analysis and synthesis purposes. Then 
a speech recognition engine performs phoneme labelling on 
recorded audio files using phonetic transcriptions of the 
experiment sentences.  
 
Our Japanese data collection set consists of 80 sentences 
phonetically chosen from newspapers, recorded at ATR in 
Japan for neutral speech vocalization. Face motion was 
recorded using 18 OPTOTRAK markers at 60Hz, and audio 
was recorded at 10kHz using an OPTOTRAK ODAU II, and 
48kHz using Digital Betacam while recording front view 
video.  
 
Following the data collection we used the grammar-based 
speech recognition software “Julian” (part of the open-source 
software “Julius”, a large vocabulary continuous speech 
recognition engine [3]) to label phonemes in 16kHz audio 
files which were re-sampled from audio tracks of Digital 
Betacam.  Using a Japanese language model (comprised of 
60,000 lexicon trained by web articles) and an acoustics 
model (speaker independent, phonetic tied-mixture (PTM) 
triphone model), which are freely available with the “Julius” 
dictation kit [4], along with a phoneme transcription of each 
sentence, highly accurate phoneme labelling in 100Hz 
resolution (160 frame shift applied to the 16kHz audio files) 
was done automatically. 
 
PCA was applied to the 3D face motion data (18 markers x 
[x,y,z] = 54 dimensions), and linear combinations of the top 
10 PCs (which covers 99.1% of the total variance) in each 
frame are used to represent face motion in place of the 
original 54 dimensions. We call these time-varying linear 
combination values  “PC trajectories”.  PC trajectories are 
then converted to 300Hz from the original 60Hz by up 
sampling using second order splines to increase the number of 
frames for each phoneme.  Then the trajectories are divided 
into phoneme related segments (triphone, diphone and 
monophone) according to the phoneme labelling results, and 
are indexed using the following information to build a 
phoneme-face motion database (or more specifically, a 
phoneme-PC trajectory database): 
- Phoneme name 
- Onset-Duration vector: 1-3 dimensions 
          Monophone: vm  (duration of the phoneme) 
          Diphone: vd (onset of the second phoneme, diphone     
                                duration) 
         Triphone: vt (onset of the second phoneme, onset of  
                                the third phoneme, triphone duration) 
The indexing information currently target normal speech. 
Other information will be added in the future for controls such 
as whisper, louder speech, emotional speech, and so on.  
Furthermore, any silent pauses before and after phonemes are 
included as a part of the triphone, and stored in the database. 

2.2. Phoneme to face motion generation 

To synthesize speech-synchronized face motion, timing data 
for each phoneme is required.  Such timing information is 
easily available from the Festival system as a ‘*.seg’ file, 
which contains a series of space-separated time-phoneme text 
data.  Our Text-to-AV system uses this file, or can use any 
similar text file data provided by comparable TTS engines.   
 

 
Figure 2: An example of phoneme data from a festival 
output file converted to a triphone and associated 
onset-duration vector. 

 
Phoneme-Face Motion Database Query: The phoneme-to-
face motion generator receives the time-phoneme data and 
converts it to a triphone and onset-duration vector. Figure 2 
shows an example for the input sentence which starts with 
“How do you…”.  Then for each input triphone, the generator 
searches for a matching triphone/onset-duration vector pair in 
the database using the following strategy. First, it searches for 
any triphone data with the exact same onset-duration vector.  
A single match is selected, or, if multiple matches exist, a list 
of these entries is created, with the final selection being made 
in the PC trajectory synthesis stage. If the triphone is found 
but there is no matching entry for the onset-duration vector, 
all matching triphone entries are listed, with final selection 
again postponed as noted above. If the input triphone does not 
exist in the database, the triphone will be divided into two 
diphones, and the generator will look for matching diphones 
in same way. If the input diphone does not exist monophones 
will be used. 
 
PC Trajectory Generation: Once all input triphone data are 
processed and specific database entries or entry lists are 
defined, final PC trajectory synthesis is performed.  In this 
stage, PC trajectories are defined for each phoneme from 
multiple triphones, and then concatenated sequentially. If 
multiple candidates exist due to multiple exact matches, or a 
list of triphones exists with no exact vector matches, PC 
trajectories that are already synthesized in the previous 
phoneme segment will be used to find the closest entry for 
both the onset-duration vector and the PC trajectory of the 
first frame of the second phoneme in that triphone. Where no 
exact vector match exists, once the triphone is specified, the 
duration of each phoneme is adjusted by time warping. The 
same procedures will be performed for diphones and 
monophones that are used in place of missing triphone data. 
 
After all phone–face motion sets are prepared for the input 
sentence, all PC trajectories in each overlapping phoneme 
segment will be smoothly blended and concatenated. All 
phonemes except the first two and last two of the sentence 
will be synthesized from three triphone sets.  For example, in 
Figure 2, the first phoneme will be generated from one single 
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triphone entry (‘pau’== silence motion from ‘pau-hh+aw’), 
the second phoneme will be synthesized using two triphones 
(‘hh’ from ‘pau-hh+aw’ and ‘hh-aw+d`),  and the others will 
use three triphones ‘aw’ from ‘pau-hh+aw’, ‘hh-aw+d` and 
‘aw-d+uw’ and so on). 
 

2.3. Animation data conversion 

Our motion generator is designed for compatibility with our 
current real-time TH animation system, and so does not 
require any data conversion. However, we plan to 
accommodate other animation systems through use of a face 
animation data description file (e.g., MPEG-4 facial 
animation parameters (FAP) [5], and blend functions). Also, 
although we categorize face motion by phonemes, non-verbal 
expressions and communication cues will be recorded, stored 
and categorized separately from phonemes in the database. 
 

3. Face motion synthesis evaluation 
To evaluate our speech-driven face motion, we use motion 
capture data with phoneme labelled speech not included in the 
database.  Specifically, one of 80 sentences from the Japanese 
male data described in Section 2 was chosen as a test sentence, 
while the remaining 79 sentences were used to build the 
Japanese phoneme-face motion database. 
 

3.1. PC trajectory synthesis 

The phoneme and timing data of the Japanese test sentence 
were fed into our system, and the resulting PC trajectories 
were compared to the original motion capture data trajectories.  
The synthesized face motion shows a good match to the 
original data (correlation coefficient R=.84) in preliminary 
tests. Figure 3 shows an example of a synthesized PC 
trajectory (first PC) and the original PC trajectory.  The 
vertical lines indicate the boundaries of phonemes in the input 
sentence (and each transcription is listed in the upper half of 
the figure). The bold line is the synthesized trajectory, and the 
thin line is the original trajectory (recorded data). 
 
For most cases, significant errors between the original and 
synthesized trajectories are found in the silent pauses (labelled 
as ‘pau’) before and after the entire sentence. (See Figure 3.) 
This is mainly due to using original recorded data without 
editing: the silent pause before speech often contains breath 
intake action. Analysing and categorizing such actions into 
the database is expected to both increase the reality of the 
animation and improve the correlation coefficient. Also we 
find non-smooth trajectory changes at the phoneme 
boundaries. (In this figure, the most obvious one is between 
the first ‘pau’ and ‘o:’.)  This is caused by time warping 
trajectories by altering phoneme durations using only C0 
continuity, ensuring trajectories are continuous, but not their 
derivatives. Further criteria will be imposed in the near future 
to improve the kinematic accuracy of the motion by exploring 
human movement characteristics such as the minimum-jerk 
criterion. Lastly, some jagged trajectories can result from 
simple smoothing between three (or two) different triphone 
motion trajectories (around 3.5s in Figure 3, for example).  
This effect often happens when an offset value of a PC 
trajectory is quite different from the offset of its neighbour. 
This problem can be improved by either increasing the 
training sentences for the database or developing more 
sophisticated time warping and smoothing algorithms. 

 

 

Figure 3: Example of a synthesized PC trajectory and 
an original PC trajectory (first PC only) for Japanese 
male data.  

3.2. Animation synthesis 

The synthesized PC trajectories were used by our current 
animation server to produce the speech and visualized face 
motion using the original recorded voice.  The jagged motion 
discussed in Section 3.1 is more noticeable than problems 
related to C0 continuity.  If AV speech experts look carefully 
at these animations, they can easily tell that something is 
wrong, and perhaps identify inaccurate face motion. However, 
our system has great potential as an easy to use, modular text-
to-AV synthesis system, requiring only simple text input. Our 
current face model lacks various features such as teeth, a 
tongue, hair, eyeballs and gaze control, which may disturb 
some viewers.  However, we will import various face models 
with such functions in future versions. These variations will 
then be available for AV perception tests and human-
computer interface evaluations. 

4. Conclusions and discussions 
We described a new modular text-to-AV synthesis system 
developed for the Thinking Head project where face motion is 
synthesized using our pre-defined phoneme-face motion 
database with phoneme and timing data available from a TTS 
module. The current face motion generator uses simple linear 
time warping and a motion trajectory blending algorithm. 
Inaccuracies in the synthesized kinematic motion will be 
improved in future versions by incorporating human 
movement characteristics such as the minimum-jerk criterion.  
Furthermore, emotional facial expressions and other forms of 
non-verbal communication, and emotional-AV speech will be 
implemented for specific Thinking Head applications. 
 
Even though the current system is specialized for a specific 
TTS module (Festival) and a specific facial animation module, 
other TTS engines and animation components can be easily 
integrated.  For example, if a new TTS engine can output 
phoneme and timing information, it can replace Festival.  
Some commercial TTS engines lack such functionality, but 
allow users to input phoneme-timing (e.g., the North 
American English TTS engine built in Mac OS X[6]).  In this 
case, Festival could be used as a “phoneme timing generator”, 
passing input parameters to the new TTS engine in order to 
gain access to more voices. The hardest case is when a new 
TTS engine lacks any phoneme-timing control input and 
output: this TTS engine then becomes a black box which may 
be desirable because of its high quality or reliability.  To use 
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this type of TTS, an extra speech recognition engine is needed 
to acquire phone timing from its synthesized speech.  
 
In reality, since many open-source and proprietary TTS 
engines have the capabilities necessary for AV speech 
synthesis (even though most of them are neutral speech only), 
this most difficult case is not likely to occur. However having 
a speech recognition engine integrated into our system would 
be useful for “Wizard of Oz” type AV synthesis: if the speech 
recognition engine is reliable and runs in real-time, we can 
use actual human speech as an input source and achieve 
interactive AV speech synthesis for a variety of interactive 
applications. 
 
On the other hand, replacing the face animation module 
demands more development effort than replacing the TTS 
module as it requires generating different animation 
parameters from our phoneme to face motion generator.  For 
example, using MPEG-4 FAP, or key frame animation 
techniques based on blend functions between pre-defined face 
postures requires some interpretation of target face structure 
to synthesize reasonable visual speech animation. 
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