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ABSTRACT

Previous studies in audiovisual speech perception
have concentrated mainly on situations in which
the auditory information is degraded or presented
in noise, or situations in which the visual and
auditory information are in conflict, as in the
McGurk effect.  Relatively little work has
addressed the issue of how the availability of
visual information might contribute to levels of
processing beyond that of the phonetic.  We
report here on some initial results from a series of
studies targeting audiovisual processing in lexical
and sentential structures.  We also present pilot
data that indicate visual information may speed
reaction times in phoneme monitoring for targets
presented in neutral sentence contexts.

1. INTRODUCTION

The existence of the McGurk effect [1] has a
number of implications for theories of speech
perception.  On one hand, it clearly demonstrates
that visual information in speech perception is
more than just an adjunct when auditory
conditions are less than ideal, as when speech is
presented in noise [2].  Additionally, it forces any
theory of speech perception to account for how
perceptually distinct sources of information are
combined and a unitary representation perceived.
More generally, we might ask whether the
influence of visual information processing
extends beyond the detection and categorization
of syllables and phonemes.  In our lab,1 we are
investigating the role of visual information in on-
line sentence processing tasks.  Benefits derived
from visual information in speech perception may
be reflected in tasks that tap the processing of
spoken language further downstream.

                                                       
1 The work reported was inspired and initiated by Dr.
Kerry P. Green, who died in December, 1998.  The
studies described follow guidelines and designs of his
devising.

Visual speech information from a speaker’s face
is available sooner than acoustic information [3].
It may be the case that the earlier onset of visual
information initiates the processes of speech
perception in advance of auditory input.  Green
and Gerdeman [4] reported that phoneme
identification times were shorter for items
presented in the visual modality alone than those
presented in the audiovisual modality.  Both
visual only (VO) and audiovisual (AV) items
were identified faster than phonemes presented
solely in the auditory modality (AO).

A recent experiment by Munhall and Tohkura [5]
provides further evidence that visual information
precedes auditory information.  In their
experiments, participants heard gated McGurk
stimuli.  In one experiment, the visual information
played in full while the auditory portions were
gated, in a second experiment the reverse.  Their
results indicated that visual information appeared
to be continuously analyzed over time while
auditory processing relied on certain key points of
greater informative value.  From this, the authors
concluded that the earlier-available and
continuous visual information may serve to prime
the auditory processor.

Most studies in AV speech perception have
concentrated on the smallest segments of speech:
phonemes and syllables.  The role of visual
speech information at post-phonetic levels of
processing is a relatively unexplored area of
investigation. The experiment described below is
part of a larger research program aimed at
assessing the general language processing
benefits, if any, that can be derived in auditory-
visual speech as compared to speech in the
auditory modality alone.  By using a common
stimulus set across a number of experimental
paradigms we plan to test for loci of possible
effects and at lexical and sentence levels.
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2. PILOT EXPERIMENT

We report here on the design and analysis of a
pilot experiment using the phoneme monitoring
task.  The study compares audiovisual and
auditory-only conditions for detecting target
phonemes in running speech.  Our expectation is
that the additional information provided by the
visual component of audiovisual speech should
speed reaction times (RTs) as compared to the
auditory-only condition.

Evidence for both top-down and bottom-up
effects in phonetic perception have been widely
reported.  For example, with regards to influence
of higher order information, experiments by
Warren [6] and extensions by Samuel [7] in the
domain of phonetic restoration indicate that
phonetic percepts are influenced by lexical
context.  In these and other phonetic restoration
experiments, participants hear words in which a
segment is replaced by noise.  Despite this,
participants report hearing the utterance in full.
This indicates a modification of the percept based
on lexically-derived segmental information,
absent from the acoustic signal.

Additional support for the use of top-down
information in phonetic processing can be seen in
the results of Connine and Clifton [8].  Subjects
performed phonetic categorization on VOT
continua for which one endpoint formed a word
and the other a nonword.  Compared to the
boundary for the voicing continuum when stimuli
were syllables presented in isolation, subjects in
this experiment showed a shift in their
voiced/voiceless boundary towards the end of the
continuum that formed a word.  This
demonstrates a bias towards the lexical
interpretation of an ambiguous stimulus item, one
indication of top-down processing.

In contrast, evidence supporting a bottom-up
procedure comes from phoneme monitoring
experiments such as those of Foss and Blank [9].
In their experiment, the frequency of the word
beginning with the target phoneme did not affect
subject reaction times.  For any theory that posits
word identification prior to phoneme
identification, it is implicit that variables affecting
word recognition, such as word frequency, should
influence phoneme monitoring reaction times.
The lack of a frequency effect in Foss and Blank’s
experiment argues against such an interpretation.
Moreover, Foss and Blank also reported no
difference in phoneme monitoring reaction times
for words as compared with non-words.  Again,
the lack of an effect of this lexical-level variable
suggests that phoneme identification can be
achieved independent of word recognition.

This position is bolstered by empirical evidence
provided by Segui, Fraunfelder and Mehler [10].
In their study, they measured phoneme and
syllable monitoring times to targets embedded in
words and nonwords.  They too found no effect of
the lexical status of the word on either phoneme
or syllable monitoring RTs.  Taken together, both
studies suggest strongly that phoneme monitoring
decisions may be made on purely bottom-up
information, although such findings do not
preclude the possibility of alternate (e.g. lexical)
routes existing but taking more time to operate, as
posited in dual-code theories [11].

In summary, the experiment described below is
intended to further explore the role of visual
information at the phonemic level.  The inclusion
of the lexical variable of frequency allows for a
strong test of the top-down influences in this task
while the comparison of AO and AV conditions
will explore differences in the quality or quantity
of bottom-up information.

2.1. Participants

Participants consisted of 28 individuals, who
volunteered to participate for experimental credit
or out of good will.  All subjects had normal or
corrected vision, and no history of speech or
hearing difficulties.  The majority were female
(N=23) and right-handed (N=25).

2.2. Stimuli

Target items were composed of thirty high-
frequency (average = 170.13) and thirty low-
frequency (average = 9.62) words [12].  These
targets were  placed in semantically neutral
sentence contexts at varying locations with the
exception of sentence-final or –initial position.
All sixty target words began with one of three
phonemes from the labial viseme group,
specifically /b/, /p/, or /m/, with twenty words for
each phoneme.  Targets were all preceded by
words ending in a vowel, or the determiners the or
a.

In addition, an equal number of foil sentences
were constructed.  Foil sentences contained foil
phonemes drawn from three other viseme groups.
These phonemes were drawn from the
alveolar/velar stop group, the labial/dental
fricative group and the alveolar fricative group.
They consisted of the phonemes /k/, /f/ and /s/,
respectively. Foil phonemes were embedded in
words that were evenly divided between high-
frequency (average=146) and low frequency
(average=12) words. These words were then
placed in neutral sentence contexts in various
positions excluding sentence-initial.



The face and voice of a speaker producing the
target and foil sentences were first recorded to S-
VHS.  Sentences were produced by a male, native
speaker of American English and at a normal
speaking rate.   These tokens were  subsequently
digitized on a Macintosh G3 computer using a
Media 100 digitizing card.  The sentences were
then digitally trimmed to the sentence duration
and ten black frames inserted at the beginning and
end of each sentence. Subsequently, the auditory
portions of each item were normalized to 100%
using SoundEdit16 software.  Target phoneme
onsets for the labial phonemes were measured
relative to the beginning of the entire token by the
first author.  Tokens were then recompressed in
Cinepack format and entered into a PsyScope [13]
script for presentation to participants.

2.3. Design

The experiment consisted of a 2 (List A vs. List
B) x 2 (AO vs. AV) x 2 (High- vs. Low-
frequency) factorial design.  Mode and Frequency
were within-subject variables while List served as
a between-subject variable.  First, all 120
sentences (targets and foils) were pseudo-
randomly assigned to either the audiovisual (AV)
or auditory-only (AO) condition in experimental
list A.  Each condition (AO and AV) contained
fifteen high- and fifteen low-frequency target
words and fifteen high- and low-frequency foil
words.  In addition, within each condition,
occurrences of each of the six target phonemes
(/b/, /p/ and /m/ for targets; /k/, /s/ and /f/ for foils)
were evenly distributed.  A second experimental
list, B, contained the same sentences but in the
opposite mode condition.  Subjects were
alternately assigned to each list as they were run.
Half the subjects in each list received the AO
block first, and half received the AV block first to
balance for potential order effects.  Within each
blocked condition (AO and AV) and list (A and
B), sentences were presented in a different
randomized order for each participant.

2.4. Procedure

Participants were seated in a sound-attenuated
room, approximately 25 inches in front of a
Macintosh G3 computer with a 17 inch display.
Instructions were given orally by the first author.
The target phoneme to monitor for was presented
at center screen, white against a black background
in Geneva 48 Point Bold.  Targets were displayed
for 1500 ms.  Participants were explicitly
instructed to monitor for a particular sound
(phoneme) rather than the orthographically
presented letter.  Immediately after the target
phoneme was displayed, a sentence was
presented.  In the AO block, the video screen was

black and only the auditory portion of the AV
sentences was presented.  In the AV trials, the
visual signal was displayed center screen at
480x360 pixels.  Participants were instructed that
there would be a target phoneme for every trial
and that the next sentence would not be presented
until a response was made.  Participants used the
index finger of their preferred hand on the space
bar of the computer keyboard to record their
responses.  Reaction time measurement was
initiated at the onset of the stimulus sentence.  An
ITI of 2000 ms separated trials.

2.5. Results

Only experimental items (sentences that contained
labial target phonemes) were analyzed.  Since RT
measurements were initiated at the onset of the
entire sentence, the computer-recorded  RT for
each stimulus item   was adjusted by subtracting
the previously measured target phoneme onset.

Prior to analysis of RTs, inclusionary criteria
based on error data were applied to each subject.
Very slow RTs (over 1500ms) and very fast RTs
(under 150ms) were regarded as errors.  Subjects
who failed to reach 85% correct responses across
the target trials in both conditions were dropped
from analysis.  This left 24 subjects in the final
analysis, equally distributed between the two
experimental lists.

The data were subjected to a mixed ANOVA with
one factor (Experimental List) between subjects
and two factors (Mode, Frequency) within
subjects.  This analysis revealed a main effect of
Mode [F (1,22) = 4.84, p < .05] with the AV
condition faster overall than the AO condition
(see Table 1).  Additionally, the analysis revealed
a significant Mode x Frequency interaction [F
(1,22) = 4.27, p < .05].

Further analysis of the interaction by means of
planned, pairwise comparisons revealed that the
effect of Frequency was only evident for items in
the AO condition.  Phonemes in high frequency
words were detected significantly faster (M=446
ms) than those in low frequency words (M = 471
ms), p < .05.  In contrast,  mean RTs for high-
frequency and low-frequency words in the AV
condition (both 418 ms) were not significantly
different from each other (p = .98).

High

Frequency

Low

Frequency

ALL



AO 446 (90.2) 471 (80.9) 459 (85.7)

AV 418 (64.8) 418 (67.1) 418 (65.3)

ALL 432 (79.0) 444 (78.3)

Table 1: Average RTs (N= 24) for each condition in the pilot
experiment.  RTs are reported in milliseconds, standard
deviations follow each mean in parenthesis.

3. DISCUSSION

The results of the pilot experiment support our
general expectation that auditory-visual speech
would speed performance as compared to
auditory-only presentation in phoneme
monitoring.  The main effect of Mode indicated
that overall, RTs to bimodally presented phoneme
targets were faster than those to phonemes
presented in the absence of visual information.
We also observed a significant lexical effect, but
only in the AO condition.

One interpretation of these speeded RTs for the
AV condition is that the earlier presence of visual
speech articulations sets in motion the process of
classifying the stimuli prior to the presentation of
the acoustic signal.  At the onset of the acoustic
information, some place information, in this case
bilabial, had already been assessed.  In these
stimuli, the acoustic information was completely
supportive of the visual pre-phonemic processing.
The earlier visual information could have speeded
the detection process itself or could have caused
participants to be more confident of their
response.  In the latter case, a more confident
response might have also led to quicker phoneme
detection times.

With regards to a post-lexical route to phoneme
monitoring, the observed interaction between the
lexical variable Frequency and Mode suggests
that post-lexical processes were involved in the
AO condition but possibly not in the AV
condition.  The AO data stand in contrast to the
results of both Foss and Blank [9] and Segui et al,
[10].  Both of these experiments employed AO
monitoring paradigms to assess the contribution
of top-down information in phonetic processing.
Both experiments failed to show any effects of the
lexical variable, such as the frequency or
word/nonword status of the target items.  Our AO
data, however, revealed a significant difference in
RTs to target phonemes in high- versus low-
frequency words.  Possible explanations for these
differences include acoustic differences, subject
differences and stimuli differences between our

study and those of Foss and Blank [9] and Segui
et al. [10].

Subjects in our  AV condition were considerably
faster than in the AO condition.  The lack of a
lexical effect in the AV condition strongly implies
that access in that condition is likely via phonetic
analysis of the bimodal signal. Our findings of no
lexical impact in the AV condition do not
preclude the possibility that access to phonetic
information may also be derived via a post-lexical
route.  Floor  effects might have made it
impossible for us to record a difference in RTs for
phonemes embedded in high versus low
frequency words.  The visual signal may have
provided additional bottom-up information that
speeded lexical processing to such an extent that
frequency effects could not be observed.

4. EXTENSIONS

The experiment reported above represents the first
in a series of planned experiments.  In addition to
adding further variables of interest in the
phoneme monitoring paradigm, two other
experimental paradigms will be explored.  In this
section, we review the forthcoming experiments
in our research program investigating the role of
visual speech in on-line sentence processing tasks.

4.1. The Phoneme Monitoring Task

We will modify the phoneme monitoring
experiment in several ways.  First we will include
practice items in future studies.  The relatively
high error rates observed (over 15% for four
subjects) suggests that this paradigm is somewhat
difficult.  Without practice items, participants
may have had difficulty with the task and relied
on a post-lexical strategy to help them detect the
target phonemes.  It is possible that by including a
number of practice items, participants will be
more comfortable with the task and able to utilize
phonetic strategies to a greater extent.

In follow-up experiments we will familiarize
participants with a set of 12 AO and 12 AV
practice items prior to experimental testing.
These will be constructed similarly to the
experimental items with the following exceptions:

• We will employ an entirely different
speaker for this set of items.

• We will not use any of the same
visemes as found in the experimental
targets or foils.

With these procedures, we can be sure that
subjects are getting practice with only the
requirements of the task and not with any of the
experimental items.



Secondly, we plan to further examine the bottom-
up information that may affect how visual input
influences ongoing speech processing.
Experiments by Walden, Prosek, Montgomery,
Scherr and Jones [14] showed that the visual
information accompanying different consonants
varies in how well it specifies that particular
consonant.  Their results demonstrated that there
are fewer viseme groups than phonemes in
English.  Many phonemes are difficult to
distinguish using only optic information.  In
extending the results described above, we will
examine the contribution of bottom-up
information along these lines.  If the specificity of
optic information varies, as shown by Walden et
al., its impact on speech processing might also
vary.  In the pilot experiment, we used phonemes
from one particular viseme group, the labial
consonants.  We chose these particular targets to
capitalize on their relatively high visual salience.
In further experiments, we intend to examine how
other less salient consonants contribute to lexical
or sentence-level processing.  We hypothesize
that a visually ambiguous consonant, such as /g/
will have less impact at various stages of
processing than the highly constrained visual
information accompanying the labial consonants.

Finally, we are planning an extension that
explores the utility of visual information as a
function of sentence context.  We will compare
how visual information speeds RTs in three
different sentence contexts.  The same word will
be embedded in a neutral sentence context, such
as those used in the pilot experiment, a highly
predictable context, and a context strongly biased
for a different word.

4.2. Gating

In conjunction with experiments employing the
phoneme monitoring paradigm we plan to provide
converging evidence for the contribution of visual
information to the processing of continuous,
undegraded speech using the gating paradigm
[15].  In such a paradigm, participants hear word
stimuli presented in successively longer segments.
Participants respond by attempting to identify the
word and in some cases, by supplying a
confidence rating for their response.  Dependent
variables are normally the size of segment needed
to reach a pre-set criterion of accuracy and
participants’ confidence ratings at various gates.
As in phoneme monitoring, gating responses have
been shown to be affected by phonetic, lexical
and contextual variables (see Grosjean [15] for a
comprehensive review), therefore, it is a task well
suited to our experimental aims.  While the gating
paradigm may not represent an on-line task as
much as phoneme monitoring or lexical decision

[17], many similar variables of interest may be
examined.

By manipulating the bottom-up and top-down
information available to participants, the gating
paradigm will allow for a further exploration of
the interaction between these two sources of
information as well as the contribution of visual
information to processing in both directions.  In
our gating experiments, we plan to manipulate the
frequency  of the gated targets.  As in the
phoneme monitoring paradigm, a frequency effect
in gating will indicate post-lexical processing.
We will also examine the differential contribution
of visual information of different viseme groups
as well as the effects of different sentence
contexts.

4.3. Lexical Decision

In addition to the phoneme monitoring and gating
tasks, we will also examine the influence that
visual information has in a task that forces the
participant to respond to a lexical decision [18].
In an auditory lexical decision paradigm,
participants listen to lists of words and nonwords
and make speeded classification judgements
regarding the item’s lexicality.  Various factors
have been shown to influence the reaction times
measured to these judgements, including the
word’s lexical frequency [19].  Results from this
task  will provide converging evidence for how
the visual signal contributes to speech  processing
beyond the phonetic level.

5. CONCLUSIONS

We have outlined here the preliminary results
from a study elucidating the role of visual speech
information in ongoing speech processing.
Specifically, we have shown a benefit for AV
speech as compared to AO speech in detecting
phonemes using a phoneme monitoring task.  We
interpret these data as showing that the addition of
visual information speeds perceptual processing
of the speech signal such that recognition of its
constituents may precede lexical access.  In the
AO condition phonemes occurring in frequent
words were more rapidly detected than those
occurring in less frequent words.  This finding
suggests that in our auditory-only condition,
phoneme identification occurred after lexical
processing.  Further investigations are planned to
more clearly define the contributions of the visual
signal to the processing of ongoing speech at both
the phonetic and post-lexical stages of processing.
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