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ABSTRACT

In human communication, speech understanding is
greatly improvedby the bimodal acoustic-visual
effect with respect to simple speech communication,
in particular when the communication takes place in
noisy environments.
In this paper we propose a novel synchronization
procedure between text and speech, to reduce the
time consumption in the development of friendly
audio--visual interfaces or authoring tools for
multimedia production. The technique consists of  a
neural network based processing of speech and a
time alignment algorithm. The proposed algorithm is
fast and speaker independent since it uses neural
networks trained to discriminate among broad
phoneme classes and not to recognize speech. This
technique has been used to animate the MPEG-4
compliant face model developed at DIST  [3].

1. INTRODUCTION

The bimodal acoustic-visual effect has been widely
investigated, since the McGurk experiments[5] and
the improvement in understanding due to bimodal
communication has been clearly demonstrated in
literature [2,7], especially in case of a noisy
environment. Moreover many studies demonstrate
that some of the correlation between auditory speech
and articulatory movements can be predicted [2,7].
Any lack of synchronization between speech and
lips movements, on the contrary, has the opposite
effect of deteriorating the understanding of the
message. The bimodal speech cues can be positively
exploited, as investigated by Massaro et al. [4,8], in
man-machine interfaces with a great improvement in
fruition and user friendliness.
In this paper we propose a technique to analyze the
speech waveform and the text and to obtain a good
synchronization  between the  two modalities: visual
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Figure 1: The STA technique: a block description. The
speech is segmented (S), classified and then a Time-
Alignment  (TA) algorithm uses the text information to
produce a time-aligned  phoneme sequence that is use to
synthesize a sequence of visemes.

and auditory. In this way, the lips of a synthetic
talking face can be moved according to the
phonemes extracted from the text while being
synchronized with the actual speech. No speech
recognition is actually involved in the technique
proposed. This algorithm is based on a segmentation
algorithm plus a neural network for classifying
phoneme classes (experiments have been performed
with three and with seven phoneme classes), and a
speech/text time-alignment algorithm. The algorithm
has been developed in a speaker independent way
since it discriminates among only a few broad
phoneme classes.
The paper is organized as follows: Section 2
describes the implementation details of the method,
which we call Segmental Time—Alignment (STA),
used to synchronize audio with text. Section 3
describes some experimental results. Section 4
describes how to convert phonemes to visemes,
and Section 5 describes some straightforward
applications of this technique. Section 6 contains the
conclusions.
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N Class Symbols
1 Vowels  iy, ih, eh, ey, ae, aa, aw,

ay, ah, ao, ay, ow, uh
ux, er, ax, ix, axr, ax-h

2 SemiVowels l, r, w, y, hh, hw, el

3 Stops b, d, g, p, t, k, dx, q

4 Nasals m, n, ng, em, en, eng, ng

5 Fricatives s, sh, z, zh, f, th, v, dh

6 Affricates jh, ch

7 Silence sil

Table 1: The six broad phoneme classes used for the
classification. The seventh class corresponds to silence
and non-speech frames  (the ''symbols'' correspond to the
ones used in the DARPA-TIMIT database). These classes
are related to acoustic information only.

2. THE SEGMENTAL TIME-ALIGNMENT
TECHNIQUE

The Segmental Time Alignment (STA) technique is
based on a cooperative analysis of speech and text.
In Fig.1 a block diagram description of the
algorithm is given. First, utterances are processed
frame by frame to find acoustical homogeneous
segments, then a neural network determines which
class the segment belongs to.  The text is converted
into phonemes using the most common
pronunciation of each word stored in a lexicon (for
the experiments the DARPA -TIMIT lexicon has
been used). Finally, a gradient-descent based time-
alignment algorithm integrates both results to
synchronize speech and text. In the following a
detailed description of each step is given.

2.1. Speech Analysis

The utterances, which are sampled at 16 KHz with
16 bit per sample, have been subdivided in I frames,
each of them 15 ms long with 5 ms overlap.
Each frame f(i) with i= 1,..,I is filtered with a filter
having single real pole in z=0.95 and then
windowed with a hamming window 240 samples
long, obtaining f'(i). For each frame f' (i) an acoustic
vector as(i) is made up concatenating the energy e(i),
the zero--crossing rate z(i) and 12 MEL frequency
cepstral coefficients ck(i) with k=1,..,12 (in some
experiments also the derivatives of energy and
cepstrum have been considered).

        as(i) = [ e(i) | z(i) | c1(i)..c12(i) ]

These acoustic vectors have been normalized with
respect to the variance of each element and then the
Euclidean  distances  have  been computed, for each
pair of consecutive frames, thus  obtaining a
distance vector d. A simple peak peaking algorithm
applied to the distance vector gives a first rough
estimate of the phoneme segmentation (split phase).
Due to the high variance of the acoustic vector in
the spectral domain many more segments than
expected are found. The vector d is processed by a
simple merging algorithm for reducing the number
of segments obtained by a factor of about 1.5 (the
two threshold, one for the peak  peaking algorithm,
the second for the merging algorithm are obtained
by experimental trials). The segments obtained in
the first stage of the algorithm represents an
estimate of the phoneme boundaries. For each of
these segments two average vectors are computed
one for the first half and one for the second half,
then the two averages are concatenated to create the
input pattern p(i) of a Multi Layer Perceptron
Neural Network (MLP). The target t(i) is made up of
zeros except where the class corresponds to the
pattern.
The MLP has been trained with Backpropagation to
discriminate between seven classes: six phoneme
classes (stops, affricates, fricatives, nasals, semi-
vowels, vowels) and silence, defined as in Table 1.

2.2. The Time Alignment (TA) Algorithm

The developed TA algorithm is a variation of a
gradient-descent algorithm, adapted to estimate the
more likely position of the segment boundaries by
minimizing the following function:

 J(X) =  1/N ∑I
i=1(Γi(X)  - Φi(X))    (1)

being X = [ x1 ... xI]  the vector of the starting
instants for the phonemes in the whole utterance;
Γi(X) is the curve obtained by considering the text
segments and Φi(X)  the target function obtained by
the speech segmentation. The starting condition
assumes the segmentation instants xi equally spaced
in time; as time goes on, they are changed according
to the direction of the gradient of the function in
Eq.1, until the overall changes fall under a
threshold.



N Class % correct
1 Vowels 93.4
2 SemiVowels 91.1
3 Stops 60.5
4 Nasals 90.4
5 Fricatives 91.3
6 Affricates 85.2
7 Silence 95.7

Table 2: Scores from the neural classification.

This algorithm has turned out to be very useful even
in the case of a bad segmentation provided by the
MLP, since it can easily overcome local
synchronization problem, as shown in figure 2 c).
Since the algorithm works only on a few segments
(instead of frames), the TA is a fast operation,
requiring a lower computational complexity with
respect to a Hidden Markov Model (HMM) working
in forced alignment mode.

3. EXPERIMENTAL RESULTS

For the training and the evaluation of the
performances of the algorithm the DARPA-TIMIT
[6] database has been used. For the training phase a
set of 380 utterances was selected from 38 speakers:
14 female and 24 male, ten sentences each. For the
testing phase a set of 110 utterances was collected
from 11 speakers: 4 female and 7 male, again 10
sentences for each speaker.
The results for the classification phase are described
in Table 2 where the rate of correctly classified
phonemes are shown. Since the classification stage
depends strongly on the segmentation results, it can
be seen that the best performance are obtained for
the vowels while, the plosives in general are not
well classified. However, the results are good
enough since the TA algorithm can help to
compensate a bad classification, as already seen.
The results for the TA algorithm are shown in
Figure 2, where the thick lines correspond to the
phonemes obtained from the  text and the thin line
the ones estimated by the MLP.
In general, after the TA,  the average distances from
the real segments and the extracted ones result to be
less then 40 ms, that is far under the 80 ms
threshold, considered from subjective trials, to be
the maximum acceptable for having the benefits of a
bimodal  communication.
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Figure 2: Results for the Time-Alignment algorithm. In
the y-axis the seven broad phoneme classes (from 1 to 7) ,
in the x-axis the segmentation instants in ms. Thick line:
phonemes extracted  from the text; thin line: phonemes
classified by the MLP. a) the initial condition of the
alignment, when the network correctly classifies every
segment of the utterance. b) the final alignment. In c) the
case of a non-optimal classification is presented: from
t=1000 ms to t=1200 ms there is a mismatch between the
''true'' classification and the one provided by our
algorithm. d) the final alignment. As shown, the loss of
synchronism is limited to the poorly classified zone.

4. FROM PHONEMES TO VISEMES

With the word viseme we mean the position of the
visible articulators: mouth and some part of the face
that represent one or more sounds.



1,2: left, right forhead
3,4,5: left eybrowse
6,7,8: right eyebrowse
10: nose tip
9,11: where moves on puffing
12,13,14,15,16,17,81: external lips
19,12: where moves on smiling
20: chin
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Figure 3: Position of the facial markers acquired: some of
them (1,2, 10) are used as reference points.

Using only the visible part of the articulators does
not implies a loss of information, since they are the
only ones that help in bimodal communications.
An audio-visual database has been acquired and
processed to learn how to associate sequences of
visemes to sequences of phonemes.

4.1. Database Acquisition

The database consists on speech and the 3-D facial
markers shown in Figure 3. The speech has been
acquired throw a directional microphone at a
distance of around thirty centimeters from the
speaker's mouth. The 3-D coordinates of the markers
are acquired by  the ELITE [9] system. ELITE is a
system based on two or more infra-red cameras
capable of detecting the position of small markers
(passive reflectors) and a hardware that extracts the
3-D position from two views.
The bimodal database acquired consists of  about
seven hundred meaningful or non-sense phonetically
balanced tri-phones. The choice of this kinds of
utterances is due to the fact that we try to learn the
forward and backward co-articulation and for
simplicity we suppose, even if not completely true,
that they are limited to the previous and the
following phoneme. Considering more than one
phoneme would result in a database of several
thousands of utterances that is much more complex
to analyze. The database has been segmented by
hands. Since all the words are composed of tri-
phones, this segmentation is not very complex and
the results obtained are reliable. A broader co-
articulation could be taken into account in the
synthesis phase.
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Figure 4: The articulatory parameters: mouth height (H),
mouth width (W), mouth protrusion(P), and jaw
rotation(A).

4.2 Synthesis of Visemes

The 3-D coordinates of the markers have been
processed in order to reduce the ``noise'' due to the
head movements and has been converted in
articulatory parameters (APs): mouth height, mouth
width, protrusion, jaw rotation as shown in Fig. 4.
These parameters result to be the most
representative of the lips movements during speech
production [7,10]. Once the actual timing for the
sequence of phonemes is known (from the analysis
of speech and text) the sequence of visemes is
synthesized by  considering each AP independent,
by means of an affine transformation. The APs
sequences obtained are then converted to FAPs
(Facial Animation Parameters) that can drive a
MPEG-4 compliant model like FAE [3].

5. APPLICATIONS

Some very straightforward applications could be
realized with a small effort; the use of this technique
actually simplifies the development of interfaces for
virtual kiosks, virtual guides, and  games etc.
Consider, for instance, the task of recording several
sessions for multimedia presentations for a museum
tour. By simply providing the text and the audio
recording it is possible to animate a synthetic model
to behave as a perfect guide.
Moreover, the technique could be easily adapted to
different languages by simply changing the lexicon
and the database used to train the neural network.



Figure 5: The Face Animation Engine: both models can
be animated by a stream of MPEG-4 parameters. These
models are used for subjective trials.

Considering the characteristics of the algorithm, to
add a new speech session requires only the
recording of the new audio.
One of the advantages of this system against a
complete synthetic speech is the perceived quality,
not only from the point of view of the message
perception, but even from the agreableness. The
latter point is very important in the  cases, as the one
suggested, of a long interaction between human
users and virtual characters.

6. CONCLUSIONS

The presented STA technique has proven to be
useful for animating virtual characters, in particular
the DIST MPEG-4 compliant Face Animation
Engine (FAE) shown in Fig. 5. The developed
system is robust with respect to local losses of
synchronism, due to the fact that the TA part of the
technique works globally on the whole utterance.
The technique is speaker independent and easily
extensible to different languages. The results
obtained in the synchronization and the increasingly
demand of visual user friendly man-machine
interfaces encourage to continue in these research.
Some aspects, of course,  have yet to be improved,
especially when considering the association between

phonemes and visemes, that is not satisfactory.
Future work will focus on the development of a
faster time-alignment algorithm, a better association
between phonemes and visemes and extensive
subjective field trials with hearing impaired and
normal hearing people in acoustically adverse
environments.
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