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Abstract
This paper describes a novel approach of compressing

large trigram language models, which uses scalar quantization
to compress log probabilities and back-off coefficients, and
incremental coding to compress entry pointers. Experiments
show that the new approach achieves roughly 2.5 times of
compression ratio compared to the well-known tree-bucket
format while keeps the perplexity and accessing speed almost
unchanged. The high compression ratio enables our method to
be used in various SLM-based applications such as Pinyin input
method and dictation on handheld devices with little available
memory.

1.  Introduction
Statistical language model (N-gram) is an important

component in speech recognition and natural language
understanding [1]. Only N-gram language models of small N’s
(2 or 3) are usable in real applications due to the complexity of
training and storing a language model with N > 3. Even when N
= 3, efficiently organizing and storing the language model are
still necessary for many applications.

Conventionally, a trigram language model is stored either
in a flat text format, e.g. the ARPA format generated by CMU
SLM toolkit [2], or in the tree-bucket format which also stores
links between the higher-level language model items and their
lower level relatives. However, the typical size of the above two
file formats is too large for most memory stringent applications.

Noticing the fact that a large portion of a language model
is occupied by log probabilities, back-off coefficients, word ids
and entry pointers, we developed a novel approach that uses
scalar quantization to compress log probabilities and back-off
coefficients, and incremental coding to compress entry pointers.
The new approach is actually an improvement of the tree-bucket
format.

For scalar quantization [3], the distribution of the log
probabilities and back-off coefficients in a language model was
first analyzed. Then we studied the information loss (measured
by perplexity changes) of using different codebook sizes and
found that a codebook size of 256 or greater achieves acceptable
results. Thus, every floating-point number in the language model,
which takes 4 bytes of storage, can be compressed to 1 byte with
little information loss.

We then studied the compression of entry pointers. For a
typical trigram language model, entry pointers are usually stored
using 4-byte long integers. After carefully studied the
distribution of the difference between two adjacent entry
pointers, we designed a novel compression algorithm called

incremental coding to compress these pointers. In this algorithm,
the lowest byte of an entry pointer is stored at its original place,
while the higher 3 bytes are coded separately using a method
similar to the run-length encoding (RLE) algorithm. To locate a
pointer under this structure, one only needs to perform a binary
search within the higher-byte array and then a table lookup
within the lowest-byte array. Our experiment shows that this
approach reduces the average size of an entry pointer to nearly 1
byte while keeping the average access speed of a language
model item almost unchanged.

Compared with the baseline tree-bucket format for storing
trigram language models [2], our approach achieves a factor of
2.5 reductions in storage requirement while keeping the
perplexity and the accessing time almost unchanged. To verify
the effectiveness of our method, we adopted it to a Chinese
PinYin input application [4], obtained good results both in
accuracy and speed. The high compression ratio enables our
method to be used in various SLM-based applications such as
Pinyin input method and dictation on handheld devices with
little available memory.

The paper is organized as follows. First a brief review of
the baseline tree-bucket structure is given in Section 2. Scalar
quantization and corresponding experiments are discussed in
Section 3. Then the details of the incremental coding algorithm
are described in Section 4. Section 5 gives the experiment results
to adopt our method to a Pinyin to Hanzi conversion application.
Finally Section 6 concludes the paper.

2.  Organization of the tree-bucket structure
The tree-bucket structure contains one unigram bucket, a

series of bigram buckets and a series of trigram buckets. The
data structure of these buckets can be described using the pseudo
code in figure 1. Figure 2 is the visualization of the structure.
Note that all the bigram buckets here are stored in one single
array, as well as all the trigram buckets. The “entry” member of
each data structure is the entry pointer to the higher-level bucket
array. Figure 1 also gives the size of each data structure. Here,
one may notice that the unigram structure does not contain a
field called “wid”, because it is actually equals to the index of
the unigram array (bucket), and hence can be omitted.

The merit of this structure is that the application can easily
reach the information in a high-level item, e.g. a trigram
probability P(W3|W1,W2), through the lower level items, say
the bigram (W1, W2) and the unigram (W1). Actually the
computation effort to reach such a trigram probability can be
estimated by one table lookup in the unigram bucket, and two
binary searches in the related bigram and trigram buckets,
respectively, assuming that all the bigram and trigram buckets
are ordered by their word ids.



    
struct unigram 
{ 
 float prob; 
 float b_wt; 
 DWORD bi_entry; 
}; 
 
 
size = 4+4+4 = 12 

struct bigram 
{ 
 WORD wid; 
 float prob; 
 float b_wt; 
 DWORD tri_entry; 
}; 
 
size = 2+4+4+4 = 14 

struct trigram 
{ 
 WORD wid; 
 float prob; 
}; 
 
 
 
size = 2+4 = 6 

Figure 1. Data structure of tree-bucket format
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Figure 2. Tree-bucket organization of trigram language model

The space occupied by this format can be calculated by
12Nu + 14Nb + 6Nt, where Nu, Nb and Nt stand for the number
of unigrams, bigrams and trigrams, respectively. For a typical
trigram language model with Nu = 60K, Nb = 6M and Nt = 6M,
the size will be 120.72MB, among which 24MB are word ids,
24.24MB are entry pointers, 72.48MB are log probabilities and
back-off coefficients. The ratios of the three categories are
19.9%, 20.1% and 60.0%, respectively. We will show our
approaches to compress log probabilities and back-off
coefficients in section 3, and entry pointers in sections 4.

3.  Scalar quantization
In statistical language models, log probabilities and back-

off coefficients occupy the largest potion of the space. They are
usually stored using 4-byte floating-point numbers. However,
the number of possible values of these floating-pointer numbers
is relatively small. This kind of distribution enables us to use
scalar quantization to compress these floating-point numbers.

The first issue is to determine an appropriate codebook
size, which leads to a compression ratio as higher as possible,
and at the same time an acceptable level of information loss. For
this compromise, we did some experiments to study the
information loss of scalar quantization with different codebook
sizes.

Perplexity is the most intuitive and reliable criteria to
measure the information loss of a language model [1]. The
perplexity of a trigram language model can be calculated by PP

= – log(∏P(Wi|Wi-1, Wi-2)). Here Wi stands for a word unit,
which should be iterated from the first word unit to the last word
unit of the testing corpus.

Our testing corpus contains nearly 500K Chinese
characters. The language models used to perform the
experiments were trained on two set of training corpus, one
contains 40MB Chinese text and the other contains 600MB
Chinese text. We used CMU SLM toolkit [2] to generate the
trigram language models and calculate the perplexities of each
case. The results of the experiments are listed in table 1. Here
PPW stands for the perplexity of using word as the unit and PPC
stands for the perplexity of using Chinese character as the unit.
Since our language models are word based, PPC can be
calculated using PPC = (PPW)1/n,  where n stands for the
average word length (number of characters) of the testing
corpus.

From table 1 we can see that different codebook sizes do
not affect much on the perplexities when using scalar
quantization to compress the trigram language models. The
information loss can be safely ignored when codebook size is
greater than or equal to 256, which also means a code word size
of 8 bits and a compression ratio of 4.

We also did experiments to study different scalar quantization
algorithms [3] and found that they almost made no changes to
the above results.



Training corpus 1 (40MB) Training corpus 2 (600MB)Codebook

Size PPC PPW PPC PPW

No quantization 43.99 249.80 27.56 147.91

65536 43.99 249.73 27.56 147.91

256 43.96 249.55 27.53 147.66

128 44.06 250.31 27.59 148.18

64 44.07 250.45 27.56 147.94

32 44.34 252.71 27.78 149.76

Table 1. Comparison of perplexity between different codebook sizes

4.  Incremental coding
In Section 3 we showed that log probabilities and back-off

coefficients can be safely compressed using scalar quantization
with a factor of 4. In this section we will discuss how to
compress entry pointers.

The idea is actually very simple. After sorting the items
within each bigram bucket along its “wid” field and extract all
the entry pointers to a single incremental integer array, we found
that these integers are always with very small changes one by
one. This leads to the following incremental coding algorithm:

Let B be the sorted entry pointer array;

Create a BYTE array L;

For each i

set L[i] = B[i] % 256;

Create a DWORD array H,

For each i

set H[i] = B[i] / 256;

Create an empty WORD array R, set j = 0;

For each H[i] in H

if H[i] != H[i – 1]

while j <= H[i]

set R[j] = i, set j = j + 1;

Keep L and R as the compressed result.

The above algorithm can be visualized by figure 3. For
clarification, let’s see an example. Assuming that B = [1, 3, 256,
265, 513, 514, 515, 516, 600, 780, …], then we can calculate L =
[1, 3, 0, 9, 1, 2, 3, 4, 88, 12, …], H = [0, 0, 1, 1, 2, 2, 2, 2, 2, 2,
3, …], R = [0, 2, 4, 10, …].

With L and R, if we want to get the value of B[n], we should first
find the smallest k that R[k] > n. Then B[n] can be calculated by

B[n] = 256 * (k – 1) + L[n]

For the above example, if we want to get the value of B[4],
because R[3] = 10 >= 4, so B[4] = 256 * (3 – 1) + L[4] = 512 + 1
= 513. Here the process to find such k can be completed easily by
a modified version of binary search.

The above algorithm is quite similar with the well-known run-
length encoding (RLE) algorithm. Experiments show that the
result array R is normally very small compared with the original
array B, so the algorithm leads to a compression ratio of nearly 4.
Further more, since the process to get the value of a B[n] is
mainly a binary search, the access speed will not change
significantly.
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Figure 3. Visualization of the incremental coding algorithm

Language model Conversion speed

(minutes)

Character error rate

Original 56 4.81%

Compressed 60 4.81%

Table 2. Results of the Pinyin to Hanzi conversion experimen



5.  Experiment of Pinyin to Hanzi conversion
The overall compression ratio of the above two approaches

is about 2.5 for a typical trigram language model. To further
judge the effectiveness of our method, we adopted the
compressed trigram language model to our Pinyin to Hanzi
conversion application [4]. The input of the application is a
series of Pinyin strings. The application uses beam search to find
out the most appropriate Chinese character sequence for each
Pinyin string among all possible candidates.

A trigram language model was used in the conversion
experiment. The testing corpus contains Pinyin strings of nearly
500K Chinese characters. The original tree-bucket format of the
language model is about 120MB, while the compressed version
is about 50MB. The compression ratio is 2.4. The results of the
experiment are list in table 2, which greatly convinced the
effectiveness of the approaches proposed in this paper.

6.  Conclusions
The size of trigram language models is a big problem when

adopting them to real applications. The method proposed in this
paper solved the problem by using scalar quantization to
compress log probabilities and back-off coefficients, and
incremental coding algorithm to compress entry pointers. The

study in this paper shows that in scalar quantization, the
information loss of a trigram language model can be safely
ignored when codebook size is greater than or equal to 256. The
incremental coding algorithm is a good way to compress not
only the entry pointer array in a statistical language model, but
also any sorted integer array with little value changes. The high
compression ratio enables our method to be used in various
SLM-based applications such as Pinyin input method and
dictation on handheld devices with little available memory.
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