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Abstract
The performance of text-dependent speaker verification
systems degrades in noisy environment and when the true
speaker utters words that are not part of the verification
password. Energy-based voice activity detection (VAD)
algorithms cannot distinguish between the true speaker’s
speech and other background speech or between the speaker’s
verification password and other words uttered by the speaker.
This paper presents a method for detecting the verification
password in a text-dependent speaker verification system. Our
speaker-dependent speech detection method is based on
modeling the speaker in the surrounding noise. It can be used
during verification, after a hidden Markov model (HMM) is
trained from the speaker’s enrollment data. We present some
experimental results using this VAD algorithm in comparison
with an energy-based VAD algorithm, and discuss the
possibility of using the HMM-based VAD for rejecting faulty
verification passwords of the true speaker and for rejecting
impostors.

1. Introduction
The general problem of speech detection has been extensively
researched over the years because of its need in many
telecommunication applications. For example,
speech-processing techniques such as speech recognition and
speech coding are using a speech detector to avoid
recognizing or coding long non-speech segments. Speech
detection techniques in the context of speech recognition are
discussed in [1, pp. 143-149] and [2, pp. 173-179]. Speech
detection is also important for successful operation of
text-dependent speaker verification systems. In a
text-dependent speaker verification application, it is important
to identify the portion of the speech audio segment where the
speaker actually says the password. We would like to detect
the speaker’s password and eliminate any background speech
from the verification audio segment without using a speech
recognition system that recognizes the actual words said. This
is important in particular for speaker verification applications
using cellular phones when the speaker may be using the
system in a noisy environment. Also, we will show in this
paper that our speaker-dependent speech detection method is
useful for rejecting impostors during text-dependent
verification.

Existing algorithms for speech detection use any of the
following speech signal parameters: energy, amplitude,
zero-crossing rate, duration, linear prediction error energy and
pitch, as described in [3, pp. 32-36]. A comparison between
three energy-based speech detection algorithms is described
in [4]. The problem with these techniques when applied to

text-dependent speaker verification is that speech of people
other than the true speaker or additional speech from the true
speaker beside the verification password may be detected. The
algorithm we suggest here takes advantage of the knowledge
we have about the speaker from the enrollment session and
detects whether the password spoken by the speaker during
enrollment is uttered in the verification audio segment.

Our method for speech detection is based on modeling the
speaker in the surrounding noise. It is achieved by combining
the speaker’s HMM with a background noise HMM. The
background noise model is a general model built from a set of
non-speech audio segments that are not specific to the speaker
to be verified. Performing Viterbi segmentation with the
combined model of the speaker in noise allows us to detect
the password within the verification segment. This method is
similar to HMM-based word spotting techniques described in
[5] for single-keyword detection in telecommunications
applications. Other word spotting applications detect some set
of words from continuous speech utterances. The background
noise model used for word spotting is different from the
model we use and the network of HMMs is different. Other
related papers on robust speech activity detection are
described in [6,7]. In [6], the speech activity detection is
based on HMM recognition of speech versus noise. The
speech is modeled by fourteen broad phone classes and
silence is represented as a separate model. In [7], the VAD
has two stages: one is the main Gaussian mixture model
(GMM) VAD that classifies each audio frame to noise or
speech, and the other is a fine VAD of noise states attached to
the HMM, using the output of the main GMM VAD. The fine
VAD has a similar structure as our VAD. It attaches a single
noise state before and after the isolated word HMMs and the
noise state’s output distribution is taken from the main GMM
VAD. The difference between the fine VAD in [7] and our
VAD is mainly in the way that the noise states are modeled.
We train an HMM of the noise from some offline data and not
a GMM that is adapted from noise in the test segment, as
done in [7].

 The remainder of the paper is organized as follows. The
next section describes in more detail our speaker-dependent
speech detection algorithm.  Section 3 describes the database
for our experiments and presents the results. Finally, in
Section 4, we draw some conclusions.

2. The Method
In this section we describe the method for detecting a
text-dependent password spoken by the claimed speaker
during verification.

We first build a general background noise HMM from a
set of non-speech audio segments. This is an off-line
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procedure, in which a left-to-right HMM is trained from all
the noise audio segments. Then, we train the speaker’s model
for a specific password using a left-to-right HMM. We
assume that the speaker’s enrollment session was controlled.
This means that during enrollment the speaker said only the
password and the voice model of the speaker is valid for that
password. After the training phase is done, we may start
verifying the speaker voice, and use the speaker’s model to
detect the password.

To detect the speaker’s password during verification, we
combine the speaker’s HMM with the noise HMM as shown
in Figure 1. The combined model starts from the noise states,
then continues to the speaker’s model states and then goes
through the noise states again. We also allow the password to
start directly from the speaker’s model without going through
the noise states by giving some small initial probability to the
first state of the speaker and not only the first state of the
noise. With the combined HMM, we perform a Viterbi
segmentation of the verification audio segment. From the
Viterbi segmentation we can find the portion of the audio
segment that belongs to the speaker. The output of the
HMM-based VAD is the sequence of frames to be scored by
the speaker’s model for verification. We could also use the
combined HMM Viterbi score of the speaker’s frames as the
verification score. However, the combined HMM contains the
noise states and the score we will get for a subset of the
frames with the combined HMM is not the same as the
speaker’s HMM Viterbi score.

This HMM-based VAD can be used in combination with
an energy-based VAD. During training of the speaker’s HMM
model, we use only the energy-based VAD. Then, in
verification we can use the energy-based VAD and pass only
the detected speech frames to the HMM-based VAD. Another
option is to use the HMM-based VAD first and then the
energy-based VAD.

2.1. An Example

Figure 2 shows an example of the HMM-based VAD
operation. In part (a) we see the audio segment. It contains a
2-words password (full name) in the two regions of 0.6-0.95
sec and 1.05-1.35 sec. There is some noise before the
password starts and some background speech after the
password ends. Part (b) shows the result of an energy-based
VAD. We see that it detects the password but it also detects
the background speech between 2-4 sec. Part (c) shows the
result of the HMM-based VAD in terms of the HMM state
segmentation. Non-negative states are the speaker’s states and
all the negative states are noise. We see that the HMM-based
VAD detects only the password and eliminates all the other
speech and noise around, except for the pause between the
two words of the password. Finally, part (d) shows the result
of a combination of the two algorithms. First the energy-based
VAD eliminates the background noise, including the pause
within the password. This is indicated in the figure by state 0
of the segmentation. Then the HMM-based VAD eliminates
the speech and noise that is not part of the password (all the
negative states) and the final result is the audio segments of
the password (all the positive states).

Figure 1: Combining the speaker’s HMM with the
noise HMM and the relation of the combined HMM
with a typical audio segment. The password is uttered
in the portion of the audio segment inside the box. The
other parts of the audio segment are background
speech and noise.

Figure 2: An example of the HMM-based VAD
operation.  a) The audio segment. The password is a
full name uttered in the two regions of 0.6-0.95sec and
1.05-1.35sec. There is some noise before the password
and some background speech after the password; b)
The performance of an energy-based VAD; c) The
HMM-based VAD state segmentation. Non-negative
states belong to the speaker and negative states are
noise; d) The combination of both VADs, in which the
HMM-based VAD is applied after the energy-based
VAD. State 0 indicates silence detected by the
energy-based VAD, all positive states belong to the
speaker according to the HMM-based VAD and the
negative states are the noise.
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2.2. Password Rejection

There are several ways of rejecting a verification segment
with the HMM-based VAD. For example, if the state
sequence does not reach the speaker’s model and stays in the
noise states, we say that the algorithm rejected the segment
and the speaker’s voice was not detected in the segment. This
usually occurs when an impostor speech is tested, and only
seldom occurs on the true speaker’s speech. If the
HMM-based VAD detected some audio frames of the speaker
we can reject the verification segment if the net audio is too
short or if the HMM-based segmentation does not cover all
the range of speaker’s states (the case of partial password).
When the HMM-based VAD rejects a verification segment,
we can score the segment with the output of the energy-based
VAD, as we will show in the experimental results, or we can
reject the segment without scoring it.

3. Experimental Results
Our speaker verification system is using a standard
LPC-cepstral features front-end preprocessor. During training,
we apply an energy-based VAD on three utterances of the
password, and generate a left-to-right HMM for the speaker’s
voice model. During verification, we apply a combination of
the energy-based VAD and HMM-based VAD and then score
the output speaker’s frames. The score is the average
log-likelihood per frame of the feature vectors scored with the
speaker’s model and normalized by the log-likelihood per
frame of a background model.

We use a gender-dependent background HMM for score
normalization. The background model is a left-to-right HMM
of the whole password built from a set of utterances from a
large group of speakers that each utters his/her own password.

In the experiments reported here, we show the effect of
applying the HMM-based VAD on the verification segment
before and after applying the energy-based VAD. The
HMM-based VAD in our experiments rejects a verification
segment if the output net audio is less than 250msec or if the
state segmentation does not cover most of the states in the
speaker’s model.

The database for this experiment is the Persay
text-dependent corpus from the Odyssey 2001 evaluation
track. This corpus is a subset taken from Persay's cellular
speaker verification corpus. All the data is read cellular
telephone speech, in Hebrew. The database includes 45 male
speakers and 37 female speakers. There are two unique
passwords to each speaker: a 4-digit personal code and a
9-digit telephone number. Each speaker repeated his/her code
and telephone number three times in each call. Most speakers
completed 5 calls. Some speakers have up to 5 different
impostors: same-gender speakers, using the unique code and
telephone number for each speaker. Note that impostors may
be represented elsewhere in the database as true speakers. The
first call of each speaker is used for training the speaker’s
model for each of the two passwords (the 4-digit code and the
9-digit telephone number). The rest of the data is used for
verification. The data for training a background model for
verification score normalization consists of one utterance
from the training data of all the speakers in the database. We
trained a gender-dependent background model for each of the

two passwords. Note that each speaker in the data set for the
background model has a different password.

The Persay text-dependent corpus described above is
composed of clean audio sessions, selected by a human
listener from a large pool of recordings. Original audio
segments that did not contain the correct password, or that
had no speech at all, or that had too much background noise
were not included in the clean database. We report our results
on the clean database, but present also the algorithm rejection
rate on the set of utterances that were rejected by the human
listener.

3.1. Algorithm Performance

Because the corpus was manually cleaned, we do not expect
much change in performance on the clean database when
using the HMM-based VAD compared to the baseline
performance using only the energy-based VAD.  If the
HMM-based VAD cannot find the speaker’s password in the
audio segment, the output of the energy-based VAD is used
for scoring the segment, so that we test on the same set in all
cases. The Equal Error Rate results are shown in Table 1 for
the four combinations of energy-based and HMM-based
VADs. The first two columns show the results of using the
energy-based VAD and the HMM-based VAD separately.
The last two columns show the results of using a combination
of the two VADs. The first combination is applying the
HMM-based VAD and then the energy-based VAD. The
second combination is applying the energy-based VAD first
and then the HMM-based VAD. The best performance is
achieved with the combination of energy+HMM VAD
algorithms. We see that this method improves the
performance on males but it degrades the performance on
females, especially for the short password.

Gender Pass
word

E H H+E E+H

9-digits 7.18 8.06 8.74 6.65Male
4-digits 11.06 12.55 10.79 8.99
9-digits 6.25 5.84 7.09 6.39Female
4-digits 10.81 12.15 12.49 12.35

Table 1: Comparison of Equal Error Rate (in %) for
the different types of VAD algorithms: energy-based
(E), HMM-based (H), combinations of the two
(HMM+Energy and Energy+HMM).

Gender Password H+E E+H
Male 9-digits    1 / 39     5 / 54

4-digits    0 / 21     3 / 45
Female 9-digits    2 / 52     6 / 82

4-digits    1 / 33     7 / 68

Table 2: Comparison of rejection rate (in %) for the
different types of VAD algorithms. The two numbers
are the percent rejection on target / impostors
attempts. The energy-based VAD alone does not reject
any segment and the HMM-based VAD alone has the
same rejection rate as the HMM+Energy VAD (H+E).



Table 2 shows the rejection rate on the clean database
with the different VAD algorithms on target and impostors
attempts. The rejection on target attempts is mainly due to the
fact that the speaker’s enrollment sessions were not perfectly
clean and, therefore, some background noise entered the
speaker’s model and caused rejections of other verification
passwords uttered by the true speaker. On the other hand, the
rejection rate on impostor attempts is high.  The rejection with
the energy+HMM combination is higher than with the
HMM+energy combination, both for target and impostors
attempts.

We also measured the rejection rate on the HMM-based
VAD on audio segments that were rejected by the human
listener during the process of cleaning the corpus. This data
set consists of 102 target attempts and 115 impostors’
attempts. The rejection rate on this set was 33% on the target
attempts and 86% on the impostors’ attempts when using the
energy+HMM VAD.  These rejection rates are significantly
higher than the rejections on the clean database shown in
Table 2. All the segments that were rejected by the human
listener and not rejected by the algorithm contain the
password but their audio quality was poor. In some of them
the volume is very low, some contain more speech than just
the password, in some of them the speaker made an error
while uttering the password and made an immediate repair.
These conditions were acceptable for our algorithm. The
segments rejected by both the human listener and the
algorithm consist of: non-speech segments (such as DTMFs,
ring tone, silence), corrupted audio signals, segments with
background speech other than the password, and segments
with a wrong password.  These results indicate that the
HMM-based VAD is useful for both improving the quality of
audio segments containing the password and for rejecting
invalid audio segments before verification.

4. Conclusions
In this paper we have presented a method for speech detection
in a text-dependent speaker verification system. This method
is based on modeling the speaker in the surrounding noise and
detecting the password in the verification audio segment. To
detect the password, we perform a Viterbi segmentation of the
verification audio segment using an HMM of the speaker in
noise. This HMM-based method for speech detection can be
used in combination with a traditional energy-based VAD
algorithm.

Our experimental results show that it is best to apply the
energy-based VAD first and then the HMM-based VAD.
When an energy-based VAD is applied to a signal composed
of a password surrounded by background speech, the whole
signal may pass the VAD and go through to the verification
system. In this case the signal can be rejected due to mismatch
with the enrollment segments, even if the true speaker uttered
the password. The HMM-based VAD can detect the password
and pass only that part of the signal to the verification
algorithm. This may increase the verification performance. In
case that the password was uttered by an impostor, it can be
rejected by the HMM-based VAD even before going to the
verification algorithm, thus increasing the rejection rate of the
system. Also, the HMM-based VAD is able to reject invalid
verification audio segments.
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