
Enhancing the Robustness of Bayesian Methods for
Text-independent Automatic Speaker Verification

Mathieu Ben, Frédéric Bimbot, Guillaume Gravier

IRISA/METISS, Campus Universitaire de Beaulieu
35042 Rennes Cedex, France�

mben,bimbot,ggravier � @irisa.fr

Abstract

In this paper we present the main advances of the IRISA speech
group from 2001 to 2004 in robust methods for Bayesian adap-
tation of speaker models and Bayesian decision. The probabi-
listic framework and the state-of-the-art Bayesian approach for
automatic speaker verification are first recalled. We then des-
cribe two original contributions for robust Bayesian decision.
The first one is a score normalization technique whose main ad-
vantage is that it does not need any external data as opposed to
other score normalizations. The second technique is a constrai-
ned Bayesian adaptation scheme which operates a normaliza-
tion of the speaker models in order to compensate for speaker-
dependent biases in the verification scores. Experiments using
these two methods showed significant improvements over the
baseline systems. Finally, theoretical developments of a hierar-
chical Bayesian adaptation scheme based on a dependency tree
structure is presented, with preliminary experiment results.

1. Introduction

Automatic speaker verification (ASV) is part of the field
of speaker recognition which includes various other tasks like
speaker identification, speaker tracking or speaker clustering.
The task for an ASV system is to detect if a given test utte-
rance with a claimed identity has been pronounced by the target
speaker or by an impostor. When no constraint is put on the tex-
tual content of the test utterances, the system is characterized
as text-independent. To make the decision of either rejecting or
accepting the test speaker, it is necessary for the system to com-
pare the acoustic signal of the test utterance, or other features
extracted from this signal, to the target speaker reference. This
reference is constructed in a training phase and the comparison
is based on a measure of similarity which is then compared to a
threshold to make the decision.

Because of the stochastic nature of audio signals, and in
particular speech signal, the probabilistic approach for the re-
presentation of a sound class have shown to be a powerful fra-
mework for many fields like speech and speaker recognition,
audio event classification, audio document segmentation, etc...
This framework is based on the assumption that an audio class�

(in our case a speaker) can be characterized by a stochastic
model, also noted

�
in this paper. This model describes the sta-

tistical distribution of the acoustic observations of class
�

. It is
associated to a likelihood function �����	� ��


which approximates
the real probability density function (PDF) of the observations� for class

�
. If the likelihood function has a parametric form,

the model
�

is defined with a finite set of parameters which
will be noted �� . In the rest of the paper we will equivalently

write �����	� ��

or �����	� �  


to refer to the likelihood function 1

for class
�

. The model parameters estimation is based on an
optimization step which consists in maximizing a modeling cri-
terion with respect to the parameter values. For the well known
MAP (Maximum A Posteriori) criterion, and given a training
data set �� , this can be formulated as :��������	��� � ��� ��!"�$#% �����  � � 
'& �(��� 


(1)

In this equation, ����� 

is a prior distribution for the set of pa-

rameters � . The MAP criterion can be seen as a generalization
of the ML (Maximum Likelihood) criterion for which ����� 


is
a non-informative distribution. When the training data is limi-
ted, the MAP criterion usually leads to more robust estimations
because it prevents the model parameters to over-adapt to the
data. This criterion indeed constraints the parameters to stay so-
mehow linked to their prior values. However, the MAP estima-
tion scheme, also called Bayesian adaptation, implies that some
prior knowledge with sufficient reliability is accessible.
If the task involves a decision with only two possible answers
the decision process can be formulated as a binary hypothesis
test, and can be solved using the Bayesian decision theory. The
first hypothesis )* corresponds to the target class detection
and the other ),+ to the non-target or impostor class detection.
Given a test utterance � , the system chooses the most likely hy-
pothesis between )* and ) + . Assuming that a model repre-
senting the anti-class -� is available for each considered class�

, this is achieved by computing a verification score .  ��� 

which is the likelihood ratio between models

�
and -� . This

score is then compared to a threshold / to make the decision :

.  ��� 
 � �(���*� ��

�(���*�0-�1


2�34
5
2763

/ (2)

In an ideal case if the likelihood functions �����	� ��

and �����	�8-��


were perfectly describing the true PDFs of classes
�

and -� , the
optimal value of / would be directly computed from the opera-
ting conditions of the system. These operating conditions are
the prior probabilities of classes

�
and -� , and the cost asso-

ciated to each of the two possible classification errors, i.e. false
acceptance of class -� or false reject of class

�
. However, in

practice the likelihood functions are imperfect and some adjust-
ments have to be done to the theoretical optimal decision rule.

Both for speaker characterization and classification, the pro-
babilistic approach offers a solid theoretical framework, and it
has been widely applied to automatic speaker verification. From

1. the class subscript 9 in :  will sometimes be omitted when re-
ferring to a set of parameters not specifically associated to a class
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an applicative view however, this attractive theory has some li-
mitations due to approximative determination of the class mo-
dels. Since several years, many research laboratories in ASV
have concentrated their efforts in developing new techniques to
overcome these limitations. In this paper, we present the IRISA
speech group research from the year 2001 to 2004 in impro-
ving the robustness in both Bayesian adaptation and Bayesian
decision applied to text-independent ASV.

The rest of the paper is organized as follows. Section 2 des-
cribes the Bayesian framework specifically applied to speaker
verification. Bayesian adaptation and decision for ASV are ex-
posed with their practical limitations and some state-of-the-art
compensation techniques. In section 3, two original techniques
for robust decision developed recently at IRISA are presented.
The first technique is a new score normalization which is com-
pletely data-free and the second one is a constrained MAP adap-
tation scheme which operates a model normalization. Section 4
is dedicated to theoretical developments of a new technique for
robust speaker model estimation based on a hierarchical MAP
adaptation scheme. Though this technique is yet currently under
development and experimentation, some preliminary results are
given. Section 5 concludes this paper.

2. The Bayesian framework in ASV
2.1. Probabilistic modeling of speakers with GMMs

For more than a decade, probabilistic modeling of speakers
has given the best performance in speaker recognition tasks, and
the most commonly used model in state-of-the-art systems has
been the Gaussian mixture model (GMM) [1]. This family of
models is suited to describe multi-variate real densities when
choosing an appropriate number of Gaussian in the mixtures.
The PDF �����	� � 


of a � -component GMM for � -dimensional
acoustic features � is defined as

�����	� � 
 �
���
���	�

�	
��
���	� �

�
 .
�



(3)

where


 �
��� 
 is a Gaussian function with a � -dimensional mean

vector �
�

and a ����� covariance matrix .
�
, and �

�
is the re-

lative weight of


 �
in the mixture ( � �� ��� �

�
��� ). Estimation

of the weight, mean and covariance parameters of a GMM is
achieved using the EM (Expectation-Maximization) algorithm
which guarantees to converge to a local optimum.
The MAP approach for GMM parameter estimation, developed
in [2] and first used in [3] for text-independent ASV, has led
to considerable performance improvement for many tasks when
the training data is sparse. In the MAP estimation process, the
speaker GMMs are adapted from a universal background model
(UBM), whose parameters are used as prior values for the Baye-
sian adaptation. This UBM is estimated using a large amount
of speech data from a prior training set with a large variety of
speakers, thus representing a speaker-independent model. In the
Bayesian decision process, the UBM can also be used as a com-
mon speaker-independent non-target model. This is a very use-
ful practical approximation of each non-target hypothesis ) +
which allows to store and estimate only one anti-class model for
the whole set of target speakers.
The developments of the MAP adaptation formulae for GMMs
are recalled in section 2.2 where we also point the practical li-
mitation of this method for ASV. Bayesian decision for ASV in
practice is exposed in section 2.3 in which we explain how the
decision theory have to be reformulated for real applications.

Some state-of-the-art compensation techniques based on score
normalization are also presented.

2.2. The Bayesian approach for speaker model estimation

2.2.1. MAP estimation of GMMs through the EM algorithm

For the MAP estimation of a GMM, equation (1) is formu-
lated as

���w  �m  �S 
 � ��� � !"�$#� w � m � S �
���
��� �

�
&


��� � �

�
 .
�

 ��� w m  S 


(4)

where � w m  S 

is the set of weight, mean and covariance para-

meters of the GMM. Assuming the parameters are independent,
the joint prior distribution ��� w m  S 


can be chosen to be the
product of Dirichlet and Normal-Wishart distributions [2]. Gi-
ven these densities and a training utterance � � � � �  & & &  �	� �
of duration � , the MAP re-estimation formulae applied in the
M-step of EM algorithm are given by [3] :
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where
' �

,
, �

and 2
�

are respectively the prior weight, mean
and covariance for Gaussian 5 . The data-derived parameters  

�
,�

�
, and � /

�
are the global occupation rate of Gaussian


6�
, and

the sample first and second moments calculated under the p.d.f

 �

. They are computed in the E-step using the old estimates� �� �!7 �
�  �� �!7 �

�  �. �87 �
�

� , according to

 
�

�
�� 9
���  

�
�!: 
 (8)

�
�

� � 
� �� 9
���  

�
�!: 
 � �!: 
 (9)

� /
�

� � 
� �� 9
���  

�
�!: 
 � �!: 
 � �!: 
<; (10)

with

 
�
�!: 
 � �� �!7 �

� 
 �
��� �!: 
 � �� �87 �

�  �. �!7 �
� 


� �= ���>�� �!7 �=

 = ��� �!: 
 � �� �!7 �=  �. �87 �= 
 (11)

and where
� � ; denotes matrix transposition.

The weighting coefficients
�
� � �


� ) �


� .�

� are defined as :��?�
�  

�
 
� #4@ ?� (12)

with ACB � �  �  . � and where
@ ?�

is a relevance factor which
controls the amount of adaptation for parameter A in Gaussian5 . This factor, which is homogeneous to  

�
, can be seen as an

a priori number of frames attributed to Gaussian 5 . Looking at
equations (5) to (12) it appears that when Gaussian component5 receives a large amount of training data, the weighting fac-
tors

� ? �
tend to one and the adaptation is dominated by the data

derived parameters. In the opposite, when Gaussian 5 receives
few data, the weighting factors

� ? �
tend to zero, thus resulting

in an estimate dominated by the prior parameters. This prevents
the model parameters to over-adapt on the training data as op-
posed to ML estimation for which some Gaussian components



may be specialized on singular data of the training set. As a
consequence, MAP adaptation of speaker GMMs with an ade-
quate determination of the priors usually gives better perfor-
mance than ML estimation when the training data is limited.
In practice, some simplifications can be adopted in the MAP
adaptation process, for example by using parameter- and Gaussian-
independent weighting coefficients or by only considering adap-
tation of the GMM means [3].

2.2.2. Limitations of Bayesian adaptation

Contrary to ML estimation of a speaker model, which may
result in over-training, Bayesian adaptation regularizes the mo-
del parameters by assuming a prior distribution for them. Ho-
wever, when the independency assumption of these parame-
ters is done, the Bayesian adaptation technique suffers from
the fact that only components of the model which are observed
in the training set are adapted, unseen components remaining
unchanged. This can lead to poorly representative speaker mo-
dels which badly generalize to other target speaker accesses. To
overcome this limitation, it can be useful to capture dependen-
cies between the parameters, in a direct or indirect way, as addi-
tional prior knowledge. In section 4 we study a structural Baye-
sian adaptation scheme which assumes a hierarchical structure
of speech, thus defining indirect dependencies between GMM
components.

2.3. Bayesian decision for ASV in real condition

In real applications the likelihood functions �����	� ��

and�����	� -��


do not describe perfectly the true PDFs of speaker class�
and anti-class -� , and the theoretical optimal value of the

decision threshold cannot be applied straightforwardly. This is
because a speaker model is usually trained on a limited amount
of data in a particular environment condition and thus contains
some information specific to the linguistic and acoustic content
of the training utterance. Similar considerations also apply to a
given test utterance which has its own acoustic conditions and
linguistic content, usually different from that of the target spea-
ker training utterance. To compensate these training and test
condition-dependent biases, it is necessary to adapt the value
of the threshold for each speaker model and/or each test ut-
terance. This approach requires the determination of a set of
speaker-dependent thresholds, based on analysis of the score
distribution for each target speaker and each test utterance. In
an equivalent way, it is possible through this analysis of scores
to compute some score normalization parameters which can be
target- and/or test-dependent. In this case, the decision process
operates in a normalized score space which allows the use of
a common decision threshold for every target speakers and test
utterances.
Several score normalization methods have been developed in
ASV, and the most frequently used in current systems are Z-
Norm (Zero Normalization) and T-Norm (Test Normalization)
[4]. Both of them aim at normalizing the impostor score dis-
tribution to a zero-mean, unit-variance distribution. Z-norm is
a model-based score normalization which analyzes the distri-
bution of impostor scores for each target model, using a set of
external impostor accesses. T-norm is based on the analysis of
the scores given by a test utterance for a set of external impos-
tor models. These two normalizations have different effect on
the system performance because the first one aims at compen-
sating for models intrinsic behavior whereas the second one can
be seen as an adaptation of the score with respect to the test ut-
terance conditions. Both for Z-norm and T-norm, a mean

, . 63

and a standard deviation �
. 63 of the impostor scores are estima-

ted and a raw score .  ��� 

is normalized as

. �����
)

 ��� 
 � .  ��� 
 % , . 63
�
. 63 (13)

The normalization parameters for Z-Norm are computed ‘off-
line’, before the test phase, while those for T-norm are estima-
ted ‘on-line’ for each test access, thus resulting in a possibly
large increase in computation time. These normalizations also
have handset-type and channel-type variants to take into ac-
count some handset- and channel-dependent biases in the score
distributions. Furthermore, they can be associated to compen-
sate both for model- and test- dependent biases in the scores.
These score normalizations usually lead to performance impro-
vement but they all need additional material to be computed.
It is not always possible to find this additional material and
in this case no such normalization can be applied. It is clear
however that the normalization parameters depend on intrinsic
characteristics of the models, for model-based normalizations,
or of the test utterance, for test-based normalizations. Conse-
quently, by directly measuring or normalizing these characte-
ristics, it should be possible to proceed to a normalization of
the scores without the need of additional material. In section 3
we present two normalization techniques developed at IRISA
which are completely data-free.

3. Score and model normalizations
for robust decision

3.1. D-norm: a data-free model-based score normalization

Score normalization without additional external data is first
explored by looking at the behavior of a model information
measure, namely the Kullback-Leibler (KL) symetrized distance� ���  between each target speaker model and the UBM. This
distance is defined as the sum of the two oriented dual KL di-
vergences, which are relative entropies between the target and
non-target models:

� �	�  � 
 �� �� � �����	� � 

�����	�0-� 
�� #�
 + � �� � �����	� -� 


�����	� ��
 � (14)

where

 �� � � and


 + � � � respectively designate the expectations
calculated under the PDFs �(����� ��


and �����	�8-� 

.

The � ���  distances are estimated with a Monte-Carlo method
which does not require additional data. Experiments reported in
[5] have shown that these distances are strongly correlated with
the mean impostor scores : the larger the distance for a given
speaker model, the more negative - in average - the impostor
scores for this model. This means that impostor scores contain
KL distance-dependent biases which change the rule of opti-
mal decision for each target speaker. To compensate for these
biases, a simple score normalization method, called D-norm for
’distance normalization’, was implemented. D-norm consists in
dividing a raw score by the KL distance corresponding to the
claimed identity :

.�� ��� 
 � . *��� 

� �	�  (15)

In this way, the impostor scores for each target speaker are re-
scaled to a constant mean, thus increasing the robustness of the
decision process across speakers.
The effect of D-norm is illustrated on figure 1 for the female



speakers of the NIST’02 Speaker Recognition Evaluation (SRE)
[6]. On figures (a.1) and (b.1), a point (score;KL distance) is
plotted for each trial, using the IRISA 2002 system without
score normalization (a.1), and with D-norm (b.1). It clearly ap-
pears that the raw impostor scores on figure (a.1) have a KL
distance-dependent bias in their distribution, which is represen-
ted by the dashed line. As a consequence, the optimal decision
rule changes across target speakers. On figure (b.1), D-norm
compensates for this bias in the score distribution, resulting in
a more robust global decision rule. The distribution of impos-
tor scores relatively to that of client scores is more concentrated
for the system with D-norm (b.2) than for the system without
score normalization (a.2). This leads to an easier separation of
impostor and client accesses thus decreasing error rates.
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FIG. 1 – Illustration of D-norm compensation : distribution of
points � .  ��� 
�� � �	�  


without normalization (a.1) and with
D-norm (b.1); distribution of scores without normalization (a.2)
and with D-norm (b.2).

The performance of D-norm has been evaluated on NIST
2001, 2002 and 2003 SRE [6] with the corresponding systems
used at IRISA (see [7] and [8]). These databases contain phone
conversations in American language, from land-line telephone
for the year 2001 and cellular telephones in 2002 and 2003.
The results are summarized in table 1 for the ����� 9 Detection
Cost Function (DCF) defined by NIST (see the evaluation plans
in [6]) and the


 
��
(Equal Error Rates) point. In 2002 and

2003, D-norm was also associated to T-norm (DT-norm). From
the results, it can be seen that D-norm usually brings significant
improvement at the


 
��
point while it does not decrease si-

gnificantly the ���	� 9 value. DT-norm leads to better performance
both for ����� 9 and


 
��
. This is due to T-norm which brings im-

provement in the low false alarm rate region, where is located
the ����� 9 point. Let us further note that in 2003, the influence of
D-norm is much less important, which is probably due to new
feature normalization in the IRISA 2003 system. In a general
way, it was observed that D-norm has performance equivalent
to that of Z-norm and can advantageously replace it.

���	� 9 ��
 ���	�� � 
 
��
� � �

NIST SRE 01 02 03 01 02 03
baseline 57.6 47.9 37.9 11.2 11.35 8.52
D-norm 57.8 47.7 37.5 10.75 10.04 8.50

DT-norm - 44.9 31.7 - 10.12 7.85

TAB. 1 – � �	� 9 and

 
��

of the IRISA systems for year 2001,
2002, 2003 NIST Speaker Recognition Evaluations

3.2. D-MAP: a distance-constrained Bayesian adaptation

Through the analysis of the KL distance behavior during
the development of D-norm, and the observation that the dis-
tribution of scores is linked to this distance, we investigate the
idea of applying a normalization directly at the estimation level.
The idea is that if we can constrain each target speaker model
to be at a common reference KL distance from the UBM, the
impostor score distributions for these models would implicitly
be normalized with respect to model-dependent biases. By de-
termining a relation between the MAP adaptation scheme and
the KL distances, we developed a constrained adaptation me-
thod which operates a model normalization, known as distance
constrained MAP (D-MAP) [9].
Considering GMM for which only the mean vectors were adap-
ted and a common coefficient

�
for every Gaussian, the follo-

wing relations can be established:
– if

�
��� , the GMM means are not adapted at all and the

target speaker model and the UBM are strictly identical.
In this case we have: � �	�  ��� .

– if

�
��� , the maximum adaptation is performed (i.e. ML

estimation) and the KL distance value corresponds to the
ML estimate of the target speaker model:� �	�  � � ������� .

From these considerations, � ���  can be related to

�
and � �������

as

� �	�  � � ������� & � � � 
 (16)

where
� ��� 
 is a function of

�
with the constraints

� � � 
 ��� and� � � 
 � � . Defining a reference distance � � ��� , it is possible to
constrain the adaptation of a target speaker

�
using the relation�

 � � 7 � � � � ���� ������� ! (17)

where

�
 is now a speaker-dependent weighting coefficient

which must be determined for every target speaker.

Note that this relation rely on the ML distance � ������� for every
speakers, thus requiring ML estimates of the speaker models
prior to adaptation. Furthermore, we assume that the function� ��� 
 is known and invertible. Actually, this function can be ex-
plicitly determined for mono-Gaussian models for which it has
the quadratic form

� �	�  � � ������� &
�
/ (18)

but it does not have a closed form for GMMs. Nevertheless,
by taking inspiration on the mono-Gaussian case, it may be ap-
proximated for GMMs with an easily invertible relation of the



form :

� �	� �� � ������� &
�
�

(19)

where � is optimized on a development set. The weighting co-
efficient used in the D-MAP scheme for a target speaker

�
and

a reference distance � � ��� is therefore:�
 � � � � ���� ������� ! ��� � (20)

The value of

�
 can then be refined with a dichotomic proce-

dure until � ���  approximates � � ��� with a given accuracy.
We compared the performance of the D-MAP technique to a
classical MAP scheme where a global weighting coefficient

�
common to all speakers was optimized on prior experiments.
On the NIST 2001 SRE database the


 
 �
point decreased

from �	� & ��� for the classical MAP scheme, to � � & �
	�� with
the D-MAP. It was also observed that the D-MAP system wi-
thout score normalization performed equivalently to the base-
line system with classical MAP and D-norm. This indicates
that model-based score normalizations are not always neces-
sary when using an appropriate adaptation scheme. However,
D-MAP cannot compensate for the test material variability as
test-based normalization methods, such as T-norm, do. For the
NIST 2002 and NIST 2003 evaluation, D-MAP adaptation was
not used as it significantly increases the amount of computa-
tions for model estimation. This is due to the dichotomic pro-
cedure used in the adaptation process to refine the value of the
weighting coefficient

�
 . We rather used D-norm which yields

similar performances without the computation overhead.

4. Hierarchical Bayesian adaptation of
speaker GMMs

4.1. Motivations

As mentioned in section 2.2.2, classical Bayesian adapta-
tion with assumption of prior parameter independency only adapts
model components with observed data in the training set, which
can lead to poor model quality when the data is limited. Ho-
wever, numerous works in rapid speaker adaptation for speech
recognition systems have shown that the components of a spea-
ker GMM are not independent, and that they can be clustered so
that a common adaptation scheme is applied to all components
in a cluster. Moreover, a hierarchical clustering allows to define
multi-resolution adaptations, depending on the amount of trai-
ning data available. This gives more robust estimations of the
models when the training data is sparse because the adaptation
parameters are estimated with larger sets.
To combine the advantages of direct 2 Bayesian adaptation and
the robustness of hierarchical adaptation, we define a coarse-
to-fine structure of the speakers’ speech represented in a binary
tree, and we use the dependencies appearing in this tree to de-
velop a hierarchical Bayesian adaptation of the speaker GMMs.
The definition of the dependency tree is presented in section
4.2 and the development of the hierarchical Bayesian adapta-
tion method is exposed in section 4.3. In section 4.4, experi-
ments about the tree construction and the speaker GMM hie-
rarchical MAP (HMAP) adaptation are reported. Preliminary
results using this technique are also given.

2. as opposed to indirect adaptations which use model parameter
transformations

1,1m

mm

m m m

2,1 2,2

L,1 L,2 L,KLevel L

Level 2 2−GMM

Level 1 1−GMM

K−GMM

FIG. 2 – Binary tree structure and the corresponding GMMs

4.2. Structural dependency modeling of the speaker GMM
means via a binary tree

To capture the hierarchical structure of speech, we define
multi-resolution GMMs in which the mean vectors are structu-
red in a binary tree with coarse to fine resolution when going
down the tree (see figure 2). A similar tree structure associated
with multi-resolution GMMs was used in [10], defining Struc-
tural Gaussian Mixture Models (SGMM) and a Structural Back-
ground Model (SBM). However, the authors did not defined
inter-level dependencies as we do in our approach.
Each node in the tree corresponds to a mean vector and each le-
vel is referred to one GMM, the last level

�
(leaves of the tree)

defining the finest resolution of the speaker GMMs. A mean
vector has one parent mean vector in the contiguous upper level,
and two children mean vectors in the contiguous lower level,
except the root mean which has no parent, and the leaf means
which have no children. The parent mean of a mean �� �

�
with

index 5 in level � will be noted � � 7 � � � �
�
� , appearing in level

� % � . An arc in the tree symbolizes a dependency between a
child mean and its parent, thus defining a conditional distribu-
tion ��� ��� �

�
� � � 7 � � � �

�
�


. Furthermore, the structure of the tree

assumes that, given the value of its parent, a mean in a level � is
independent of other means in this level and upper levels. Using
these conditional independency relations, the joint distribution
of the set of means in level � , conditionally on the values of the
means in upper levels can be written as follows :

��� m �$� m �  & & & m � 7 � 
 �
�����
��� ��� ��� �

�
� � � 7 � � � �

�
�



(21)

where m � denotes the set of means in level � and ��� is the num-
ber of components in the GMM of level ��� .
This binary tree thus introduces indirect dependencies between
the mean vectors of a GMM via the relations with their parent
and ancestors in the tree. Based on this structure, we develop
a hierarchical adaptation scheme exposed in the next section
and which permits to adapt unseen components of a GMM. The
practical construction of the tree and the estimation of the condi-
tional distribution parameters are explained in section 4.4.2.

4.3. Hierarchical MAP adaptation of speaker GMM means

4.3.1. Definition of the conditional prior distributions

The tree structure described in the previous section defines
a conditional prior distributions ��� ��� �

�
� � � 7 � � � �

�
�



for each
child mean vector ��� �

�
which gives its statistical dependency

relation to its parent mean � � 7 � � � �
�
� . Stating that the marginal



prior distributions ��� ��� �
�



of all the mean vectors of the multi-
resolution GMMs are multivariate normal distributions, this tree
is thus a Gaussian tree and the dependency relations are given
by linear regressions. Moreover, the conditional prior distribu-
tions ��� ��� �

�
� � � 7 � � � �

�
�



also are multivariate normal densities
with mean vector

, ��� � �
�
� and covariance matrix 2

���
� �
�
� given

by 3: , ��� � �
�
� � , � # � � � � � � � ���� � � � � % , � � � � 
 (22)2

���
� �
�
� � 2

�
��� % � � � � � � � 
 (23)

where � ,
�
 2
�



and � , � �
�
�  2 � �

�
�



are the parameters of the
marginal prior densities ��� �

�



and ��� � � �
�
�



respectively, �� � �
�
�is the observed value of � � �

�
� , � is an identity matrix with same

dimensions as 2
�
,
� � � � � � � is the regression matrix of �

�
over� � �

�
� and � � � � � � � is their squared correlation coefficient ma-

trix. The matrices
� � � � � � � and � � � � � � � are defined as� � � � � � � � 2

�
� � �
�
� 2 7 �� �

�
� (24)� � � � � � � � 2 7 �

�
2
�
� � �
�
� 2 7 �� �

�
� 2 ;
�
� � �
�
� (25)

in which 2
�
� � �
�
� is the inter-covariance matrix of �

�
and � � �

�
� .We will note the � ��� diagonal coefficient of matrices

� � � � � � �
and � � � � � � � as 	 � � �� � � � � � and A � � �� � � � � � respectively.
Note that, as � � � � � � � is positive semi-definite we have 2

���
� �
�
�



2
�

in the sense of positive semi-definite matrices. It means
that, through the observation of the parent mean, the conditional
prior ��� �

�
� � � �

�
�



brings some precision on the distribution of�
�
, relatively to the marginal prior ��� �

�


.

4.3.2. Estimation of GMM means with MAP criterion and condi-
tional priors

When some means in the tree are observed, the prior densi-
ties of their respective children means are modified according to
the relations given in equations (22) and (23). For some training
data � and having observed all means from level � to � %4� , the
MAP estimation formulae applied to the set of GMM parame-
ters � � in level � gives :�� � � �$� � !"�$#% ����� � � m �  & &�& m � 7 � 


� �$� � !"�$#% ����� � � m �  & &�& m � 7 � 
 �
����� � m �  & &�& m � 7 � 


(26)

Assuming that the weight and covariance parameters are inde-
pendent of each others and also independent of the mean para-
meters and applying equation (21), this develops to:�� � � �$� � !"�$#% �(���*� �  �m �  &�& &  �m � 7 � 
 �� ���

��� ��� �
�
���� � �

�
�

 � ��� ��� �(� �

�

 � ��� ��� ��� .

�

 (27)

We state here that the likelihood function ����� � � m �  & & & m � 7 � 
only depends on the parameters of finest resolution, i.e. the set
of parameters � in level � , and is expressed as the corresponding
GMM :
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(28)

3. in the following of the paper, the level index � will sometimes be
omitted for simplicity when it is implicit

As in the classical Bayesian adaptation of GMMs, this maxi-
mization can be performed using the EM algorithm. We only
consider mean adaptation in this work and we assume diago-
nality for the covariance, regression and correlation matrices,
which implies no modeling of cross-dimension local dependen-
cies.
In this case, the M-step re-estimation formula for component �
of mean vector �

�
is given by:

�� � � �� �  
�

 
� #4@ � � ���� � � � � �

�
� � � # @ � � ���� � � � � 

� #C@ � � ���� � � � � , � � �
���
� �
�
� (29)

where  
�

and �
�
� � � are computed in the E-step and defined in

equations (8) and (9),
, � � ���� � � � � is the � component of conditio-

nal prior mean vector
, ��� � �

�
� . The weighting factor

@ � � ���� � � � � is
expressed as : @ � � ���� � � � � �

@ �
� % A � � �� � � � � � (30)

In this relation,
@ �

is a relevant factor for Gaussian 5 in level �
and A � � �� � � � � � is the squared correlation coefficient between the �
components of mean vectors �

�
and � � �

�
� .Taking into account the adaptation formulae defined above, the

HMAP adaptation proceeds as follows:
1. First, estimate the root GMM mean with classical MAP

adaptation and go to level 2.
2. For a given level � , take the previously estimated GMM

means in level � % � as their observed values and up-
date the prior distributions of level � means using the
parent/child regressions.

3. Estimate the means in level � with MAP criterion and the
conditional priors defined in step 2, then go to level � # � .
Repeat steps 2 and 3 until the finest resolution level

�
is

reached.
The GMM estimated in the final level defines the target speaker
reference model that will be used in the verification process.
This speaker GMM is characterized by its mean parameters, the
weight and covariance parameters keeping their prior values.

4.3.3. Discussion

The hierarchical algorithm described above propagates the
estimated values of the means in higher levels to the lower le-
vels through the parent/child regression relations. In high levels
with coarse resolution, the GMM components receive more data
than in lower levels with fine resolution. Thus we hypothesize
that the estimation of the GMM means in high level may be
more robust. These estimated means are propagated down the
tree to update the prior distribution of means in the lowest le-
vels, thus allowing some components which receive few data to
be adapted. Looking at equation (29), it appears that when the
occupation rate  

�
is null, i.e. component 5 receives no data, �

�
is nevertheless adapted through the value of its parent mean :

��
�
� , ��� � �

�
� � , � # � � � � � � � ��� � � � � % , � � � � 
 (31)

On the contrary, when  
�

tends to infinity, i.e. component 5 re-
ceives an infinite amount of data, we have

��
� � �

�
. Thus, the

HMAP estimates of GMM means have same convergence as the
ML and classical MAP ones.
Let us note moreover that equations (29) and (30) define a Gaussian-
and dimension-dependent adaptation and that this adaptation is



also balanced by the strength of the correlation between the �
components of child mean �

�
and parent mean � � �

�
� . If no de-

pendency exists between � � � �� and � � � �� � � � , the correlation and

regression coefficients A � � �� � � � � � and 	 � � ���� � � � � are both null, and� � � �� is adapted as :
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� #4@ � , � � �� (32)

which corresponds to the classical MAP formula for mean adap-
tation. On the opposite, if the correlation coefficient A � � �� � � � � � is
equal to � , the child mean component value is deterministically
predictable via its parent value and the data has no weigh in the
adaptation. In this case we have :

�� � � �� � , � � �� # 	 � � �� � � � � � ��� � � �� � � � % , � � �� � � � 
 (33)

Taking into account all these considerations, we expect the
HMAP adaptation scheme to be more robust than the classical
MAP scheme, particularly when the training data is limited and
sparse, or when the training and test sets have different acoustic
coverage. The experiments and some preliminary results using
this technique are given in the following section.

4.4. Experiments and results

4.4.1. Database and ASV system

The HMAP adaptation technique has been evaluated on a
speaker verification task using the female speaker sub-set of
the NIST’03 SRE cellular database. The ASV system is de-
rived from the IRISA 2003 system where the classical Baye-
sian adaptation have been replaced by the HMAP adaptation. In
these experiments, the binary dependency tree has 9 levels, and
thus the finest resolution GMMs have 256 components. Section
4.4.2 gives the description of tree construction and prior para-
meters estimation which are achieved using prior data from the
NIST’01 and NIST’02 SRE cellular databases. The target spea-
ker model adaptation is described in section 4.4.3 and results
and analysis are given in sections 4.4.4 and 4.4.5.

4.4.2. Tree construction and prior parameter estimation

We use a top-down Gaussian splitting and model estimation
process to jointly grow the tree and estimate the prior parame-
ters. Using prior data, we sequentially estimate GMMs corres-
ponding to each level of the tree, starting to the root level and
going down to the leaf level. Once a GMM has been estimated
in a level � , we split each of its mean into two children means
with slight perturbations in opposite directions. This splited mo-
del is used as initialization for the estimation of the GMM in
level � % � , the child Gaussian covariance parameters being ini-
tialized to their parent Gaussian covariance, and the child Gaus-
sian weights to the half of their parent Gaussian weight. To keep
a strong geographical link between the child Gaussian and their
respective parent Gaussian we use MAP adaptation from one
level to the following one, except for the root mono-Gaussian
model which is estimated with ML criterion. We thus expect to
capture better correlations between contiguous levels in the tree,
with respect to the use of ML estimations in every level. We also
estimate the regression matrix

� � � � � � � and correlation matrix� � � � � � � using the prior data, with ML criterion. The prior data,
taken from the NIST01 and NIST02 SRE databases, represent

���	� 9 
 
�� � �*

�����

0.032 8.1
) ����� 0.033 8.3

TAB. 2 – � ��� 9 and

 
��

points for the IRISA 2003 system with
MAP and HMAP adaptations

an amount of about 70 speakers with 2 minutes of speech from
a single session for each speaker.

4.4.3. Speaker GMM adaptation

The parameters of the multi-resolution GMM estimated on
the prior data are used as priors for the HMAP adaptation of the
target speaker models in the corresponding levels. The relevant
factors

� @�� �
�
� for the finest resolution level

�
have been fixed

to a constant value according to optimization on development
experiments. Considering that the relevant factors are homoge-
neous to a number of frames associated with their correspon-
ding Gaussian, they should be proportional, in average, to the
number of Gaussian in the model. Thus, we fixed the values
of the relevant factors for the other levels to

@ � �
�

� @�� �
� � �� � ,

where � � and � � are the number of Gaussian components in
the finest resolution level

�
and in a higher coarser level � res-

pectively. This is a very simple method to determine these quan-
tities without the need of optimization for every level in the tree,
though we think it may be sub-optimal.

4.4.4. Results

For the verification task, the speaker GMMs of finest reso-
lution level are used as target hypothesis

�
, and the background

prior GMM (i.e. the GMM estimated on the prior data) in that
level is used as non-target hypothesis. The DET (Detection Er-
ror Tradeoff) curves of the IRISA 2003 system with classical
MAP adaptation and HMAP adaptation are drawn on figure 3,
and table 2 gives the performance of these systems for the � �	� 9
and


 
��
functioning points. The results show that the hierar-

chical adaptation scheme brings no performance improvement
over classical adaptation. The � ��� 9 and


 
 �
points are very

similar and a slight degradation is observed for the H-MAP sys-
tem in the low miss rates region.

4.4.5. Analysis and future works on H-MAP

These preliminary results on the H-MAP technique can be
explained by several reasons. First the correlations captured in
the tree construction are poor : in the whole tree, the average
correlation coefficient between a child mean vector component
and its parent mean vector component is 0.65. Only 35% of
them are greater than 0.75 which means that only one regres-
sion coefficient on three is actually reliable. This may be due
to an insufficient amount of data used for the estimation of the
correlation matrices. Second, it has been observed that both the
client scores and the impostor scores for the H-MAP system
are usually greater than that obtained with classical MAP. This
indicates that the target speaker models estimated with the H-
MAP technique generalize better to other target accesses, but
they also generalize better to impostor accesses, thus leading
to no improvement. This can be due to the adaptation of some
Gaussian components that should not be adapted for some target
speakers, as these ’non-adapted’ Gaussian may be an intrinsic
characteristic of those speakers.
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FIG. 3 – DET curves. Performance of the IRISA 2003 system
with MAP and HMAP adaptation.

We are currently looking at other tree construction techniques
to capture better correlations between parent and child means,
and we will investigate some Gaussian selection processes in
future works, using speaker clustering methods.

5. Conclusion and Perspectives
For three years, the IRISA speech group has concentrated

some effort in ASV to the enhancement of robustness in the
state-of-the-art Bayesian methods, both for adaptation of spea-
ker models and compensation methods for decision. Two nor-
malization techniques for robust decision have been developed
which depart from state-of-the-art methods by the fact that they
do not need any additional data to be effective. The first one, D-
norm, is a model-based score normalization which makes use
of an information measure directly computed from the models.
The second, the D-MAP, operates in the model space through
a constrained MAP adaptation scheme which normalizes the
target speaker models with respect to their distance from the
UBM. These two techniques aim at compensating for model-
dependent biases in the score distributions and they have shown
significant improvement relatively to the baseline system. One
interesting conclusion of these works on D-norm and D-MAP
is that they lead to similar performance thus indicating that an
adequate adaptation scheme can be equivalent to a model-based
normalization. We think that some information measures could
also be computed on the test utterances and used in a similar
way as for D-norm, to implement a data-free test normalization
of scores.
Our research on robust Bayesian methods have led to the theore-
tical developments of a hierarchical Bayesian adaptation scheme,
the HMAP described in this paper. To enhance the robustness
of classical Bayesian adaptation methods, we introduce struc-
tural dependency modeling between GMM components, which
we try to capture in a binary tree. The adaptation formulae of
the HMAP scheme show that it can be seen as a generaliza-
tion of classical Bayesian adaptation schemes. However, preli-
minary results presented in this paper have shown no perfor-
mance improvement of HMAP adaptation over classical MAP
adaptation. The HMAP technique is yet currently under further
development and we need more experimentation to understand

the effect of the various and numerous parameters of this adap-
tation scheme and correctly tune the approach. In future work,
we will also investigate new methods to grow the dependency
tree and capture better correlations, using for example bottom-
up hierarchical clustering techniques. The preliminary results
also indicate that a speaker dependent Gaussian selection pro-
cess could be useful to better characterize the components that
should be adapted for a given speaker. We plan to achieve this
using speaker clustering methods by assigning to each speaker
cluster a set of components to be adapted.
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