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Abstract
We report the results of some speaker verification experiments
on the NIST 1999 and NIST 2000 test sets using factor analy-
sis likelihood ratio statistics. For the experiments on the 1999
test set we had to use a mismatched training set, namely Phases
1 and 2 of the Switchboard II corpus, to train the factor anal-
ysis model. Our results on this test set are are comparable to
(but not better than) the best results that have been attained with
standard methods (GMM likelihood ratios and handset detec-
tion). In order to experiment with well matched training and
test sets, we used half of the target speakers in the NIST 2000
evaluation for testing and a disjoint set of speakers taken from
Switchboard II, Phases 1 and 2 for training. In this situation we
obtained an equal error rate of 7.2% and a minimum detection
cost of 0.028. These figures represent an improvement of about
25% over standard methods.

1. Introduction
Simply stated, the basic problem in speaker verification is to
decide whether two utterances have been uttered by the same
speaker or by different speakers. Put another way, one has
to decide whether the differences between the two utterances
are better accounted for by inter-speaker variability or by what
might be termed inter-session variability, that is, the variability
exhibited by a given speaker from one recording session to an-
other. This type of variability may be attributable either to chan-
nel effects or to intra-speaker variation (the speaker’s health or
emotional state for example) but channel effects are presumably
more important in general.

In state of the art methods of speaker verification inter-
speaker variability is assumed to be of primary importance
(classical MAP estimation of GMM’s [1, 2] is implicitly based
on a model of inter-speaker variability, namely a Gaussian prior
on speaker-dependent GMM supervectors) but it has long been
recognized that inter-session variability is a serious problem
[3, 4]. In face recognition it has been found that models of
intra-person variability (which capture differences in posture
and illumination in different images of the same subject) are
capable of high performance even when inter-person variabil-
ity is not modeled at all [5]. This suggests that a systematic
model of inter-session variability could prove to be useful in
speaker verification, particularly if it is integrated with an ef-
fective model of inter-speaker variability. In [6] we proposed
eigenchannel MAP as a model of inter-session variability and in
[7] we showed how it could be integrated with standard models
of inter-speaker variability, namely classical MAP and eigen-
voice MAP [8], to produce a joint model of inter-speaker and
inter-session variability which we referred to as a factor analy-
sis of speaker and channel effects. The present article reports
the results of recent experiments in text-independent speaker
verification using factor analysis likelihood ratio statistics.

Our original motivation in developing the factor analysis
model was to use model adaptation techniques developed for
speech recognition to perform channel adaptation of speaker
models in speaker recognition. Two difficulties arise here.
Firstly, very little data may be available for channel adapta-
tion. For example, test utterance durations range from 15 to
45 seconds in the NIST restricted data evaluations. Secondly,
model adaptation techniques developed for speech recognition
conflate inter-speaker and channel variability so that, although
they are usually thought of as performing speaker adaptation,
they may be performing channel adaptation in some situations
and speaker adaptation in others. In order to be effective for
speaker recognition, model adaptation techniques must be ca-
pable of adapting speaker models to the channel effects in a test
utterance without adapting them to the speaker in the test utter-
ance. This raises a very challenging estimation problem.

For example, several authors have suggested compensating
for channel effects in speaker recognition by applying affine
transformations. These transformations can be applied either
in the feature space [9, 10, 11] or in the model space space
[12] with equivalent results so this method can be regarded as
a type of model adaptation. The question is how to estimate
the parameters of such an affine transformation given a hypoth-
esized speaker and test utterance. One procedure which has
been suggested [10] is to estimate the affine transformation in
such a way as to match the global first and second order statis-
tics of the speaker’s enrollment data with those of test utterance
but it is unclear whether this performs channel adaptation or
speaker adaptation. Another possibility is to use MLLR which
is a maximum likelihood estimation procedure for affine trans-
formations applied in the model space. This is widely used in
speech recognition but it does not seem to work for channel
adaptation of speaker models in speaker recognition [13]. On
the other hand, it should be possible in principle to constrain
affine transformations to perform channel adaptation rather than
speaker adaptation by means of a suitable prior distribution on
the transformation parameters so that MAPLR [14] might work.
However since these parameters would have to be estimated
from short test utterances the lack of adaptation data would still
be a problem.

Eigenvoice and EMAP approaches represent a different
type of model adaptation method that has been developed in
speech recognition specifically in order to deal with situations
where very small amounts of adaptation data are available (as in
on-line speaker adaptation). EMAP is a Bayesian speaker adap-
tation technique which, like classical MAP, is based on a Gaus-
sian prior distribution on speaker-dependent HMM or GMM su-
pervectors. It differs from classical MAP in that the supervector
covariance matrix — let us call it B — is assumed to be full
rather than diagonal so that it takes account of the correlations
between different Gaussians in a speaker model. Thus whereas
classical MAP only adapts the Gaussians which are observed
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in the adaption data, EMAP adapts all of the Gaussians even in
situations where only a small fraction of them are observed.

Eigenvoice methods are based on the assumption that the
supervector covariance matrix B is of low rank so that speaker
supervectors are constrained to lie in a linear manifold of low
dimension which is known as the speaker space. This type of
constraint facilitates very rapid speaker adaptation since only a
small number of free parameters need to be estimated, namely
the coordinates of a speaker’s supervector relative to a basis of
the speaker space. (The eigenvectors of B which correspond to
non-zero eigenvalues — the ‘eigenvoices’ — constitute such a
basis.) We will refer to these free parameters as speaker factors.

Combining the eigenvoice assumption with EMAP gives
eigenvoice MAP [8]. This type of model adaptation can be
modified to tackle the problem of channel-adaptation of speaker
models for speaker recognition by assuming that the speaker-
and channel-dependent supervectors for different recordings of
a given speaker have a Gaussian distribution centered on the
speaker’s supervector. If the covariance matrix of this distribu-
tion is tied across speakers and C denotes the common value,
then C can be estimated by the same methods as the super-
vector covariance matrix in eigenvoice MAP but whereas the
covariance matrix B models inter-speaker variation, C mod-
els inter-session variation. This is the basic idea in eigenchan-
nel MAP [6]. The eigenvalues of C (like the eigenvalues of
B) generally decay exponentially so C can be taken to be of
low rank in practice. This makes it possible to perform channel
adaptation of speaker models on very short test utterances. It is
natural to think of the range of C as the channel space and to
define channel factors analogously to speaker factors.

The development of eigenchannel MAP in [6] was incom-
plete because it addressed the first of these questions but not the
second:

1. How is it possible to adapt a speaker model to the chan-
nel effects in a test utterance without performing speaker
adaptation?

2. How is it possible to estimate a speaker model in a way
which is immune to the channel effects in the speaker’s
enrollment data?

In order to provide an answer to the second question it seems
to be necessary to integrate eigenchannel MAP with a model
of inter-speaker variability. The simplest possibility is to use
the prior in eigenvoice MAP for this purpose. This amounts
to assuming that each speaker- and channel-dependent super-
vector can be decomposed into a sum of two supervectors, one
of which lies in the speaker space and the other in the channel
space. Given an enrollment recording for a speaker we can dis-
entangle the speaker and channel effects in the corresponding
speaker- and channel-dependent supervector by calculating the
joint posterior distribution of the speaker and channel factors.
Suppressing the contribution of the channel factors to the super-
vector gives (in theory at least) an estimate of the speaker’s su-
pervector which is immune to the channel effects in the enroll-
ment recording. The factor analysis model in [7] takes this idea
one step further by incorporating the prior for classical MAP as
well as the prior for eigenvoice MAP in order to compensate for
the rank deficiency problem in eigenvoice MAP [8].

The factor analysis model and the models in [15, 16] are
formally quite similar. In [16], the basic assumption is that
each speaker- and channel-dependent supervector is a sum of a
speaker-dependent supervector and a channel-dependent super-
vector. The major difference is that the factor analysis model

treats the channel space as a continuum whereas in [16] chan-
nel effects are quantized so that there is a discrete set of channel
supervectors (one for electret handsets, another for carbon and
so forth). For this approach the second question above presents
no particular difficulty since it can be tackled by applying the
appropriate type of channel compensation in enrollment as well
as in testing [16].

Although our original goal in developing the factor analysis
model was to tackle the problem of adapting speaker GMM’s to
the channel effects in a test utterance with a view to carrying
out speaker verification experiments using conventional GMM
likelihood ratio statistics, we discovered other likelihood ratio
statistics along the way which are more natural in that they are
constructed using the likelihood function of the factor anaylsis
model itself rather than the GMM likelihood function. In [7] we
reported the results of some preliminary experiments with one
of these likelihood ratio statistics. We used the Switchboard
Cellular Part I corpus for training the factor analysis model and
the NIST 2001 cellular one speaker detection task for testing.
We discovered after the fact that the target speakers for this task
are all contained in Switchboard Cellular Part I so the results of
these experiments cannot be taken at face value. Our purpose in
the present paper is to report the results of some recent exper-
iments with the factor analysis model which are not tainted by
this defect.

2. Factor Analysis
The factor analysis model combines the priors underlying clas-
sical MAP, eigenvoice MAP and eigenchannel MAP so we be-
gin by reviewing these and showing how a single prior can be
constructed which embraces all of them. We assume a fixed
GMM structure containing a total of C mixture components.
Let F be the dimension of the acoustic feature vectors.

2.1. Speaker and channel factors

To begin with let us ingore the question of inter-session vari-
ability and assume that each speaker s can be modeled by a sin-
gle supervector M(s) which is independent of channel effects.
We can combine the priors for classical MAP and eigenvoice
MAP by assuming that there is a rectangulare matrix v of low
rank and a diagonal matrix d such that, for a randomly chosen
speaker s,

M(s) = m + vy(s) + dz(s) (1)

where m is the speaker-independent supervector and y(s) and
z(s) are assumed to be independent and to have standard nor-
mal distributions. In other words, M(s) is assumed to be nor-
mally distributed with mean m and covariance matrix vv∗+d2.
This is a factor analysis model in the sense of [17]. The com-
ponents of y(s) are ‘speaker factors’ and v is a ‘factor load-
ing matrix’. The ‘speaker space’ is the affine space defined by
translating the range of vv∗ by m. If d = 0 then all speaker
supervectors are contained in the speaker space; in the general
case (d 6= 0), the term dz(s) serves as a residual which com-
pensates for the fact that this type of subspace constraint may
not be realistic.

In order to incorporate channel effects, suppose we are
given recordings h = 1, . . . , H(s) of a speaker s. For each
recording h, let Mh(s) denote the corresponding speaker- and
channel-dependent supervector. We assume that the difference
between Mh(s) and M(s) can be accounted for by a vector
of channel factors xh(s) having a standard normal distribution.
That is, we assume that there is a rectangular matrix u of low



rank (the loading matrix for the channel factors) such that

M(s) = m + vy(s) + dz(s)
Mh(s) = M(s) + uxh(s)

}

(2)

for each recording h = 1, . . . , H(s).
So if RC is the number of channel factors and RS the num-

ber of speaker factors, the factor analysis model is specified by a
quintuple Λ of the form (m, u, v, d,Σ) where m is CF×1, u
is CF×RC , v is CF×RS and d and Σ are CF×CF diagonal
matrices. To explain the role of Σ, fix a mixture component c

and let Σc be the corresponding block of Σ. For each speaker s

and recording h, let Mhc(s) denote the subvector of Mh(s)
corresponding to the given mixture component. We assume
that, for each speaker s and recording h, observations drawn
from mixture component c are distributed with mean Mhc(s)
and covariance matrix Σc.

In the case d = 0 and u = 0 the factor analysis model re-
duces to the prior for eigenvoice MAP. In the case where u = 0

and v = 0 we obtain the prior for classical MAP. (The ‘rele-
vance factors’ in [2] are the diagonal entries of d−2

Σ. Thus,
although its role is rarely spelt out explicitly, the diagonal ma-
trix d is the key to the success of state of the art methods of
speaker verification.) If we assume that M(s) has a point dis-
tribution instead of the Gaussian distribution specified by (1)
and that this point distribution is different for different speak-
ers, we obtain the prior for eigenchannel MAP.

Classical MAP speaker adaptation has the property that it
behaves like speaker-dependent training as the amount of adap-
tation data for a speaker increases. The residual term dz(s) is
included in the factor analysis model in order to ensure that it in-
herits the asymptotic behavior of classical MAP but it is costly
in terms of both mathematical and computational complexity.
The reason for this is that, although the increase in the number
of free parameters is relatively modest since (unlike u and v)
d is assumed to be diagonal, introducing z(s) greatly increases
the number of hidden variables. On the other hand if d = 0,
the model is quite simple since the basic assumption is that each
speaker- and channel-dependent supervector is a sum of two su-
pervectors one of which is contained in the speaker space and
the other in the channel space.1 We will use the term Principal
Components Analysis (PCA) to refer to the case d = 0.

2.2. The likelihood function

Suppose that we are given a set of hyperparameter estimates
Λ and a set of recordings for a speaker s indexed by h =
1, . . . , H(s). For each recording h, assume that each frame
has been aligned with a mixture component and let Xh(s)
denote the collection of labeled frames for the recording.
Let X (s) be the vector obtained by concatenating the ob-
servable variables X1(s), . . . ,XH(s)(s) and let X(s) be the
vector obtained by concatenating the unobservable variables
x1(s), . . . , xH(s)(s), y(s), z(s). If X(s) were given we could
write down Mh(s) and calculate the (Gaussian) likelihood of
Xh(s) for each recording h so the calculation of the likelihood
of X (s) would be straightforward. Let us denote this condi-
tional likelihood by PΛ(X (s)|X(s)). Since the values of the
hidden variables are not given, calculating the likelihood of

1It is not necessary to assume that the speaker space and the channel
spaces are orthogonal in order to ensure uniqueness of this decomposi-
tion. Uniqueness follows from the fact that the range of uu

∗ and the
range of vv

∗, being low dimensional subspaces of a very high dimen-
sional space, (typically) only intersect at the origin.

X (s) requires evaluating the integral
∫

PΛ(X (s)|X)N(X|0, I)dX (3)

where N(X|0, I) is the standard Gaussian kernel

N(x1|0, I) · · ·N(xH(s)|0, I)N(y|0, I)N(z|0, I).

We denote the value of this integral by PΛ(X (s)). In the clas-
sical MAP case a similar type of likelihood function was pro-
posed for constructing likelihood ratio statistics in speaker veri-
fication in [18] (but note that the authors’ use of the word factor
is different from ours).

2.3. Speaker-independent hyperparameter estimation

If we are given a training set in which each speaker is recorded
in multiple sessions the hyperparameters Λ can be estimated
by EM algorithms which guarantee that the total likelihood of
the training data increases from one iteration to the next. (The
total likelihood of the training data is

∏

s
PΛ(X (s)) where s

ranges over the speakers in the training set.) We refer to these
as speaker-independent hyperparameter estimation algorithms
(or simply as training algorithms) since they consist in fitting
(2) to the entire collection of speakers in the training data rather
than to an individual speaker.

One estimation algorithm, which we will refer to simply
as maximum likelihood estimation, can be derived by extend-
ing Proposition 3 in [8] to handle the hyperparameters u and
d in addition to v and Σ. Our experience with it has been
that it tends to converge very slowly. Another algorithm can
be derived by using the divergence minimization approach to
hyperparameter estimation introduced in [19]. This seems to
converge much more rapidly but it has the property that it keeps
the orientation of the speaker and channel spaces fixed so that it
can only be used if these are well initialized. (A similar situa-
tion arises when the divergence minimization approach is used
to estimate inter-speaker correlations. See the remark follow-
ing Proposition 3 in [19].) We have experimented with the
maximum likelihood approach on its own and with the max-
imum likelihood approach followed by divergence minimiza-
tion. With one notable exception, we obtained essentially the
same performance in both cases (even though the hyperparam-
eter estimates are quite different).

2.4. Adapting from one speaker population to another

In order to use the speaker-independent hyperparameter estima-
tion algorithms, we need a training set in which there are mul-
tiple recordings of each speaker. The enrollment data provided
by NIST for the one speaker detection evaluations are not ad-
equate for this purpose since there is just one (or at best two)
enrollment recordings for each target speaker. So in order to
test our model on, say, the NIST 1999 data we need an ancil-
liary training set such as the union of Switchboard II, Phases 1
and 2. Thus in practice there may be a mismatch between the
training speaker population and the target speaker population.
We have attempted to deal with this problem by first estimating
a full set of hyperparameters m, u, v, d and Σ on the ancilliary
training set and then, holding u and Σ fixed, re-estimating m, v

and d on the enrollment data for the target speakers. In other
words, we keep the hyperparameters associated with channel
space fixed and re-estimate only the hyperparameters associated
with the speaker space. It turns out to be important to use the
divergence minimization rather than the maximum likelihood



approach in this situation. That is, it is necessary to keep the ori-
entation of the speaker space fixed as well as that of the channel
space rather than change it to fit the target speaker population
(in order to avoid overtraining on the very limited amount of
enrollment data provided by NIST).

2.5. Enrolling a speaker

In order to construct the likelihood ratio statistic that we will
use for speaker verification, we also need a speaker-dependent
hyperparameter estimation algorithm. For this we assume that,
for a given speaker s and recording h,

M(s) = m(s) + v(s)y(s) + d(s)z(s)
Mh(s) = M(s) + uxh(s).

}

(4)

That is, we make the hyperparameters m, v and d speaker-
dependent but we continue to treat u and Σ as speaker-
indendent. Given enrollment data for the speaker s, we estimate
the speaker-dependent hyperparameters m(s), v(s) and d(s)
by first using the speaker-independent hyperparameters and the
enrollment data to calculate the posterior distribution of M(s)
and then adjusting the speaker-dependent hyperparameters to fit
this posterior. (More specifically, we find the prior of the form
m(s) + v(s)y(s) + d(s)z(s) which is closest to the posterior
in the sense that the divergence is minimized. This is just the
minimum divergence estimation algorithm applied to a single
speaker in the case where u and Σ are held fixed.) Thus m(s)
is an estimate of the speaker’s supervector when channel effects
are abstracted and d(s) and v(s) measure the uncertainty in this
estimate. Set Λ(s) = (m(s), u, v(s), d(s),Σ).

2.6. The likelihood ratio statistic

Given speaker-independent hyperparameters Λ and enrollment
data for a speaker s, we can estimate a set of speaker-dependent
hyperparameters Λ(s) as we have just explained. Given speech
data X uttered by a test speaker t, to test the hypothesis that
t = s against the hypothesis that t 6= s we use the likelihood
ratio

1

T
log

PΛ(s)(X )

PΛ(X )
(5)

where T is the duration of the test utterance.
Evaluating this likelihood ratio statistic could be pro-

hibitively expensive in the context of the NIST evaluations be-
cause it is desirable to have a large number of speaker factors
in order to discriminate between speakers. The computation
needed to evaluate the numerator in (5) essentially boils down
to calculating the Cholesky decomposition of a matrix of di-
mension (RS + RC)× (RS + RC) constructed from v(s) and
u. (Recall that RC is the rank of u and RS is the rank of v and
of v(s).) Reducing the rank of v(s) to manageable proportions
by discarding the minor eigenvalues of v(s)v∗(s) alleviates the
computational burden of this Cholesky decomposition. Since
v(s) captures the uncertainty in the values of the speaker fac-
tors after enrollment, most of the eigenvalues of v(s)v∗(s) are
small so this is a reasonable approximation. The same prob-
lem arises in evaluating the denominator of (5) but this can be
avoided altogether by using t-norm score normalization.

3. Training and Test Sets
In order to experiment properly with the factor analysis model
we need a test set and a training set which is disjoint from
the test set but reasonably well matched with respect to both

speaker and channel characteristics. Unfortunately it is very dif-
ficult to satisfy this requirement using the NIST evaluation sets
because of the way they have been extracted from the Switch-
board corpora [20]. For example, using the NIST 2002 or 2003
evaluation data for testing and Switchboard Cellular Part I for
training would not be appropriate since the evaluation data con-
sists principally of CDMA transmissions and there would be
essentially no CDMA transmissions in the training data.

Among recent test sets, the best choice seems to be to use
the test set for 1999 (which is extracted from the Switchboard II,
Phase 3 corpus) along with Switchboard II, Phases 1 and 2 for
training. The Switchboard II corpora consist of land line data
with roughly equal proportions of ‘same number’ and ‘different
number’ calls so there should be no mismatch where channel
characteristics are concerned. However there is a mismatch be-
tween the training and target speaker populations because the
training speakers are from the American Midwest and North-
east and the target speakers from the South. We found that,
under these conditions, factor analysis likelihood ratios are ca-
pable of achieving results on the 1999 test set which are as good
as (but no better than) the best results that have been attained
with standard GMM likelihood ratios and handset detection us-
ing unwarped cepstral coefficients as acoustic features. Our ef-
forts to improve on these results by adapting the factor analysis
model to the target speaker population using the strategy out-
lined in Section 2.4 were largely unrewarded but we did find that
much better performance could be achieved by using Switch-
board II, Phase 3 as the training set (that is, by cheating in the
same way as in our preliminary experiments [7]). This suggests
that good results could be attained if a well matched training set
were available but since we were unable to test this hypothesis
on the 1999 test set we used a subset of the NIST 2000 test set
instead.

The 2000 test set is unusually large since it involves a thou-
sand target speakers. These speakers were drawn from both
Phase 1 and Phase 2 of Switchboard II and the test utterances
were all extracted from different number calls. We constructed
the test set for our final experiments by discarding every second
target speaker in the 2000 test set and we constructed a train-
ing set using speakers in Switchboard II, Phases 1 and 2 which
were not included in our test set. We found that the factor anal-
ysis model performed very well in this situation.

Traditionally NIST defines a ‘primary condition’ for the an-
nual evaluations. In 1999 and 2000 the primary conditions were
defined in such a way that only the electret portions of the test
sets were used in the evaluations. We did not impose the pri-
mary condition restrictions in our experiments since we were
interested to see how the factor analysis model would perform
on a mixture of electret and carbon data.

4. Implementation Issues
Using large numbers of speaker and/or channel factors creates
problems in speaker-independent estimation of the hyperparam-
eters. The principal computational bottleneck here is in calcu-
lating the posterior distribution of the hidden variables (that is,
PΛ(X(s)|X (s))) for each training speaker s. If the number of
recordings of the speaker is large (the ideal situation) and there
are large numbers of speaker and channel factors then this cal-
culation may not be practically feasible unless d = 0. In our
preliminary experiments on the NIST 2001 cellular test set us-
ing the Switchboard Cellular Part I corpus for training [7] we
did not encounter any difficulties here because we used only 40
speaker and 40 channel factors but for most of our experiments



on the NIST 1999 and NIST 2000 test data we did have to im-
pose the restriction d = 0. (Even with this restriction training
can still be very time consuming. For example we found that
training a PCA model with 300 speaker factors and 100 chan-
nel factors on a Switchboard database takes almost one half real
time per EM iteration on a 2 GHz PC.) Calculating the posterior
distribution of the hidden variables is only problematic in train-
ing the factor analysis model on large training sets; there is no
difficulty in introducing d in adapting the speaker-independent
hyperparameters from the training speaker population to a NIST
target speaker population (since the enrollment data for each tar-
get speaker consists of just one or two recordings).

We found that in order to avoid excessive I/O overheads in
evaluating on a NIST data set, the best scenario is to load the
speaker-dependent hyperparameters for a given target speaker
s into memory and then perform all of the verification trials
in which the speaker s is hypothesized. This produces results
sorted by target speaker but it is a simple matter to resort them
by test utterance.

Evaluating the likelihood ratio statistics for a given test ut-
terance and a given set of hypothesized target speakers requires
a Viterbi or Baum-Welch alignment of the test data. We used
Baum-Welch alignments and speaker-independent or gender-
dependent GMM’s for this purpose. An obvious advantage of
using only gender-dependent GMM’s for alignment is that a
given test utterance need only be aligned once (rather than once
for each hypothesized speaker as required by the usual GMM
approach). Thus the number of Gaussians in the GMM is not
really a major issue for us.

As for signal processing, speech data was sampled at 8 kHz
and 12 liftered mel frequency cepstral coefficients and an en-
ergy parameter were calculated at a frame rate of 10 ms. The
acoustic feature vector consisted of these 13 parameters to-
gether with their first derivatives. Cepstral mean subtraction
was not performed since the channel factors in the factor analy-
sis model can account for convolutional noise. Similarly, the en-
ergy feature was not normalized. We did not use feature warp-
ing in this study because, notwithstanding its effectiveness with
traditional GMM likelihood ratios, this technique may suppress
information which is useful for the factor analysis model.

Since silences were excised from the NIST 1999 and NIST
2000 enrollment and test data, we used a silence detector to
prepare the training data for our experiments.

Unlike most other authors, we did not use handset detection
for our experiments (except to break down some of our results).

5. Experiments

In this section we will first report results obtained on the NIST
1999 test set (which was extracted from Switchboard II, Phase
3) by training PCA models on Switchboard II, Phases 1 and
2. As we mentioned in Section 3, the training and test sets for
these experiments are mismatched. In order to see how well
a PCA model is capable of performing if the training and test
sets are well matched, we also carried out some experiments on
a subset of the NIST 2000 test set (which was extracted from
both Phases 1 and 2 of Switchboard II) where we used a subset
of the NIST 2000 target speaker population for testing and a
disjoint set of speakers from Switchboard II, Phases 1 and 2 for
training.

5.1. Databases

For each target speaker in the 1999 evaluation, the enrollment
data consisted of about one minute of speech from each of two
different conversations conducted over the same phone line.
There were 309 female target speakers and 230 males. There
were 3,420 test utterances and 11 trials per utterance for a total
of 37,620 verification trials. For most of our experiments on the
1999 test set we used only the female data which consisted of
1,972 test utterances.

We used one of the two enrollment recordings for each of
the target speakers (5 hours of data in the female case, 4 in the
male) to train two gender-dependent GMM’s each having 2,048
Gaussians.

We used the Switchboard II, Phases 1 and 2 corpora to con-
struct two training sets (one male and one female) for training
PCA models. We excluded all speakers who were included in
the 1999 evaluation.2 This left 625 female training speakers and
528 male. For computational reasons we did not use all of the
conversation sides for these speakers but we took care to bal-
ance A and B sides. There were 128 hours of female training
data (after excising silences) and 94 hours of male data.

For the NIST 2000 evaluation two minutes of enrollment
data extracted from a single conversation side were provided
for each target speaker (457 males and 546 females). There
were 6,052 test utterances extracted from different number con-
versation sides and 11 trials per utterance for a total of 66,572
verification trials.

In order to design the training and test sets for our final ex-
periments we began by excluding from the test set every second
target speaker as well as all target speakers whose NIST identi-
fication numbers were not in the set of Switchboard II, Phases
1 and 2 identification numbers. This gave us a set of 453 target
speakers (203 male and 250 female). We selected a disjoint set
consisting of 341 male and 385 female speakers from Switch-
board II, Phases 1 and 2 for training. For each training speaker
we used up to 20 conversation sides, giving 121 hours of train-
ing data in the female case and 96 hours in the male. Finally
we constructed our test set from the NIST 2000 test set by ex-
cluding trials which involved speakers other than our 453 target
speakers or test utterances which had been extracted from one
of the conversation sides that we used in training. This left us
with 27,438 verification trials (13,516 male and 13,922 female)
involving 5,207 test utterances. Of these, 24% were recorded
with carbon button handsets (compared with 23% of 6,052 test
utterances in the test set as a whole). Thus the results we will
report on our test set can be compared with results obtained by
other authors on the NIST 2000 test set as a whole (that is, with-
out the primary condition restriction).

5.2. A toy experiment

The most promising strategy for dealing with the mismatch be-
tween the training and target speaker populations in experiment-
ing on the 1999 test set seems to be to use a large number of
speaker factors in the hope of generating a speaker space which
is large enough to accommodate the target speakers as well as
the training speakers. However if we use a large number of
speaker factors then computational considerations force us to
take d = 0 (as we mentioned in Section 4) and to make an

2Care is needed in making this determination because, although
NIST uses the Switchboard speaker identification numbers, some
speakers have aliases. This situation arises when two sets of enrollment
data, one carbon and one electret, are supplied for a speaker.



approximation in evaluating the likelihood ratio statistic (5) (as
we mentioned in Section 2.6). In order to see if our model was
capable in principle of performing well under these conditions
we performed an experiment on the female test data where we
trained a PCA model on the female portion of Switchboard II,
Phase 3. (This violates the evaluation protocol in the same way
as our preliminary experiments [7] since the 1999 test data was
extracted from Switchboard II, Phase 3.)

In estimating the hyperparameters we limited ourselves to
10 conversation sides per training speaker (this gave us 63 hours
of female training data after excising silences) and we estimated
a PCA model with 300 speaker factors and 50 channel factors
using the maximum likelihood training algorithm. In testing we
used t-norm score normalization with 50 t-norm speakers per
test utterance. In order to evaluate the likelihood ratio statis-
tic (5) we reduced the rank of v(s) from 300 to 50 for each
target speaker s. Under these conditions we obtained a DCF of
0.016 and an EER of 4.8% on the female portion of the test set.3

This indicates that a PCA model together with the approxima-
tion used in evaluating the likelihood ratio statistic can indeed
perform well at least if the training and test sets are perfectly
matched.

Although these results seem to be very good, it turns out
that, as in the case of conventional GMM systems (and hu-
man listeners for that matter [21]), the performance on different
number trials is much poorer than on same number trials. This
is apparent from Table 1 where we have broken down the results
in the same way as in [2, 22].

DCF EER

SNST 0.006 2.2%
DNST 0.016 4.8%
DNDT 0.033 10.0%

Table 1: Breakdown of results on the female portion of the 1999
test set obtained by training on Switchboard II, Phase 3. SNST
indicates same number, same type (electret or carbon), DNST
indicates different number, same type and DNDT indicates dif-
ferent number, different type.

5.3. Results on the 1999 test set

We used 500 speaker factors and 50 channel factors for our ex-
periments on the 1999 test set. As in the toy experiment, we
reduced the rank of v(s) to 50 for each target speaker s in eval-
uating the likelihood ratio statistic (5) and we used 50 t-norm
speakers for each test utterance. We first performed a series of
experiments on the female portion of the test set using the fe-
male training set extracted from Switchboard II, Phases 1 and
2 to estimate PCA models. Our aim was to investigate the ef-
fectiveness of the two types of estimation algorithm (maximum
likelihood and minimum divergence) in training the PCA mod-
els and in adapting them to the target speaker population.

The results are summarized in Lines 1–5 of Table 2. Line
1 gives the results obtained with maximum likelihood training

3The detection cost function (DCF) is given by

min (0.99PFA + 0.1PM ) (6)

where PM and PFA denote the miss probability and the false alarm
probability at a given operating point and the minimum is taken over all
operating points. The equal error rate (EER) is defined to be the false
alarm rate at the operating point for which PM = PFA.

of the PCA model without any adaptation to the target speaker
population. These results are reasonably good but not nearly
as good as in our toy experiment which suggests that the mis-
match between the training and target speaker populations may
be a problem. The performance (as measured by the DCF) with
minimum divergence training (Line 4) and with minimum di-
vergence adaptation (Lines 3 and 5) was essentially the same as
in Line 1.

Training Adaptation DCF EER

1 ML PCA — 0.037 9.9%
2 ML PCA ML PCA 0.055 15.2%
3 ML PCA MD PCA 0.037 10.8%
4 MD PCA — 0.036 10.4%
5 MD PCA MD PCA 0.036 10.6%
6 MD PCA MD PCA + d 0.031 9.2%
7 MD PCA MD FA 0.030 9.2%

Table 2: Results on the female portion of the 1999 test set ob-
tained by training on Switchboard II, Phases 1 and 2 for various
training and adaptation regimes. ML = maximum likelihood es-
timation, MD = minimum divergence estimation, PCA = prin-
cipal components analysis, FA = factor analysis.

For the experiment reported in Line 6 we took the adapted
PCA model from Line 5 and turned it into a factor analysis
model simply by setting

d
2 =

1

16
Σ (7)

as [2] would suggest. (As we mentioned, in the classical MAP
case the relevance factors in [2] are the diagonal entries of
d−2

Σ.) This turned out to be a good choice; estimating a factor
analysis model from the enrollment data using this model as an
initialization and the minimum divergence adaptation algorithm
gave essentially the same results (Line 7).

Comparing the results in Lines 6 and 7 with those in Line 5
shows that factor analysis can outperform principal components
analysis. The approach taken in Line 7 has the advantage that
relevance factors do not have to be pulled out of a hat but com-
paring Line 6 with Line 7, Line 4 with Line 5 and Line 1 with
Line 3 shows that our attempts to palliate the mismatch problem
by adapting to the target speaker population using the approach
indicated in Section 2.4 were unsuccessful. Furthermore the re-
sults in Line 2 shows that this approach can actually be harmful
if maximum likelihood estimation is used in place of minimum
divergence estimation (as we mentioned in Section 2.4).

We replicated the experiment in Line 7 on the male portion
of the 1999 test set, obtaining a DCF of 0.029 and an EER of
10.2%. Pooling male and female trials gave worse results than
keeping them separate, namely a DCF of 0.033 and an EER
of 10.9% so it appears that using common thresholds for male
and female trials is suboptimal for the factor analysis model.
It is quite likely that this is due to the disparity in the sizes of
the male and female training sets. (There are generally more
females than males in the Switchboard corpora.)

For comparison, results on the 1999 test set without the pri-
mary condition restriction are reported in [22] and in [2] where
an EER of 10% was obtained.

5.4. Results on the 2000 test set

Our final experiments were designed to see how well the PCA
model could perform in situations where the training set is well
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Figure 1: DET curve obtained with factor analysis likelihood
ratio statistics. The test set is a subset of the NIST 2000 test set
containing both electret and carbon data. Male and female trials
pooled. DCF = 0.028, EER = 7.2%.

matched with the test set. As we have already explained, we
used a subset of the NIST 2000 test set for testing and a disjoint
subset of Switchboard II, Phases 1 and 2 for training in these
experiments.

We used the entire training set to estimate gender-
dependent GMM’s with 2,048 Gaussians and gender-dependent
PCA models with 300 speaker factors and 100 channel factors.
We reduced the rank of v(s) to 100 for each target speaker s

in evaluating the likelihood ratio statistic (5) and we used 50 t-
norm speakers for each test utterance. On the female portion of
our test set, the PCA model gave a DCF of 0.030 and an EER of
8.1%. These results can be compared with the results reported
in Line 5 of Table 2.

The experiment reported in Line 7 of Table 2 showed that
it was possible to compensate to some extent for the mismatch
between the training and target speaker populations in the ex-
periments on the 1999 data by converting a PCA model to a
factor analysis model. By using the same strategy here we were
able to obtain a DCF of 0.028 and an EER of 7.5% on the fe-
male portion of our test set. So this strategy is effective even
if there is no evident mismatch although, as one would expect,
the improvement in this case is smaller. Replicating this exper-
iment on the male portion of our test set we obtained a DCF
0.027 and an EER of 6.4%. Pooling the results (using a gender-
independent decision threshold) gave a DCF of 0.028 and an
EER of 7.2%. The corresponding DET curve is shown in Fig.
1.

For comparison, an EER of 17% on the entire 2000 test set
was reported in [23] but we have not been able to find any other
published results obtained on the 2000 test set without the pri-
mary condition restriction. However it is generally recognized
that, although it consists entirely of different number trials, the
2000 test set is of about the same degree of difficulty as the 1999
test set and that DCF’s of roughly 0.037 and EER’s of about
10% can be achieved by the methods in [2]. For our purposes,
the important thing to note is that we obtained much better re-
sults on the 2000 test data than on the 1999 test data and this
difference can be attributed to using a training set which is well
matched with the test set.

6. Discussion

Large speech databases, collected primarily for speech recogni-
tion research, are freely available but scarcely any attempt has
been made to exploit them for modeling in speaker recogni-
tion. This is perhaps surprising since modeling inter-speaker
variability in large populations should produce good priors for
estimating speaker supervectors; the fact that the Switchboard
databases have been collected in such a way that individual
speakers are recorded in multiple sessions should make it possi-
ble to get a handle on a problem which is of special importance
for speaker recognition, namely how to model inter-session
variability and channel variability in particular; and the fact that
speech data does not have to be transcribed (at least for text-
independent speaker recognition) means that many databases
which cannot be used for training in speech recognition (such
as Switchboard II and Switchboard Cellular, Part I) can still be
used for modeling in speaker recognition. The only arguments
against using the Switchboard databases as training sets for
modeling in speaker recognition seem to be that these databases
are not yet sufficiently representative to serve as universal train-
ing sets and, since they have all been used by NIST to construct
the test sets for the annual speaker verification evaluations, it is
difficult to pursue this line of research using standard test sets.

Because of the way the Switchboard corpora have been col-
lected, experimenting with a NIST test set in its entirety nec-
essarily entails using a training set which is mismatched with
respect to either the target speaker population or the channel
effects in the test data. Thus in developing the factor anal-
ysis model, we were only able to experiment with properly
matched training and test sets by throwing out half of the tar-
get speakers in the NIST 2000 evaluation. (We chose the 2000
test set because the number of target speakers was exceptionally
large.) The results of these experiments were better than stan-
dard methods (handset detection and GMM likelihood ratios)
seem to be capable of achieving but it has to be conceded that
the set-up was somewhat idealized because the training and test
speakers came from the same databases (Switchboard II, Phases
1 and 2) and the results are not as good as our preliminary exper-
iments [7] and the toy experiment in Section 5.2 might suggest.

In order to experiment with one of the NIST test sets in its
entirety we judged that our best hope was to use the 1999 test
set along with Switchboard II, Phases 1 and 2 for training. The
mismatch here arises from the fact that the training speakers
are from the American Northeast and Midwest and the target
speakers from the South. Considering the success of gender-
dependent factor analysis modeling [7], any mismatch between
the training and target speaker populations is likely to be delete-
rious but it is probably less serious than the CDMA/GSM mis-
match we would have encountered had we attempted to train on
Switchboard Cellular, Part I and test on the NIST 2002 or 2003
data. Our results on the 1999 test set were as good as those re-
ported in [2] but no better. Perhaps the most interesting thing
to note about them is that they were obtained without handset
detection. Since we anticipated that the mismatch between the
training and target speakers would be a problem, we made sev-
eral attempts to adapt the hyperparameters in the PCA models
to the target speaker population using the enrollment data pro-
vided by NIST and the strategy in Section 2.4. These attempts
were unsuccessful; on the other hand converting PCA models
into factor analysis models either by estimating d on the enroll-
ment data or using standard relevance factors [2] did prove to
be effective. This strategy was also effective on the 2000 test
data (even though there was no evident mismatch in this case).



Thus it seems that factor analysis likelihood ratios have
the potential to perform better than GMM likelihood ratios in
speaker verification but the success of this approach depends on
the availability of a a training set which is well matched with
the test conditions with respect to both the target speaker popu-
lation and channel effects.
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