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Abstract 
A method for speech signal enhancement is developed with 
application to automatic speaker recognition where the signals 
have different channel conditions.  The basis of this technique 
is a robust pitch detection algorithm that accurately estimates 
the instantaneous pitch rate, and extracts single pitch period 
speech segments.  This technique of pitch synchronized 
speech processing (PSSP) provides the highest time-frequency 
resolution for short time Fourier analysis of speech signals.  It 
also effectively eliminates all non-voiced signal regions and 
minimizes the spectral harmonics due to multiple pitch periods 
in the analysis window.  One significant benefit of PSSP is 
that feature warping can be applied to the pitch-synchronized 
spectrums for two cross-channel signals.  Feature warping in 
the spectral domain provides linear channel normalization and 
enhancement for spectrographic analysis.  A cross channel 
transfer function can then be derived from the feature warping 
process and applied to audio channel normalization and 
enhancement.  The application of the PSSP feature warping 
transfer function resulted in improved speaker recognition 
performance when applied to cross-channel speech signals 
from the CAVIS voice corpus [1].  However, PSSP alone did 
not improve recognition performance compared to Mel 
filterbank cepstral coefficients. 

1. Introduction 
In practical voice recognition applications, where the 
speaking environment and equipment are not controlled, the 
quality of recorded speech signals can vary considerably.  
From the human listener’s perspective, the perceived signal 
quality can directly affect the analyst’s ability to distinguish 
unique features and discriminate among multiple voice 
samples, therefore affecting the analyst’s confidence in 
making a match/no-match decision.  In order to provide 
computer assistance in voice recognition that matches or 
exceeds human performance, the system must be able to 
extract features reliably from a wide range of voice signal 
conditions. 
 
Spoken voice signals are modified by a number of channel 
effects before they are digitized for use in an automatic 

speaker recognition system.  These channel effects include 
propagation over a distance through the atmosphere, additive 
noise, conversion into electronic signals by a microphone 
transducer, electronic amplification and filtering, electronic 
transmission (over telephone or radio), and finally the 
recording process.  Since voiced signals are a non-stationary 
process, the time series are first windowed into short 
overlapping segments, or frames.  Each frame typically 
represents 20 milliseconds of speech (short enough to observe 
quasi-stationary segments), and the frames are overlapped by 
50% (one frame every 10 milliseconds).  This short-time or 
“wideband” processing works well for low pitched male 
voices, but the spectral harmonics become apparent as the 
pitch rate increases (typically beyond 100 Hz). 
 
Each frame is transformed into a set of Mel-warped cepstral 
features.  This feature set has a number of very good 
properties for speech processing:  the cepstrum separates 
slowly varying convolutional effects of the vocal tract from 
the glottal impulses, the cepstral features are independent 
from each other (necessary for effective classification), and 
Mel-warping significantly reduces the number of features 
(typically from 256 down to 24).  A subset of the cepstral 
features are then augmented with delta cepstral coefficients, 
which are the derivative of each cepstral bin over several 
frames (typically a 50 millisecond time period).  Since linear 
convolutional channel effects are additive in the cepstral 
domain, their effects on the signal features can be reduced 
using cepstral mean subtraction or RASTA filtering [2].  In 
addition to a mean shift, the cepstral coefficients from signals 
from different channels often have distributions with different 
shapes [3].  Feature warping is a technique that transforms the 
features from one distribution to another (standard) 
distribution to normalize the channel effects prior to 
classification and speaker verification. 
 
The underlying assumption of GMM based speaker 
recognition is based on the notion that MFCC features 
extracted from speech signals represent the average vocal tract 
configuration unique to the speaker [4].  It is commonly 
accepted knowledge that MFCC features applied in speaker 
recognition reflect spectral ‘harmonics’ or integral multiples 
of a fundamental frequency, thereby potentially increasing 
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 recognition error rates.  Pitch mismatch between training and 
testing samples may also create problems in speaker 
recognition.  To alleviate these problems, a technique called 
‘syncpitch’ was introduced by [5] which adjusts the length of 
pitch periods within a fixed frame size.  This study yielded 
modest improvement relative to the baseline.  Our approach 
described in this contribution does not alter any aspect of the 
pitch information, but captures each pitch period and applies a 
variable length normal distribution function (Gaussian 
Window) whose spread is determined by the length of each 
pitch period.  This approach was designed to capture the 
spectral information devoid of fundamental frequency and its 
harmonics. 

 
 
 
 
 
 
 
 
 
 
 
 

  
 

2. Robust Pitch Detection  
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 Detecting the pitch period in speech is a primary concern for 
pitch synchronized speech processing.  In order to use PSSP 
for automatic speaker recognition, the pitch detection process 
must be accurate and robust against a wide range of 
commonly encountered speech problems, including low 
signal-to-noise ratios (SNR), high pitched (female) voices, and 
pitch doubling (creaky voice).  Since delta cepstra and other 
calculations over a time sequence of features are computed for 
speaker recognition, accurately estimating the pitch at the 
starting point and end point of a speech segment is also very 
important.  Additional benefits of robust pitch detection 
include good features for computing pitch tracking and pitch 
features such as shimmer and jitter.   

 

2.2. The Spectral Domain Method of Pitch Detection 

Similar to the time domain method, pitch detection in the 
spectral domain finds the largest lag in an autocorrelation, but 
uses the spectrum instead of the time series.  This method 
takes advantage of spectral sampling resulting from multiple 
pitch periods in the analysis window.  Spectral correlation 
produces peaks at multiples of the pitch frequency.  The first 
peak in the correlation function, which is usually the highest 
non-zero lag, corresponds to the fundamental pitch frequency.  
The spectral domain method is robust and often works in cases 
where the time domain method fails, however the spectral 
domain estimate has much lower resolution than correlation in 
the time domain. Spectral resolution is proportional to the 
length of the (FFT) analysis window, which defines the 
frequency spacing in the spectral autocorrelation.  For 
example, a 256 point FFT on speech sampled at fs=8KHz will 
provide a spectral resolution of 31Hz/bin.   

2.1. The Time Domain Method of Pitch Detection 

Pitch detection in the time domain is performed using an 
autocorrelation on the excitation peaks, and then finding the 
resulting lag that corresponds to the highest correlation value.  
The glottal excitation peaks are separated by first estimating 
the vocal tract model parameters using a 10th order LPC, and 
then inverse filtering the original signal.  This signal is then 
low-pass filtered (LPF) with a cutoff at 400Hz since most 
adult pitch estimates fall within that range [6]. The LPF 
minimizes the risk of selecting correlation lags corresponding 
to frequencies outside the pitch range. Finally, the 
autocorrelation function is calculated, and the time lag 
corresponding to the highest peak is selected as the pitch 
period.  A lag energy threshold is implemented to distinguish 
noise from pitch correlations. If the correlation peak does not 
exceed the threshold (nominally a value of 0.4 times the frame 
energy), then the signal segment is considered to be non-
voiced, and is not used in further processing.  

 
Figure 2 illustrates pitch detection in the spectral domain.  The 
top subplot shows the sampled speech signal, the second 
shows the FFT spectrum, and the third subplot shows the 
autocorrelation of the spectrum.  Spectral sampling is evident 
in the second subplot, with prominent spectral peaks occurring 
at multiples of the fundamental frequency f0.  The correlations 
in the bottom plot are clearly shown and occur at multiples of 
the fundamental pitch frequency.  
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 Time domain pitch detection steps are illustrated in 

Figure 1.  A time series segment of a speech signal 
(“an” from the word “plant”) is shown in the top 
subplot.   The glottal pulse train resulting from LPC 
inverse filtering is shown in the second subplot.  Two of 
the pitch periods are labeled in this subplot.  The third 
subplot shows the result of the autocorrelation function, 
with the pitch period P0 estimated at the most prominent 
peak. 
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Figure 2 Spectral Domain Pitch Detectio
Figure 1 Time Domain Pitch Detection



A constant length sliding window covering multiple pitch 
periods creates harmonics at the fundamental pitch frequency.  
The envelope of these harmonics contains the vocal tract 
spectrum. In the sliding window equations below, we assume 
the convolution of a time-invariant vocal tract g(t) with a pulse 
train δ(t-nP) in the time domain. A convolution has a 
multiplicative property in the frequency domain which causes 
the sampling effect and degrades the vocal tract spectrum.  

A constant length sliding window covering multiple pitch 
periods creates harmonics at the fundamental pitch frequency.  
The envelope of these harmonics contains the vocal tract 
spectrum. In the sliding window equations below, we assume 
the convolution of a time-invariant vocal tract g(t) with a pulse 
train δ(t-nP) in the time domain. A convolution has a 
multiplicative property in the frequency domain which causes 
the sampling effect and degrades the vocal tract spectrum.  

2.3. The Combined Method of Pitch Detection 

The time domain (TD) method of pitch detection provides 
more accurate timing estimates than the spectral domain (SD) 
method, and is the preferred technique.  However, if pitch is 
not detected or if the result is outside of the standard 70 Hz-
400 Hz bounds, then the more robust spectral domain method 
with decreased time resolution is used.  The procedure is as 
follows:   
 Sliding Window (in time domain and frequency domain): Sliding Window (in time domain and frequency domain): 

If (70Hz <= fTD  <= 400Hz)  THEN   
  f0 = fTD  (use TD method) 
 
 elseif (70Hz <= fSD  <= 400Hz)   THEN 
  f0 = fSD (use SD method) 
 else  

declare not a voiced segment declare not a voiced segment 
  
A lower threshold of 70 Hz is reasonable for most voice 
corpora under evaluation plus it avoids the 60 Hz or 50 Hz 
line frequencies.  However, the value can be lowered if a 
strong pitch detection is found below the 70 Hz boundary. 

A lower threshold of 70 Hz is reasonable for most voice 
corpora under evaluation plus it avoids the 60 Hz or 50 Hz 
line frequencies.  However, the value can be lowered if a 
strong pitch detection is found below the 70 Hz boundary. 

3. Pitch Synchronized Speech Processing 3. Pitch Synchronized Speech Processing 
Pitch synchronized speech processing operates on each 
individual glottal pulse to improve temporal resolution and 
eliminate spectral sampling. Every glottal pulse is windowed 
and analyzed, thus maximizing resolution and providing the 
most stationary vocal tract information. 

Pitch synchronized speech processing operates on each 
individual glottal pulse to improve temporal resolution and 
eliminate spectral sampling. Every glottal pulse is windowed 
and analyzed, thus maximizing resolution and providing the 
most stationary vocal tract information. 

3.1. The Single Pitch Window 3.1. The Single Pitch Window 

PSSP windows each individual pulse and subsequently 
processes the spectral content appropriately. Every pitch cycle 
is windowed and analyzed, thus maximizing resolution and 
providing the most stationary vocal tract information. Thus the 
window length and displacement is important when extracting 
glottal pulse information in PSSP.  Pitch is needed in order to 
properly align the extraction window. 

PSSP windows each individual pulse and subsequently 
processes the spectral content appropriately. Every pitch cycle 
is windowed and analyzed, thus maximizing resolution and 
providing the most stationary vocal tract information. Thus the 
window length and displacement is important when extracting 
glottal pulse information in PSSP.  Pitch is needed in order to 
properly align the extraction window. 
  
A Gaussian window is properly aligned over each individual 
glottal pulse and overlaps 25% of the adjacent cycles on both 
sides, for a total time length of 1.5N where N is the period. 
Preliminary experiments have shown that this displacement 
and window length improves the spectral resolution of the 
vocal tract features and eliminates the spectral sampling 
effect.  Figure 3 illustrates the windowing operation. 

A Gaussian window is properly aligned over each individual 
glottal pulse and overlaps 25% of the adjacent cycles on both 
sides, for a total time length of 1.5N where N is the period. 
Preliminary experiments have shown that this displacement 
and window length improves the spectral resolution of the 
vocal tract features and eliminates the spectral sampling 
effect.  Figure 3 illustrates the windowing operation. 
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The PSSP equations below show the interaction of the 
Gaussian window w(t) and how it eliminates δ(f-nf0) and 
spectral sampling.  The windowing function w(t) filters the 
excess pulses spaced nf0 apart in the frequency domain.  
Therefore isolating a pulse based on pitch will maximize the 
resolution and minimize the sampling effect.  

The PSSP equations below show the interaction of the 
Gaussian window w(t) and how it eliminates δ(f-nf0) and 
spectral sampling.  The windowing function w(t) filters the 
excess pulses spaced nf0 apart in the frequency domain.  
Therefore isolating a pulse based on pitch will maximize the 
resolution and minimize the sampling effect.  
  
PSSP: PSSP: 
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Figure 4 illustrates the improvements between traditional 
windowing and PSSP. The three arrows in the top subplot 
point to the pitch periods, centered on the middle one, used in 
this example.  The second and fourth subplots in the figure 
depict the improvements over the traditional sliding window 
technique. Specifically the second subplot contrasts the 
sampled spectrum of a vocal tract response verses a defined 
PSSP version of the spectrum. The dotted line outlines the 
vocal tract response and the blue graph plots the sampled 
sliding version. The PSSP spectrum is preferred because it 
captures the vocal tract frequency response while preserving 
the spectral features, as seen in the fourth subplot.  The PSSP 
spectrum clearly captures the contours of the vocal tract 
response. 

Figure 4 illustrates the improvements between traditional 
windowing and PSSP. The three arrows in the top subplot 
point to the pitch periods, centered on the middle one, used in 
this example.  The second and fourth subplots in the figure 
depict the improvements over the traditional sliding window 
technique. Specifically the second subplot contrasts the 
sampled spectrum of a vocal tract response verses a defined 
PSSP version of the spectrum. The dotted line outlines the 
vocal tract response and the blue graph plots the sampled 
sliding version. The PSSP spectrum is preferred because it 
captures the vocal tract frequency response while preserving 
the spectral features, as seen in the fourth subplot.  The PSSP 
spectrum clearly captures the contours of the vocal tract 
response. 
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3.2. PSSP Gram Comparisons 3.2. PSSP Gram Comparisons 

Spectral sampling effects cause harmonics in spectrograms. 
These harmonics occur at multiples of the pitch in voiced 
speech which varies over time.  However PSSP will remove 

Spectral sampling effects cause harmonics in spectrograms. 
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 the harmonics in the spectrogram and improves the acoustic 
vocal tract information as shown in the second and third 
subplots in Figure 5.   
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 The second subplot contains only voiced speech, with each 
spectrum corresponding to an individual glottal pulse in a 
constant width sliding frame window. Although multiple 
glottal pulses are present in a frame window, only the 
spectrum of one pulse is extracted. This method preserves the 
time scale of the original spectrogram, which is useful for 
comparison with the conventional sliding fixed window 
spectrogram.  The first and second subplots are time aligned 
by frame.  

 
 
 
where Tn is the temporal location, in seconds, of the nth 
feature vector and Cn is the nth cepstral feature vector . nT  

and nC are the means of the temporal locations and cepstral 
coefficients centered at n.   

  
The third subplot below shows the spectrum for all PSSP 
detected pulses in voiced speech. This maximizes the ability to 
view the time-varying spectrum of the vocal tract with 
maximum time-frequency resolution.  The x-axis in the third 
subplot is the glottal pulse number where the spectrum of each 
glottal pulse is charted in the spectrogram.   
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Using the temporal locations to calculate ∆C(n)PSSP in PSSP 
accurately describes the change in cepstrum over time, in 
contrast to a constant sliding window technique which 
associates a feature vector with a frame number.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

4. Feature Warping in PSSP 
Feature Warping normalizes the channel effects caused by 
different acoustic propagation and recording system channel 
effects.  These channel effects cause changes in the signal 
spectrum, which degrade the performance of automatic 
speaker recognition systems.  Analysis of these channel 
effects show an apparent shifting and scaling of the 
narrowband energy frequency response in voiced speech. By 
extracting enough data, feature warping can transform the 
degraded feature distributions to match densities filtered 
through a high quality channel.  
 

Figure 6 Feature Warping Transformation 
(Gaussian) 

 Figure 5 PSSP Spectrographic Improvements 
 
 

3.3. PSSP Cepstrum and Delta Cepstrum 

The Mel warped cepstrum is computed from the PSSP 
spectrum in the usual manner.  The primary difference is that 
the frame rate is now variable and is a function of the 
instantaneous pitch. Also, the temporal locations of the 
cepstral coefficient vectors are associated with absolute time 
in the PSSP method. However the frame number is utilized in 
the standard method. The standard method for computing the 
delta cepstrum assumes a constant frame rate where the 
vectors are evenly spaced in time: 
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For simplicity we assume a Gaussian distribution as shown in  
Figure 6.  The left curve in this plot represents the microphone 
distribution of a particular frequency bin, and the right curve 
represents the telephone channel distribution for the same 
frequency bin.  Conversion is accomplished by transforming 
the means and standard deviations of the source distribution. 

 
where ∆C(n) is the nth delta cepstrum and C(n) is the nth 
cepstral vector. Delta cepstrum from a variable frame rate 
sequence in PSSP can be computed using: 



In this situation we are converting microphone quality to 
telephone. The third subplot is nearly identical to the second 
subplot which indicates success in transforming the 
microphone frequency response to that of the telephone.  

The results of this transformation will be suboptimal in 
situations where the distributions are not normal. Other more 
sophisticated methods, for example mixture models, are 
discussed in [3].   
The equations below provide a transformation from the 
telephone distribution, denoted TEL, to a microphone target 
distribution, denoted MIC. Any channel with known 
distributions can replace the MIC and TEL distributions shown 
in this example.  Assume Gaussian densities for both source 
and target distributions.  

5. Automatic Speaker Detection Using PSSP 
Speaker recognition evaluations were performed in order to 
compare the performance of PSSP to that of standard Mel 
filterbank cepstral coefficients (MFCC).  For these tests, we 
used the CAVIS dataset, consisting of simultaneous telephone 
and microphone recordings of over fifty male speakers.  For 
each speaker, there were ten recordings sessions of 
spontaneous text-independent speech, and each session was 
approximately 30 seconds in duration [1].  Universal 
background models (UBMs) were developed using the NIST 
1999 voice corpus. 

 
Let µTEL and σTEL denote the mean and standard deviation 
of YTEL and µMIC and σMIC for YMIC.   
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The purpose of the first evaluation was to test the merit of 
PSSP feature warping in the spectral domain.  Speaker models 
were developed using a training set from the CAVIS 
microphone dataset.  The test set consisted of five sessions for 
each speaker from the CAVIS telephone dataset.  A cross 
channel (microphone train, telephone test) evaluation using 
standard MFCC features, cepstral mean subtraction, and a 
1024 order GMM classifier resulted in a 9.5% equal error rate 
(EER).  The telephone time series data was normalized using 
the PSSP feature warping technique, and the same processing 
and classifier resulted in a 7.6% EER, as shown in the DET 
curves in Figure 8.   The improvement in this cross channel 
case is due to feature warping, but the implementation in the 
spectrographic and time domain is possible due to PSSP.  For 
comparison, the same channel evaluation (microphone train, 
microphone test) resulted in a 3.9% EER using the same 
classifier. 

 
In actual implementation, an approximation of this feature 
warping (FW) filter is used. A ratio of variation between MIC 
and TEL is used to construct a linear filter HT2M,FW for channel 
normalization. This ratio does not use the mean value µ from 
either distribution. 
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Moreover, the final FW application is merely a linear, time-
invariant filter (FIR) whose magnitude is estimated by the 
ratio of variances at certain frequency bins as shown in the 
equations above.  The assumption is that amplification or 
attenuation of some frequency will also effect the variation of 
that distribution.  Therefore a simple ratio will compensate for 
those effects.   

  
  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Spectrographic results of Feature Warping can be seen in 
Figure 7.  The top two subplots in the figure are spectrograms 
of the original microphone and telephone speech waveforms 
which are synchronized and time aligned. The bottom 
spectrogram shows the results of Feature Warping.      
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 7 Spectrograms and Feature Warping Figure 8 DET Curve for Cross-Channel Speaker 
Verification 

 
 
 
 
The second set of evaluations was designed to examine the 
performance of PSSP features alone compared to the MFCC 
features.  PSSP outputs exactly one feature vector for each 
glottal pulse, effectively eliminating any pitch information.  
Every MFCC feature vector covers a 20 millisecond window 
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 In order to focus strictly on vocal tract feature comparisons, 
the classifiers were trained only on cepstral features.  RASTA 
processing was used to attenuate the low and high frequency 
modulations, and cepstral mean subtraction was used to 
minimize channel effects.  Figure 9 shows the DET curve 
performance for MFCC features and PSSP features using 
training and test sets from the microphone CAVIS dataset.  
The EER performance for MFCC features was 4.5%, and the 
EER performance for PSSP features was 9.5%.  These results 
show that PSSP processing alone, based strictly on vocal tract 
information, does not improve performance over MFCC 
processing.  
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Figure 9 DET curves comparing performance for 

MFCC and PSSP features 
 
 

6. Discussion 
PSSP is a technique that provides improved time-frequency 
resolution for speech processing, and focuses on vocal tract 
information.  Feature warping used to normalize cross-channel 
effects can be performed in spectral domain with PSSP as well 
as in the cepstral domain.  PSSP with feature warping 
improved speaker verification performance over cepstral mean 
subtraction.  Additional benefits of PSSP feature warping 
include normalized spectrographic displays and normalized 
time series for audio.  
 
 PSSP alone does not improve automatic speaker recognition 
performance over that using standard MFCC features.  Future 
work will focus on augmenting PSSP features with new 
features based on a controlled set of measurements.  
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