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Abstract 

In this work we present a Maximum Likelihood (ML) joint 
pitch curve modeling, inspired by HMM TTS synthesis 
concept. This model provides an optimal solution for the 
coarse target intonation curve (3 points per syllable) and 
incorporates both static and dynamic pitch values for better 
utterance intonation modeling. The coarse intonation curve 
may be optionally combined with the original pitch extracted 
from the concatenated units, by a technique, named 
microprosody preservation, which is also described. The latter 
is intended for reducing pitch modification ratio and 
improving sound naturalness for large-scale concatenative 
TTS systems. The proposed model was successfully applied 
on IBM’s trainable concatenative TTS system improving the 
subjective intonation quality. 

1. Introduction 

Modern text-to-speech (TTS) systems are intended to support 
variety of languages, while maintaining natural speech 
quality. The growing demand for fast introduction of new 
languages favors fully trainable systems, which minimize the 
need for hand-crafted voice building process. High quality 
prosody generation is considered to be essential for natural 
sounding TTS systems. Prosody is a combination of a number 
of factors such as fundamental frequency (pitch), duration, 
energy and pauses. Here we only consider pitch, which is 
recognized as the most prominent factor for the perception of 
prosody [1].  

Many state-of-the-art TTS system are based on unit-
selection and concatenation [2] - [9]. Most of those systems 
have some rule-based or probabilistic model for prosody [2] -
[8] . This model is either applied directly on the synthesized 
speech [8] or used as a target in the unit selection stage, while 
the actual prosody is derived from the selected units 
themselves [2][6][7]. 

Fully trainable intonation modeling and generation is 
crucial for multi-language naturally sounding concatenative 
TTS (CTTS) systems. Classification and Regression trees 
(CARTs), based on log-frequency pitch values are widely 
used for target intonation generation in those systems 
[2][3][6], and are known to perform at least as good as other 
intonation models [11].  

The main disadvantage of conventional CART intonation 
modeling, based on log-frequency modeling, is that it does 
not always produce naturally sounding curve. In that case the 
CART model results either in abruptly changing intonation 
curve for large trees (which has to be empirically smoothed), 

or in over-smoothed solution for small trees, that sounds 
monotonous. 

Hence, many CTTS systems do not actually synthesize 
speech with model-based intonation (which is usually very 
coarse, containing 3 points per syllable [2][3][6]), but rather 
use it only as a target in the unit-selection stage [2][6][7]. The 
final intonation may be a smoothed (and possibly processed) 
segment intonation (i.e. obtained from the selected units or 
segments) [6][7], or some combination of the target intonation 
with the segment intonation. Concatenative TTS systems, 
working without explicit pitch modeling, were also reported 
[9]. The actual segments are usually selected by a dynamic 
search, minimizing the distance from target to actual prosody 
summed with spectral and pitch transition errors. Direct usage 
of the segment intonation may result in undesired and 
uncontrolled final intonation of utterances. However, for long 
contiguous portions of speech, aligned with target prosodic 
content, this direct prosody copying is highly desirable, 
because it should increase the naturalness of the synthesized 
speech [7][10].  

In the following work we will present a maximum 
likelihood solution for the CART intonation model, taking 
into consideration both absolute and differential pitch values 
to create target intonation. This model will result in an 
improved target intonation curve. 

In addition, a microprosody preservation technique will be 
presented, allowing combining natural pitch fluctuations 
derived from the selected segments, with a target intonation 
curve, matching the textual and semantic context.  

The work is organized as follows. First, the conventional 
CART intonation model, used by IBM’s CTTS, is reviewed. 
Then, its dynamic parameter extension and maximum 
likelihood solution will be depicted. After that, the 
microprosody preservation technique will be described. 
Finally, the results of application of the proposed algorithms 
to the current IBM CTTS system will be presented and 
discussed. 

2. Maximum-Likelihood (ML) Dynamic 
intonation model  

2.1. Simple CART intonation modeling 

The current IBM CTTS [2][3][10] intonation model uses 
phonetic and semantic features, gathered from the input text, 
to predict three pitch values per syllable.  
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The features include, among others: 

• lexical stress of a syllable in a word 
•  word stress in a phrase 
• offset of the current word from the beginning and the end 

of the phrase 
•  offset of the current syllable related to the word 

boundary and the stressed syllable in the word 
•  part of speech of the current word 
•  phonetic context  

For each syllable, the feature vector associated with that 
syllable along with the feature vectors associated with the two 
syllables to the left and to the right are concatenated, and 
associated with an observation vector. The observation vector 
consists of three pitch values (in log-Hertz), obtained from the 
beginning of the first syllable’s sonorant, the center of the 
syllable nucleus and the end of its last sonorant. From these 
feature vectors and observations, a decision tree (CART) is 
built. Only mean pitch values are used for intonation 
modeling.  

During synthesis, the same features are extracted and used 
for tree traverse. The mean pitch values are optionally 
smoothed and used as an additive in construction of the target 
cost for the segment-selection dynamic search [2][3], This 
process inherently assumes normal i.i.d. distribution of 
consecutive syllable pitch triads. The final intonation curve is 
extracted from the segments selected from the voice database. 
(In the current system, usually each phone is composed of 
three such segments.)  

It should be noted that the i.i.d. assumption, used in the 
construction of this model, is not quite realistic, because the 
pitch of a given syllable is heavily dependent on its 
surroundings. Moreover, even the Gaussian distribution 
assumption is not always true for cluster data modeling, 
because of high variability of spoken intonation. (In general, 
Gaussian Mixture Models could describe cluster distribution 
in more detail.)  

Therefore, this target pitch cannot be used directly for the 
synthesis, but rather as an additive factor in the overall 
segment selection cost, combined with pitch discontinuity as 
well as spectral transition costs [2][3].  

2.2. Dynamic features for CART intonation modeling 

Generally, the incorporation of cross-syllable dynamic 
observations together with intra-syllable observations is highly 
desirable in order to give an expression of the inherent pitch 
curve smoothness. In [6] a decision tree for pitch transitions is 
used in addition to the syllable pitch tree for target pitch cost, 
although those are not combined together.  

In the current work we propose to extend the static 
intonation features triad [4] to include cross-syllable dynamic 
features. The pitch measurements are non-uniformly spaced in 
time, so we choose to use time-normalized differences of 
static observations. The timing of observations used for 
difference calculation is chosen to guarantee non-zero time 
interval between the observation instances (See Figure 1).  

Let 
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be the pitch observation vector of the n-th syllable, where the 
observations are taken at the beginning, the center and end of 
the syllable, denoted as ( )startT n , ( )midT n  and ( )endT n , 
accordingly. We create a new pitch observation vector 2 ( )nP , 
by extending 1( )nP  with dynamic observations, as follows: 
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where α is a scaling factor, defining importance of the 
dynamic features compared to the static features. These 
extended feature vectors are used both for the CART tree 
build and for the maximum-likelihood intonation generation, 
depicted in the next sub-section.  

 

 

2.3. Maximum likelihood intonation model 

A powerful data-driven HMM based synthesis, proposed by 
Tokuda et al [12]-[14] provides a convenient framework for 
combining both instantaneous and differential observations in 
order to obtain the most-likely smooth parameter contour, for 
a given clustering. HMM-clustered observations (e.g. pitch1, 
energy, duration and spectral features) are modeled by a 
Gaussian Mixture Model (GMM) distribution. In such a 
system a smooth parameter contour, containing static features, 
is generated from the cluster statistic models by maximizing 
the likelihood criterion while considering both the static and 
the dynamic features of speech. When GMM consists of a 
single Gaussian, an analytic solution also exists [13].  

In the current work we apply this ML synthesis, which 
was originally applied on densely and uniformly spaced 

                                                                 
1 Actually, the pitch data in [12] is modeled by a multi-space 
distribution, to support a binary voiced/unvoiced decision, but 
it may be also modeled by a simple GMM distribution, when 
using interpolated pitch for unvoiced portions of speech 
(which is in particular the case in our system) [3].  

t

1( 1)n −P 1( )nP 1( 1)n +P

( )startT n ( )midT n ( )endT n

Pairs of observation points for difference calculation 

Figure 1. Dynamic feature calculation for n-th syllable 
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feature data, to the sparse pitch features given in (2). We 
present here an analytic solution, assuming single-Gaussian 
distribution for each cluster, although it is possible to apply 
EM-based iterative solution for multi-Gaussian mixture, 
formulated in [13].  

Let O be a column vector of concatenated observations for 
a whole utterance (both static and dynamic observations): 

 2 2 2( 1) ( ) ( 1)T T Tn n n = − + O P P PK K  (3) 

and 

 1 1 1( 1) ( ) ( 1)T T Tn n n = − + C P P PK K  (4) 

is the matching static observation concatenation, where 1( )nP  
and 2 ( )nP  are defined in (1) and (2) accordingly.  

Assuming a cluster sequence Q is predetermined and each 
cluster is modeled by a single 7-dimensional Gaussian 
( 2 ( )  (  ,  )n nn ΝP µ U ), the log-likelihood of O sequence is 
given by: 

 1 11log ( | ) ,
2
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where  

 
1 1 1 1

1

1

diag[ , , , , ]

[ , , , , ] .
n N

T T T T
n N

− − − −=

=

U U U U

M µ µ µ

K K

K K
 (6) 

In addition, 

 ,=O WC  (7) 

where W is a sparse (and block-diagonal) transformation 
matrix, derived from (1) and (2).  

Substituting (7) to (5) and maximizing the log-likelihood 
(5) with respect to C, we obtain the following equation:  

 1 1T T T− −=W U WC W U M  (8) 

The solution of (8) may be found using efficient 
algorithms in a time-recursive manner [14]. This solution 
jointly determines the pitch curve for the full utterance.  The 
actual length of the utterance N depends on allowable delay of 
the system.  

The proposed algorithm creates intonation curve which 
depends both on individual CART cluster distributions and on 
their sequence in the synthesized sentence. One may notice 
(See Figure 2) that the ML dynamic solution acts as a 
smoother applied to a simple conventional mean solution. The 
smoothing is optimized and dependent on dynamic parameter 
distributions inside 2 ( )nP . It can also be controlled by the 
scaling factorα .  

It is possible (and desirable) to use larger intonation 
modeling CARTs with the proposed algorithm, with less 
concern of noisy, abrupt changes in the target pitch curve. 
Preliminary experiments have shown an improved prosody 
generated by this maximum likelihood dynamic solution, 
especially for composite and interrogatory sentences.   
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Figure 2: Pitch intonation curve: maximum-likelihood 
dynamic solution vs. static mean solution 

2.4. Microprosody preservation technique 

The intonation curve model, described above is sparse in time, 
so it obscures subtle pitch changes, which are essential for 
naturally sounding speech. Also, if longer-then-syllable 
contiguous speech portions are available, it is desirable to 
keep the original fine pitch curve structure inside that 
contiguous section for better naturalness, in a way that the 
original pitch curve is aligned with the CART model rough 
prosody. Here we refer to that intra-syllable fine pitch 
structure as microprosody. To improve the naturalness of the 
synthesized speech, a segment-pitch-target-pitch combination 
method, named microprosody preservation technique is 
proposed below.  

As was mentioned in Section 1, many systems use 
prosody model during segment selection stage only. Once the 
segments are selected, the smoothed original segment pitch is 
used for synthesis. This direct usage of segment intonation 
[2][6][7][9] for pitch curve generation has a couple of 
disadvantages. The quality of output intonation is heavily 
dependent on the database size and the correspondence 
between the database and the synthesized text domains. 
Moreover, the spectral transition cost and other factors which 
comprise an overall segment selection cost may directly 
influence the output signal intonation. This dependence may 
result sometimes in an inconsistent treatment of intonation, 
where the final pitch curve does not fit the syntactic contents 
of the synthesized text. The lack of control over prosody in 
concatenative synthesis is especially harmful when dealing 
with specific intonation patterns used to express enumerations, 
emphasis, or questions. These cues are very common in 
human speech and often crucial to proper information 
delivery. 

Hence, we cannot completely rely on the segment 
intonation solely and need to combine it with the target pitch 
curve. This combination should also compensate for the 
imperfectness of the CART model and the feature extraction 
during the synthesis.   
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The proposed technique combines pitch fluctuations, 
extracted from the selected segments, with the modeled pitch 
intonation curve. In this technique, which is applied only for 
long enough contiguous portion speech, we first remove the 
linear trend from the original pitch, and then add the target 
pitch piecewise-linear (3 points per syllable) function instead. 

Let 1( )L t at b= +  be a linear regression for a contiguous 
portion of speech, calculated from start and end points of 
selected segments inside this speech portion, and 2 ( )L t be a 
piecewise linear target pitch curve. The combined pitch for 
contiguous speech portion 2 ( )P t is obtained from the original 
segment pitch, denoted 1( )P t , and target pitch curve 2 ( )L t , by:  

 2 1 1 2( ) ( ) ( ) ( )P t P t L t L t= − +  (9) 

Appropriate factorization is carried out in order to confine 
the maximal pitch change (between the target pitch and the 
microprosody pitch) ratio and to gradually incorporate the 
microprosody of long contiguous sections with the unchanged 
target pitch at other areas.  

3. Model implementation on IBM embedded 
CTTS system 

3.1. System description 

The IBM Trainable Speech Synthesis System is a decision tree 
based, unit selection, waveform concatenation speech 
synthesis system. It is composed of three major components: a 
front-end which does text normalization and pronunciation 
generation, a prosody module which generates pitch, duration, 
and energy targets, and a back-end module which finds the 
best segment from a large set of segments related to the 
relevant phonetic context, which minimize a cost function. 
The selected segments are then concatenated and signal 
processing is performed on the resulting synthetic speech. The 
segments are either stored as (uncompressed) waveforms for 
large scale systems [3] or as their parametric representations 
for embedded systems [5]. The basic speech units for 
concatenation are HMM states, usually three per phone. The 
HMMs are trained automatically on the speech corpus in 
advance. In order to determine the segment sequence to 
concatenate, a dynamic programming search is performed 
over all segments aligned to each leaf of the decision-trees in 
synthesis. A large discontinuity penalty was added to the 
overall cost to favor longer contiguous speech selections [3]. 
We tested the embedded modification of the system [5] on a 
large scale (15 hours of recorded sentences) American English 
female voice. 

3.2. Application of modified prosody model 

As a part of the voice building process an extended intonation 
CART model was built, based on 7-dimentional observation 
vectors, as defined in equation (2).  

During the synthesis process, durations and energies were 
extracted as usual [3], while the maximum likelihood dynamic 
solution was used for intonation modeling from the new 
CART. The dynamic elements in (1) were constructed, based 

on the target pitch and durations. The scaling factorα in (1) 
was chosen to be equal to one for time given in seconds.  

The target intonation curve, obtained by the ML dynamic 
model, described above, was used as a part of the target cost 
for the segment selection. After the unit selection, it was 
combined with segment pitch fluctuations by the 
microprosody preservation technique, described in Section 
2.4. The microprosody was applied, based on segment 
prosody information, stored in the database, i.e. starting and 
ending pitch for each selection unit.   

3.3. Subjective testing 

A set of subjective evaluations has been conducted to assess 
the perceptual quality, obtained by application of the above 
algorithm on the IBM Trainable Concatenative TTS system 
(embedded version). All subjects were blind as to the identity 
of the synthesis system associated with each utterance. After 
listening to the two versions of an utterance, they were 
instructed to choose between 5 options: no preference, strong 
preference to either side or weak preference to either side. 
Participants were told that they may listen to the utterances in 
any order, and as many times as they liked. Long composite 
utterances were split for separate voting. 

In the first evaluation, eight TTS experts evaluated the 
intonation of the speech, synthesized using the dynamic ML 
solution (model A), compared to a simple static CART pitch, 
slightly smoothed to prevent abrupt changes (model B). The 
results are presented in Table 1. The test results show 
statistically significant (p < 0.05) preference of the proposed 
system over the static mean solution. It should be clarified, 
that this test compared only target pitch curves without any 
combination with the original pitch, which is supposed to 
improve the baseline quality of TTS systems.  

Table 1: A-B preference test for Dynamic ML 
solution  

Static, smoothed 
(A) Dynamic ML (B) 

Pref. No 
pref. All pref. Strong 

pref. All pref. Strong 
pref. 

% 37.9 34.3 3.2 43.2 9.2 
 
In the second evaluation, both systems were tested, where 

also the original database pitch was used for the final pitch 
curve generation. The baseline system (A), with static CART 
mean solution as a target pitch, used a smoothed original pitch 
curve extracted from the selected segments. The proposed 
system (B), having dynamic ML CART solution as a target 
pitch, used the microprosody preservation technique. Seven 
TTS experts and four Native American English speakers, 
unfamiliar with the TTS system, evaluated the two TTS 
systems. The results (see Table 2 and Table 3) showed 
subjective preference of the proposed constellation over the 
base system both by TTS experts and non-professional native 
speakers. The expert test results were found to be statistically 
significant (p < 0.05). The native speakers’ results were less 
categorical, but the combined expert and native test results 
were also found statistically significant  (p < 0.05). 
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Table 2: A-B preference test for full TTS system 
(experts)  

Static, smoothed 
(A) 

Dynamic ML + 
microprosody (B) Pref. No 

pref. Strong or 
weak pref. 

Strong 
pref. 

Strong or 
weak pref. 

Strong 
pref. 

% 39 26.9 0.4 34.1 3.8 

Table 3: A-B preference test for full TTS system 
(native speakers)  

Static, smoothed 
(A) 

Dynamic ML + 
microprosody (B) Pref. No 

pref. Strong or 
weak pref. 

Strong 
pref. 

Strong or 
weak pref. 

Strong 
pref. 

% 36.6 29.1 8.2 34.3 11.9 

3.4. Discussion and future research directions 

It should be mentioned that the synthesized intonation of the 
base system depends only in an oblique manner on the target 
pitch curve. The latter serves as recommendation (a part of the 
overall additive cost) and is not directly used in the synthesis. 
Although, for rich speech corpus the quality of such a system 
is generally high, the results are hardly controllable and 
heavily dependent on the phonetic context. Hence, some 
utterances are generated with inadequate intonation. However, 
the resultant pitch fluctuations create an effect of 
expressiveness and enthusiasm which are for some utterances 
subjectively preferred even if exaggerated.  

Those phenomena explain the relatively small preference 
of the proposed system over the base line system (the second 
test), despite the fact that the target pitch improvement was 
significant (the first test).  

The above findings propose a further research direction 
for adjustable microprosody incorporation, where the extent to 
which the target pitch will be incorporated into the final 
intonation will depend on the correlation between the actual 
segment intonation and the target intonation.    

The proposed microprosody preservation technique is 
applied only on relatively long contiguous speech portions, 
chosen during the segment-selection. For small footprint TTS 
systems, having relatively low number of available segments 
for synthesis, this technique can not be directly applied. 
Further work should be done to reduce the dependency of the 
resultant quality on the speech footprint size (for instance, by 
modeling the microprosody as well, rather than directly using 
the speech corpus for its extraction). 

4. Summary 

The Maximum-likelihood dynamic intonation model was 
proposed in the current work.  This model provides optimal 
solution for target intonation curve (3 points per syllable) and 
incorporates both static and dynamic pitch values for better 
utterance intonation modeling. The target pitch curve is 
incorporated both in the segment selection stage and in the 
final intonation computation.  

The final intonation is computed by the microprosody 
preservation algorithm in order to reduce the pitch 
modification ratio and improve the sound naturalness while 
remaining consistent with the target pitch curve.  

The proposed model was applied on IBM’s trainable 
concatenative TTS system to produce improved subjective 
intonation quality.  
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