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Abstract

Although end-to-end TTS systems have shown excellent results in terms of audio quality and naturalness, there are some
issues to be faced. On the one hand, these systems usually suffer from low training efficiency, requiring a sizable set of text
and audio pairs to train properly. On the other hand, synthesized
speech is usually not robust, due to alignment failures between
input text and speech during the generation.
In this paper we describe the implementation of four TTS
systems, two for Spanish and two for Basque based on the previously mentioned architectures. To evaluate them, several outof-context utterances were synthesized. We propose a method
to automatically detect sentences where a poor alignment leads
to unintelligible synthetic speech. We also describe the strategy
followed to address the causes of the issues found during the
evaluation of the initial implementation. Finally, we conduct an
evaluation to check if the changes improve the robustness of the
models while maintaining good quality and naturalness over the
synthetic voices.
The paper is organized as follows. Section 2 describes the
data used to train and evaluate all models. Section 3 contains a
description of the construction of the systems, along with an
analysis of their issues and the approaches taken to address
them. Subjective and objective evaluations of the final implementation are shown in section 4. Finally, some conclusions
are drawn.

This paper describes the implementation of neural-network
based Text-to-Speech (TTS) synthesizers for Spanish and
Basque. In order to develop this research, the voices of one
male and one female speakers, both bilinguals, are used in a
data set of around 4 and a half hours for each voice and language. The system uses Tacotron to compute mel-spectrograms
from the input text sequence and Waveglow to obtain the resulting audios.
Training the mentioned models with a limited amount of
data leads to synthesis errors in some utterances, affecting the
naturalness of the audios and even producing unintelligible
speech. In this paper, we describe the method followed to automatically detect erroneously synthesized audios and the strategy followed to address the causes of the errors. The designed
method has been validated by testing the TTSs using a large set
of out-of-domain sentences. In the end a fully operational system is developed, with capacity to generate good quality and
natural audios, as showcased by the evaluation conducted.
Index Terms: speech synthesis, robustness, text to speech,
Basque, Spanish

1. Introduction
Text-to-Speech (TTS) systems transform input written language
into synthetic speech. Traditionally, two main approaches have
been used: unit selection (US) based concatenative synthesis
and statistical parametric (SP) speech synthesis. The former
uses big databases segmented into sub-word units, and attempts
to select the best sequence of them to match the target sentence
[1, 2]. The latter approach generates mathematical models that
attempt to relate input text features with acoustic features [3, 4].
Hybrid approaches have been also proposed, with the intention
of combining the segmental naturalness of US and the consistency offered by SP [5, 6].
Nowadays, deep neural network (DNN) based systems are
state-of-the-art in speech synthesis [7, 8]. Neural networks have
benefited the speech synthesis field by improving the quality
and naturalness of the synthetic voices with respect to the traditional systems. Another contribution made by neural networks is the possibility of training and designing the systems
in an end-to-end (E2E) fashion. While traditional multi-stage
pipelines are complex and require from large domain expertise,
E2E systems reduce the complexity by extracting the audio directly from the input text without needing separated models.
There are different neural network based E2E architectures
for TTS [9, 10]. The TTS systems built in this work are based on
Tacotron 2 [11]. Tacotron 2 is a sequence-to-sequence [12] architecture that maps character embeddings to mel-scale spectrograms. To transform the output spectrograms into waveforms,
we use WaveGlow [13]. WaveGlow is a neural vocoder that
combines insights of WaveNet [14] and Glow [15] to produce
high-quality audio using parallel capabilities of GPUs.

2. Materials
In order to train the models, datasets containing speech signals
and their corresponding transcriptions are needed. For evaluation purposes we only required the text. The following sections
describe all the data used in this work and the processing applied to it.
2.1. Training dataset
The neural-network approach taken in the construction of the
TTS system demands having available a speech corpus with its
corresponding transcriptions. In this work we have used two
phonetically balanced corpora of about 4000 sentences, one for
Basque and one for Spanish, which have been recorded by one
male and one female bilingual speakers. Figure 1 shows a distribution of the amount of words per utterance in the Spanish and
Basque corpora. The datasets have an average of 12.84 ± 3.93
and 10.10 ± 2.81 words per sentence in Spanish and Basque.
Each recorded corpus has a duration of approximately 4 hours
and 30 minutes.
In order to obtain faster convergence times along with
higher synthesis quality, speech signals and their corresponding transcriptions needed to be processed. Regarding the audio, silences at the beginning of the sentences were removed
and silences at the end were trimmed to 150ms, as this process eases the learning of the alignment between text and audio.
The original sampling frequency of 48000 Hz was decimated to

225

10.21437/IberSPEECH.2021-48

Figure 1: Distribution of words per utterance in the Spanish and
Basque corpora used for training

Figure 2: Distribution of words per utterance in the Spanish and
Basque corpus used for robustness evaluation

22050 Hz to match the sample rate used in a pre-trained model
that would be later adapted with the Basque and Spanish voices.
Finally, recordings longer than 9 seconds were removed to avoid
convergence issues due to memory restrictions from the available GPUs.

3. Methodology
In this section we describe the procedure followed in the development of the final neural TTS systems. As will be described
in subsection 3.1, we started with an initial implementation of
the systems using slightly modified versions of the reference
architectures described in the literature. However, the system
suffered from some issues that will be described in subsection
3.2. Subsection 3.3 describes the steps taken towards a final
implementation that aims to solve the previously mentioned issues.

In relation to the transcriptions, the first step was standardizing the encoding of all texts to UTF-8. A linguistic Front-End
in Spanish and Basque [16] was used to normalize and clean the
utterances. The same Front-End was used to extract the phonetic transcriptions of all the utterances expressed in SAMPA
alphabet [17].

3.1. Initial implementation

2.2. Testing datasets

The TTS architecture used in this work consists of two
components: a feature prediction network that predicts melspectrogam frames from the input text, and a neural vocoder
able to generate speech from mel-spectograms. The initial implementation of the developed TTS system uses a Tacotron 2
[11] based model as feature prediction network and Waveglow
[13] as neural vocoder. Other neural vocoders like Wavenet [14]
and MelGAN [20] were tested, but Waveglow was chosen as it
offers a high quality voice with easy training and fast synthesis
times.

For the evaluation of the deployed TTS systems two different
written text datasets were used. To evaluate the robustness of
the systems a dataset containing out-of-domain sentences was
used. The evaluation of the quality and naturalness of the synthetic voices was conducted using in-domain sentences.
a) Parliamentary texts: This corpus was provided by the
MintzAI project [18] 1 . The utterances in the corpus were obtained from transcriptions of the Basque Parliament sessions,
both in Basque and Spanish. Being transcriptions of spoken
parliamentary speeches, the complexity of the sentences differ
greatly from that of the sentences in the training dataset. Also,
the utterances have varying lengths from a few words to very
long sentences, a particularly difficult scenario for the Tacotron
2 model [19]. From the complete dataset we randomly selected
20000 sentences. Figure 2 shows the distribution of words per
utterance in this dataset. As it can be seen, the distribution
in this dataset differs from the one used in training. Testing
datasets have an average of 19.46 ± 16.81 and 21.27 ± 16.55
words per sentence in Spanish and Basque.

A restrictive issue when it comes to training Tacotron is the
high data volume demand. According to [21], the best audio
quality is obtained when using between 10 and 40 hours of data,
whereas using less data still produces good quality albeit with
certain degradation. As we do not have such big amount of high
quality transcribed data available, we opted to apply transfer
learning over a publicly available pre-trained model provided by
NVIDIA [22]. This model was trained with LJSpeech dataset
[23], an English corpus with approximately 24 hours from a single female speaker. As the main objective of this work was developing a TTS system with male and female voices in Spanish
and Basque, 4 different models were trained using the training
database described in section 2.1. The training of the 4 models converged after 15k steps, lasting approximately one day
for each model with a NVIDIA TITAN RTX graphics card and
batch size of 64. To prevent over-fitting, attention layer dropout
was set to 0.4 and decoder dropout rate was set to 0.1. Learning
rate remained constant through the whole training at 0.001.

b) Texts from novels and tales: This corpus contains sentences extracted from different tales and novels. It is a phonetically balanced corpus with 450 sentences in Spanish and
Basque. As this corpus is used to evaluate the quality and naturalness of the synthetic signals, we used sentences with a length
distribution similar to the one shown in Figure 1. The motivation behind this choice was preventing synthesis failures due to
alignment issues in long sentences.
The processing applied to both corpora was the same as the
one applied to the transcriptions of the training corpora.

Regarding the neural vocoder, a pre-trained model was also
used due to the computational cost of training a new model from
scratch. The obtained models produced good quality voices,
but a few issues were identified when synthesizing speech with
them. The following section covers all of them.

1 http://www.mintzai.eus/indice.html
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quality difference between the female and male voices was large
and the attention instability during synthesis made the model
unreliable for the task of generating a large amount of synthetic
sentences without supervision.
The amount of available data did not suffice to apply
transfer learning over the pre-trained neural vocoder model.
Nonetheless, as stated in [26], Waveglow is able to generalize to unseen speakers. This feature enables the use of additional corpora containing male voices to improve the quality of
the synthesized waveforms. In this case, a single speaker male
voice extracted from an audiobook in Spanish was used. The final length in Spanish and Basque resulted in approximately 19
hours of male voices. The available memory in the GPU used
for training forced to set the batch size to 3. The learning rate
remained constant at a value of 0.001 and the training converged
after 18 days using a NVIDIA TITAN RTX graphics card.
Regarding the lack of robustness observed in Tacotron 2
different approaches can be applied. Some studies propose
modifying the existing attention mechanism aiming to improve
the model instability, as related in [27, 28]. Other technique is
based on injecting prior knowledge into the model to improve
the training of the existing attention mechanism. We opted for
the latter, specifically by implementing pre-alignment guided
attention [25] as it improves the model stability when synthesizing long utterances, while also enhancing the training efficiency.
The basic idea of pre-alignment guided attention is introducing an explicit target to guide the model to learn the attention during the training process. These targets are time-aligned
phoneme sequences. In order to obtain them, the linguistic
Front-End for Spanish and Basque was used along with a forced
alignment tool (Montreal Forced Aligner [29]).
Once all the necessary input files were obtained and the
model was modified to include the new attention loss metric, the
training of the 4 models was done using the same hyperparameters as in the initial implementation. All the models converged
after 12k iterations and the training lasted for approximately 12
hours.

Figure 3: Correctly aligned (left) and badly aligned (right) sentence alignments

3.2. Issues found on the initial implementation
To evaluate the trained models, a set of unseen sentences were
synthesized. These sentences are obtained from dataset a) described in section 2.2. The synthesized signals displayed two
main issues: poorer naturalness for male voices and lack of robustness.
3.2.1. Poorer naturalness for male voices
A first informal listening test of the synthesized speech signals
allowed to detect that, regardless of the input text, the naturalness for the two male voices (Basque and Spanish) was poorer
than that of the female voices, showing unpleasant noises and
buzziness. Visual inspection of the mel-spectrograms generated
for female and male voices showcased no major degradation in
the latter. We deemed this error to the fact that the Waveglow’s
pre-trained model corresponds to a female voice. This effect
has also been reported in [24].
3.2.2. Lack of robustness
Closer inspection over the output attention graphs of the synthesized utterances displayed that, occasionally, the model was
failing to identify the generation stop token. This results in
noisy fragments at the end of the generated audio signals. In addition to this, some attention graphs also showed that the model
was failing to attend to the correct input character at certain
decoding steps, resulting in speech generation instability. As
stated in [25, 19], autoregressive attention-based systems are
prone to alignment instability, causing word skippings, repetitions and in the worst cases unintelligible speech.
In order to measure the number of audio files affected by either the noise at the end or the lost of alignment during synthesis, a post processing stage was added to the model. The function of this stage is to check the last decoding steps of the inference process, verifying that the attention matrix weights given
to the last characters are higher than a threshold. Figure 3 shows
the alignment matrix of 2 different synthesized sentences, with
the input characters at the vertical axis and the output frames at
the horizontal axis. The left image shows a correct alignment
and the right image shows that the attention has been lost midway. The figure shows in a rectangle the area that corresponds
to the final decoding steps. The algorithm checks row-wise the
assigned weights in the selected area, searching for values over
a threshold. The values for the area size (10x50) and the threshold (0.3) for the weights have been chosen empirically.

4. Evaluation
In this section the robustness of the implemented models is evaluated, along with a Mean Opinion Score (MOS) evaluation of
the quality and naturalness of the final implementation. Furthermore, we also evaluate the naturalness of the synthetic signals through a deep learning based assessment proposed by [30]
called ”Non-Intrusive Speech Quality Assessment” (NISQA)
for TTS.
4.1. Robustness
To evaluate the robustness of the models we conducted a test
where 20000 utterances were synthesized. These utterances are
obtained from corpus a) described in section 2.2. The error detection algorithm proposed in section 3.2.2 was used to detect
the files with critical synthesis errors. The relative improvement
from the initial to the final implementation in terms of number
of generation errors is shown in Table 1. As it can be seen, there
is an important improvement in all cases.
4.2. MOS

3.3. Final implementation

The quality and naturalness of the final implementation of the
systems were evaluated in a Mean Opinion Score test where
participants had to rate both aspects in a 5-point scale. Utter-

Addressing the aforementioned issues was crucial to develop
natural voices in Basque and Spanish in a robust manner. The
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Table 1: Number of sentences with errors and relative improvement in percentage

Female Spanish
Female Basque
Male Spanish
Male Basque

Initial

Final

Improvement

1791
2596
1077
1206

1103
1941
95
274

38.41
25.23
91.18
71.31

ances from the dataset described in section 2.2 b) were used to
generate the synthetic signals for the evaluation. As this dataset
contains sentences in Spanish and Basque, bilingual subjects
were required for the evaluation. Three different methods were
used:

Figure 4: Results of the quality assessment

• Natural speech signals
• Synthetic speech signals generated with the DNN based
TTS systems described in section 3.3
• Synthetic speech signals generated with the HTS based
TTS systems previously developed in our research group
[16]2
Out of the 450 available sentences, each participant in the
evaluation rated 6 randomly selected sentences per speaker (2),
language (2) and method (3) (i.e. a total of 72 sentences). Overall, 33 subjects participated in the evaluation (only one among
them was expert in speech technologies)3 .
Figure 4 shows the quality scores averaged for all models,
languages and speakers together with 95% confidence intervals.
In all cases the subjects conferred higher scores to the signals
obtained with the Tacotron based systems than to those generated with the HTS systems. However the score is still lower than
that of natural speech. On the other hand, female speech was
rated higher than male speech in both languages for the DNN
based systems. We deem this occurs because the neural vocoder
training does not suffice to produce signals with the same quality for female and male voices. Furthermore, this preference is
also shown for natural speech signals.
Figure 5 shows the averaged naturalness ratings of all models with 95% confidence intervals. As occurred in the quality
evaluation, DNN based systems were also rated below natural
speech but they scored higher than the HTS systems. Subjects
showed preference for female voices over male voices in natural speech signals, and this also happened in the DNN based
systems in both languages.

Figure 5: Results of naturalness assessment
Table 2: NISQA evaluation scores with 95% confidence interval

Female Spanish
Female Basque
Male Spanish
Male Basque

examples
can
be
http://aholab.ehu.eus/users/victor/IB2020.html

found

2.97 ± 0.05
3.07 ± 0.04
3.62 ± 0.04
2.95 ± 0.04

3.34 ± 0.05
3.46 ± 0.07
3.64 ± 0.08
3.56 ± 0.08

This paper describes the implementation of several DNN based
TTS systems for Spanish and Basque. Results from the conducted subjective and objective evaluation demonstrate that the
robustness of the final systems improved and they are able to
synthesize good quality and natural signals in both languages.
The system is currently being used to generate training material
to conduct speech to speech translation [18].

NISQA-TTS [30] model is a speech naturalness estimator based
on deep learning. According to the authors, it works language independently. Table 2 shows the scores provided by the
NISQA-TTS model. As it can be seen, HTS based systems received more generous scores than the ones obtained in the MOS
evaluation. Regarding the DNN based systems, NISQA-TTS
model produces mixed results, being those more conservative
in the case of female voices and more generous for male voices.
In all cases DNN based systems score higher than HTS based
ones, as happened in the MOS evaluation.
3 Some

DNN based

5. Conclusions

4.3. NISQA

2 https://sourceforge.net/projects/ahotts/

HTS based

Future work includes improving the naturalness and robustness of the systems by increasing the amount of data used
during the training. We also consider researching on different
architectures for the feature prediction network to address the
alignment issues without loosing quality.
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