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Abstract

This paper presents the observations and results from the 
evaluation of the Program Guide Information System (PGIS), 
which was built as the CATCH-2004 Helsinki demonstrator 
under the European Union’s 5th Framework Research 
Programme [1]. The technical implementation is the outcome 
of the integration of several technologies, including Automatic 
Speech Recognition and Natural Language Understanding. 
The paper gives an overview of the architecture and the 
technical implementation of the system. To achieve a high 
quality conversational interface implementation, the developed 
system was tested in several rounds. Both objective and 
subjective tests were run in an iterative manner: after each test 
cycle the collected data was analysed and used to improve the 
overall system and the individual modules’ performance 
further. Users’ opinions about the usability of the system were 
taken into account in tuning the user interface, i.e. modifying 
system prompting, dialogue flow, feedback mechanism, etc. 
The methodology of the evaluation perspectives is introduced 
and the main results and observations of the test runs are 
presented in more details. 

1. Introduction

Evaluation of a spoken dialogue system is an important phase 
of system development. Although evaluation is supported by a 
variety of paradigms, standards and methods, eventually the 
actual application and domain will determine what measures 
serve best the development process. When developing spoken 
dialogue systems it is important to consider evaluation matters 
with clear targets from the very beginning in order to reach the 
desired results. This is especially true when the project, and 
thus the development process of an application, covers several 
years and involves several partners. Although iterative and 
continuous evaluation is time-consuming, it demands 
involvement of considerable amount of resources and test 
users via subjective evaluation, the process pays back in the 
end since the system developers will get a clear picture about 
the weaknesses of the actual implementation and are thus able 
to continuously improve the system and its capabilities. 

In the past ten years there have been numerous attempts to 
develop uniform approaches that support common processes in 
the evaluation of conversational interfaces. The main driving 
force was, and as remained even today, to define metrics that 
are understood and accepted across the community and that 
provide adequate measures to judge system and individual 
module-level performance. Also, capability to compare results 
developed at different sites is among the objectives when 
methods and measures are considered. 

The early paper by Simpson and Fraser (1993) became one 
of the most cited sources when evaluation metrics were 
considered. The concept of black-box vs. glass-box evaluation 
was widely adapted by researchers and dialogue system 

developers. It helped to identify weak points of an 
implementation, using metrics to assess both the system and 
individual module-level performance.

Since then further European and US initiatives focused on 
the evaluation of spoken language systems. The EAGLES 
(Expert Advisory Group on Language Engineering Standards) 
initiative aimed to lay down standards for several aspects of 
system development, including assessment methods and 
evaluation metrics. The DISC project constructed a Best 
Practice Guide, derived from software engineering best 
practices, for spoken dialogue system development and 
evaluation. Links to these project pages can be found at the 
HLTCentral site [2]. In the USA (D)ARPA funded projects 
established pioneering work on evaluation of speech 
recognition and language technologies. 

A couple of years ago an international framework, a joint 
EU-US project was established, named as ISLE (International 
Standards for Language Engineering). Its main objective is to 
support national Human Language Technology projects and 
the language technology industry through development, 
dissemination and promotion of “de facto standards and 
guidelines for language resources, tools and products” [3].

When overall evaluation of spoken dialogue systems is 
considered, objective and subjective figures are derived and 
combined to support the final judgment about the 
performance, user acceptance and usability of a system. 
Kamm et al. in [4] demonstrated with examples how 
subjective and objective evaluations carried out parallelly 
enable system designers to find weak points of the user 
interface and the actual implementation. The PARADISE 
framework defined how subjective measures correlate with 
objectively derived figures [5]. Utilization of PARADISE for 
multimodal dialogue system evaluation was demonstrated for 
example at KTH [6]. 

The paper is organized as follows: Section 2 gives an 
overview about the implementation from technology point of 
view. Section 3 and 4 are explaining the objective and 
subjective evaluations carried out, respectively. Section 5 
details the findings and the last section draws a conclusion. 

2. Technology Overview 

2.1. General overview of the PGIS application 

The Program Guide Information System (PGIS) demo 
application is a telephony-based conversational system which 
enables users to query different kinds of information about 
TV programs using spoken language. The user is able to 
request both long and short lists, as well as more detailed 
information about the chosen program. The application can 
provide information about e.g. different channels, dates, 
times, program names and performers. More detailed 
information can be given e.g. about starting and ending times 
of the program, possible restrictions, the episode title, the type 
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of the program and a short summary about the program 
contents. A typical example of a query posed by the user is 
for instance: “Is there any football tonight on MTV3?” 

The system utilizes ViaVoice  technology for Natural 
Language Understanding (NLU). This technology was 
developed by IBM and served as the basis for the application 
development. Both monolingual Finnish and English versions 
were implemented, as well as a multilingual version where the 
desired language was selected by identifying implicitly the 
language used by the caller [7]. In the end of the project a 
personalized English monolingual version was also developed 
and tested [8].

The implemented systems allowed mixed-initiative 
dialogues and let user to request several types of information 
within one phone call by switching the focus. In the 
multilingual implementation the user could also switch the 
language – from English to Finnish or vice versa – within the 
same call. 

2.1.1. Mixed-initiative dialogue approach

The mixed-initiative dialogue approach allows free-flow 
dialogues between the application and the caller. The dialogue 
can be driven either by the system or the user, of which either 
one can take control over the dialogue flow. The system-
driven actions are relevant e.g. when there is information 
missing from the user request and the system is unable to 
construct a database query. In this case the user-friendliness 
can be improved by allowing the system to ask the missing 
information from the user and to take over temporarily the 
leading role in the discourse. 

Usage of the mixed-initiative approach can also enhance 
the general system usability. See the example below. 

User: “Tell me about programs.” 
System: “Please give me for example the type of 

program that you are interested in, or 
perhaps the day or channel that you would 
like to watch.” 

User:  “I would like to know about programs on 
BBC World tonight.” 

System: “BBC World offers…” 

From the above example it can be seen that the first user 
phrase, a non-constrained opening request, is vague and 
contains no special information in the form of meaningful 
units (i.e. semantic concepts) which could restrict the amount 
of returnable data from the database. Due to the large size of 
the database the system is designed to limit the database 
search in order to improve usability. Therefore requesting 
more specific information from the user is more reasonable 
than returning an excessive amount of information from the 
database.

2.1.2. Context-sensitivity 

Context-sensitivity means that the system – the Dialogue 
Manager – is capable of inheriting information from the 
dialogue context and it can change the context whenever 
needed. The Dialogue Manager in the PGIS applications 
allows the user to switch the context, i.e. ask different topics 
within one phone call. 

If the user has requested information e.g. about certain 
kind of programs (e.g. “Tell me about CNN at nine p.m.”) and 
suddenly wants to change the topic (e.g. “Do you have any 

good movies tomorrow evening?”) the system has to detect the 
change and behave accordingly. For this purpose the history of 
the dialogue flow has to be stored temporarily in order to be 
used and cleaned when focus switch occurs. 

2.1.3. Multilinguality in PGIS 

Multilinguality in the PGIS application means that the system 
is capable of detecting the language of the user utterance and it 
will use the same language in answering to the user. The user 
can say either an English or Finnish sentence, after which the 
system implicitly identifies the language and uses the same 
language in the interaction until the user utters a phrase in the 
other language. The identification is possible because of the 
multilingual phoneme set used by the Automatic Speech 
Recognition (ASR) and parallelly working English and 
Finnish Classers and Parsers. 

The statistical approach (both the Classer and the Parser) 
produces scores for the probabilities for the user utterances. 
From these the Classer scores are utilized in the language 
detection. The language detection algorithm is simple: the 
multilingual ASR produces an utterance, which is passed to 
the NLU. The English and the Finnish Classer scores are 
compared, and if e.g. the Finnish utterance gains higher 
Classer score compared to the English one, Finnish is chosen 
as the interaction language and vice versa. 

2.2. General overview of the architecture 

The system platform contains the ViaVoice  telephony 
toolkit with a large vocabulary continuous speech recognition 
engine, as well as the NLU module. The communication 
between the components is executed via a HUB which acts as 
a dispatcher, calling and routing information between the 
modules. The general architecture of the system is presented 
in Figure 1 below. 

Figure 1: Basic architecture of the system. 

The telephony interface handles the basic telephony functions, 
e.g. accepting and disconnecting calls, detection of hang-ups, 
recording and playing back audio material, and DTMF (Dual-
Tone Multi-Frequency) tone detection. After recording an 
utterance, the speech recognition module is invoked. The 
decoded text, the output from the recognition engine, is then 
delivered to the statistical Classer where essential application-
dependent concepts are identified. The Canonicalizer then 
transforms these basic concepts into the format understood by 
the backend database, followed by the statistical Parser which 
decides what actions are to be taken with the extracted 
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concepts. The Dialogue Manager interprets the Parser result 
in the given dialogue context, requests the required backend 
information and produces the system response for the user 
utterance, which is then passed to be synthesized by the Text-
to-Speech (TTS) engine. 

2.2.1. Statistical Classer, statistical Parser and 

Canonicalizer

The statistical approach allows the user to freely express 
queries by using natural language rather than restricted phrases 
or commands. The purpose of the statistical Classer is to 
extract the semantic key concepts (e.g. date and time) from the 
user utterance. The extraction is done with a statistical Classer, 
which is a parsing method trained from a corpus of annotated 
sentences. The extracted concepts are used as parameters in 
the backend request. 

The Canonicalizer transforms the semantic key concepts to 
the forms stored in the database. Canonicalization concerns 
mainly date and time expressions (e.g. “next week” or 
“tonight”). The exact information has to be discovered from 
these expressions and that is the purpose of the Canonicalizer 
as well as transforming the correct date or time span into an 
appropriate numeric form understood by the backend. 

The key concepts extracted by the Classer are passed to 
the statistical Parser, which determines the actions to be taken 
by the Dialogue Manager. The statistical Parser extracts also 
the focus and intention of the user utterance, for example if the 
user wants help about system usage, a list of programs or 
further details about a certain program. The Parser is also 
trained from annotated sentences. 

2.2.2. Dialogue Manager, database request and Answer 

Generation

The Dialogue Manager directs the interaction between the 
system and the user. In the PGIS application the Dialogue 
Manager is task-oriented and has appropriate forms for 
different tasks. For example the knowledge what information 
is needed in performing a task as well as knowledge how to 
perform it is defined in the form. 

The backend receives queries from the Dialogue 
Manager. These queries consist of attribute-value pairs and 
based on these are composed the http-requests for the 
database fetch. The database returns as response a list 
containing again attribute-value pairs. This list is utilized in 
generating the messages to the user. 

After the database has returned the requested information, 
the Dialogue Manager triggers the appropriate answer 
templates to compose the answer to the user. The answer 
templates consist of pre-defined textual messages into which 
the information provided by the database is inserted. The 
formed textual message is forwarded to the TTS via the HUB. 

3. Objective Evaluation 

3.1. Used Methodology 

Proper and predefined evaluation processes are needed to 
ensure the full functionality and the overall performance of 
the system. For the objective evaluation of the PGIS 
applications the black-box approach was used in measuring 
the overall system performance, while for calculating the 
module-level error rates the glass-box approach was used [9]. 

3.1.1. Module-level evaluation 

The calculation of the performance and the error rates of the 
modules were based on the information received from the log 
files. Information about each dialogue was recorded and stored 
in both audio and html-format. The audio files consisted of 
user utterances while the files in html-format included 
information e.g. about the time of the call, the ASR output, 
both the operating time and actual outcome of each module. 

The performance of different subparts of the NLU module 
and the ASR were evaluated here and the following features 
presented in the Table 1 were calculated: 

NLU metrics: 

• Classer, Parser and Canonicalizer error rates 
separately 

ASR metrics: 

• Word error rate (WER) including substitutions, 
deletions and insertions 

• Sentence error rate (SER) 

Table 1: Evaluated features in the NLU and the ASR. 

3.1.2. Overall system evaluation 

The log files were also used to calculate the overall statistics 
of the system performance. The information in the audio files 
was transcribed and the ASR output was compared to this 
information. From the html-formed files the information 
regarding the overall evaluation of the system and also the 
dialogues were extracted. 

This diagnostic evaluation concerned the output of the 
whole system and the tasks executed by the user. The results 
revealed information, among others, the performance of the 
Dialogue Manager and the Answer Generation. The measured 
features in the overall system evaluation were: 

• Number of calls 

• Number of relevant queries (silence, out-of-domain words 
and mumbling excluded) 

• Number of tasks 

• Task success rate 

• Average amount of tasks per call

Table 2: The evaluated features on the overall system-level. 

3.1.3. Test Persons and Arrangements 

The English PGIS system was tested with four test runs during 
July 2001 – April 2002. The multilingual application was 
tested in April 2002 and the personalized PGIS in May 2002. 
For the Finnish PGIS application there were two tests, first in 
October 2001 and the second one in April 2002.

Test persons were recruited inside NRC (Nokia Research 
Center) and Elisa Communications. In Figure 2 below more 
detailed information is presented about the distribution of the 
test persons. As one can see, there has been a remarkable 
amount of expert users from one test period to another. Over 
80% of the users in each test of the English and Finnish 
applications have been using the system before. This is the 
consequence of the fact that test users are difficult to find and 
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recruit, and some persons are more willing to participate in 
tests than some others. 
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Figure 2: The division among the expert and novice users. 

3.2. Test Results 

In Figure 3 the changes in error rates concerning different 
parts of the English and Finnish PGIS applications during all 
the four tests are presented. For the NLU module the Classer, 
Parser and Canonicalizer error rates and for the ASR the word 
error rate (WER) figures are displayed. 

Figure 3: Decreasing NLU and ASR error rates during the 
two test runs of the English and Finnish PGIS 
applications.

Besides the improved module-level performance, the overall 
task success rate improved also from test to test. This 
improvement is presented in Figure 4 below. 

71.9% 75.1%
76.9% 78.4%

50%

60%

70%

80%

90%

100%

English PGIS Finnish PGIS

(Oct 2001) (Apr 2002)

Figure 4: Improvement of task success rates during the tests. 

The audio and textual data collected after each test run were 
analyzed and used to improve the system further. From the 
results in Figure 3 it can be seen that the performance of the 
system has improved unequivocally in every component. The 
improvement is remarkable in each component excluding the 
ASR of the Finnish PGIS, where the multilingual language 
models were used in the April 2002 tests instead of the 
previously used monolingual ones. This is the most probable 
reason for the shallow improvement at this point. 

4. Subjective Evaluation 

4.1. Used Methodology 

Testing the usability of the system and thus receiving opinions 
from actual users through subjective tests is necessary in order 
to improve the system capabilities further. Subjective 
evaluation is considered essential in order to tune the actual 
user interface implementation. Subjective tests of the PGIS 
applications were carried out in various ways. Elisa 
Communications, one of the partners in the CATCH-2004 
project, made studies where they used several methods, e.g. 
diary study and user interviews, for exploring the usability of 
these applications (more details in [10]). Nokia Research 
Center conducted several tests where test users were asked to 
fill in questionnaires after testing the system in their own time. 
The users were provided with a short manual about the system 
capabilities as well as some example queries. No scenarios 
were provided. The questionnaires included questions 
regarding e.g. ease-of-use, learnability, naturalness of TTS, 
speed of the system, adequacy of system guidance, etc. The 
users were asked to fill in multiple-choice queries as well as to 
provide free-formatted text input (i.e. opinions and 
suggestions).

4.2. Test Results 

The subjective tests at the Nokia Research Center for the PGIS 
applications were carried out for both the Finnish and the 
English applications in October 2001 and April 2002. In 
addition, the multilingual application was tested in April 2002 
and the personalized one in May 2002. 

Figure 5 below presents an extract of the comparison 
results for various usability aspects. The example is from the 
English and Finnish application tests in October 2001 and 
April 2002. The scale is from 1 (=worst) to 5 (=best). 
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Figure 5: Example of changes in evaluating 
usability aspects for both the English and 
Finnish versions. 

These results reveal that the users haven’t judged the system 
to improve in all aspects. This phenomenon is even clearer 
when evaluating the Finnish application, where the numbers in 
total decreased instead of expected improvement. The possible 
reasons behind these controversial results in objective vs. 
subjective evaluation will be presented in the next chapter. 

5. Findings

5.1. Relation between subjective and objective tests 

During the application development more objective tests were 
carried out than subjective tests. Subjective tests took place 
only after the system was considered complete and the 
developers themselves had tested it. However, subjective tests 
were needed in order to improve the user interface further and 
to get a better understanding of actual users’ reactions and the 
system’s usability. One of the difficulties was that there was 
no uniform approach planned for evaluation in the beginning 
of the project; along the time we needed to modify the levels 
and details of the performance evaluation. Also, in the 
subjective evaluation the actual questions in the questionnaires 
varied slightly from one test run to another. 

5.2. The effect of improvement of the objective results to 

the subjective ones 

The most remarkable observation was that considerable 
improvement of the NLU and ASR didn’t have an effect on 
the improvement of the overall usability of the system. This is 
revealed by the results of the subjective tests, which improved 

in total only a little for the English PGIS application and even 
deteriorated in the case of the Finnish application. 

The deterioration didn’t concern every aspect in the 
usability of the Finnish application. For example, the test users 
considered the system easier to use, friendlier and clearer in 
the April 2002 than in October 2001. The improvement of the 
friendliness and clarity was also notable in the English system. 
These were due to the rationalized course of the dialogue flow 
and its simplified structure. Also the prompting was tuned 
according to the users’ opinions. 

However, two decreasing factors were found in the 
usability evaluation of both the English and the Finnish 
systems. Users considered the predictability and satisfactory 
performance worse in the latter tests. These both might be 
consequence of the static and thus unreal database. When most 
of the test users had used the system before, they might not 
consider the same, static database very interesting and useful 
from one test to another. 

5.3. The test user effect 

The developers found out that it is difficult to recruit test 
persons. For example in October 2001 the test invitation was 
sent via e-mail to over 100 people, of which only 29 took part 
in the tests. In order to participate in the testing and to provide 
reliable opinions the users should have interest and be as 
motivated as possible. To improve the motivation, a small 
compensation was given to the participants. 

What could reduce the test persons’ overall motivation and 
thus lead to non-optimal results could have been the used 
static database instead of a real and on-line one. The users 
would have considered real-time database more motivating to 
use.

It should also be noted that a remarkable amount of the 
same users acted as test persons from one test to another. 
Presumably, these test persons expected more improvement 
from the system test by test, especially if there had been a 
longer time, e.g. a half a year between the two tests. It might 
be that the users were disappointed when the system wasn’t 
capable of providing enough improvement in their opinion and 
the database remained the same. 

5.4. The ASR effect 

What also should be taken into consideration here is that 
despite of the substantial improvement of the NLU, the 
performance of the ASR didn’t improve notably, especially in 
the Finnish system (between Oct 2001 and Apr 2002 the 
improvement was only 1.39%). In the April 2002 tests the 
multilingual language models were used instead of the 
monolingual ones, and this had an effect to the ASR 
performance. The statistical NLU does robust phrase handling 
and it should be able to compensate many of the ASR errors. 
However, here it probably haven’t been able to do this, since 
especially in the Finnish application tests in April 2002 – 
where the ASR improvement was very low – the users 
considered the system usability more unsatisfactory than in the 
October 2001 tests. 

6. Conclusions 

The test logs revealed that the test persons didn’t read the 
given instructions properly and completely, they rather tended 
to test the system immediately, without any explicit guidance. 
Therefore it’s important that the system itself should offer the 
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needed information and on-line guidance. Also, the 
instructions or the manual given to the users should be as 
comprehensive and clear as possible, but on the other hand 
simple enough. The other reason for adding the guidance and 
help capabilities is that this kind of technology is quite new. 
The users often don’t know the possibilities and limits of such 
system. 

What we also learned is that a uniform approach for both 
objective and subjective evaluation should be planned 
comprehensively in the very beginning of the system 
development process in order to reach the best and widely 
comparable results. Variety in the users’ backgrounds 
guarantees also better, more realistic test results. It’s 
worthwhile to use an equal mixture of people who are not 
familiar with the system as well as people who have used the 
system before. If the same test persons are used from one test 
to another, the results can be biased because the users might 
expect too much from the system improvement. Using novice 
test persons may also bring fresh viewpoints to the 
development of the system. 
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