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Abstract

The goal of this contribution is to present how the notion of 
dialogue management evaluation has been integrated in the 
rapid dialogue prototyping methodology we have designed 
and experimented in the framework of the InfoVox project. 
We first describe the proposed rapid dialogue prototyping 
methodology, decomposed into 5 consecutive main steps: 
(1) producing the task model; (2) deriving the initial dialogue 
model; (3) using a Wizard-of-Oz experiment to instantiate the 
initial dialogue model; (4) using an internal field test to refine 
the dialogue model; and (5) using an external field test to 
evaluate the final dialogue model. 
In a second part, we more specifically focus on evaluation. 
We first describe the integration of various evaluation aspects 
in the design steps corresponding to the internal and external 
field tests. Then, we more specifically concentrate on system 
usability assessment: we first describe the retrospective trend 
and correlation analyses that have been integrated in the field 
tests and then show how the obtained evaluation data can also 
be used in a more prospective way to derive useful hints for 
better dialogue design (prospective correlation analysis). All 
the presented conclusions are systematically illustrated by the 
concrete results obtained during the experiments that have 
been carried out in the InfoVox project. 

1. Introduction

The InfoVox project [1] was jointly realized by EPFL, IDIAP, 
and the Swisscom and Omedia companies and was partly 
funded by the Swiss national CTI grant program. The purpose 
of this project was to prototype a dialogue based vocal 
information server for the access, over the phone, to 
information about the restaurants of the city of Martigny, 
Switzerland (e.g. [2]). 

The concrete output of the project was the deployment of 
an information server prototype and its evaluation during two 
concrete field tests. The more conceptual output of the project 
was the design and validation of a rapid dialogue prototyping 
and evaluation methodology that is currently further 
investigated within two ongoing research projects: the 
European INSPIRE project (http://www.inspire-project.org),
aiming at a dialogue based control of various home devices 
(lights, TV, VCR, …) within a Smart Home environment, and 
the MDM (Multimodal Dialogue Management) integrated 
project (http://www.im2.ch/home.php) within the Swiss IM2 
(Intelligent Management of Multimodal Information) research 
program, aiming at the set up of efficient dialogue based 

interaction mechanisms with a database of multimodal 
meeting transcriptions. 

2. The rapid dialogue prototyping 

methodology 

One of the important goals of the InfoVox project was to 
specify and validate a dialogue prototyping methodology that 
could convincingly be used in an industrial context for the 
rapid design of finite state task driven dialogue models (e.g. 
[3]). By rapid design, we mean that an initial working 
dialogue model should be deployable, for a simple task, in a 
matter of some hours. By task driven dialogue models, we 
mean that the targeted models are strongly specific to the 
associated task. In other words, the goal is not the production 
of highly generic dialogue models, but rather the very quick 
and systematic production of very specific ones. 

The general idea underlying the proposed rapid dialogue 
prototyping methodology is that the dialogue model is a 
finite-state model that can be quite easily and systematically 
derived from a frame based representation of the task itself. 

2.1. Producing the task model 

Within the approach proposed in the framework of the 
Infovox project, a task is modeled as a frame the slots of 
which represent the various attributes that need to be 
informed for the task to be performed (e.g. [4, 5]). In other 
words, a task is modeled as a function, the arguments of 
which correspond to the above-mentioned attributes and the 
call to which results in the fulfillment of the task. For 
example, in the InfoVox restaurant application, the task model 
simply reduced to a single function select_restaurant(
Type_of_kitchen, Localization, Opening_time, Opening_day,  
Price_range), the attributes of which identify the various 
selection features available for the restaurant search. At the 
computational level, the calls to the select_restaurant() function 
were then implemented in the form of SQL queries to be 
submitted to the project database containing the required 
information (the values of the selection features of course, but 
also additional information such as the name, the address and 
the telephone number of the restaurants) about the around 50 
available restaurants in Martigny. 

Notice that in the case of the select_restaurant() function, 
the produced return value is a (possibly empty) list of 
restaurant identifiers. This is not necessarily the case for all 
types of tasks. In fact, in the current state of our prototyping 
methodology, we have identified two main classes of 
elementary tasks (belonging to the “Parameter Dialogue” 
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class identified in [6]): information retrieving tasks and 
command tasks.

In the case of information retrieving tasks, the general 
goal is to select entities corresponding to some predefined 
search criteria in an a priori available database of entity 
candidates. The selection of restaurants is an example of such 
a task, but many other applications such as selecting a TV or 
radio program or selecting a message in a mailbox might also 
be considered. 

In the case of command tasks, the general goal is to 
control a specific function of some external device equipped 
with a vocal interface. In the restaurant application, an 
example of a command task is for instance the possibility for 
the user to be automatically connected by phone to the 
selected restaurant (through a call_restaurant(Restaurant_ID)
function), but many other examples might also be considered: 
switching on a light (a light_on(Light_ID) function), opening a 
garage door (a open_garage() function), increasing the 
temperature in a room, etc. In the case of such command 
tasks, the return value of the associated function is then a 
message providing a fulfillment status (such as action_OK, or 
error:information missing, or error:device out of order) for the 
action corresponding to the call of the function. 

Both types of return values (candidate lists and status 
messages) are taken into account at the level of the dialogue 
manager for the control of the dialogue flow. 

Of course, the two above-identified types of elementary 
tasks are usually not sufficient to provide enough descriptive 
power to model most of the real-life applications. Additional 
task composition mechanisms are necessary to build 
composite task models corresponding to more complex 
applications. In the current state of our prototyping 
methodology, we have identified two such composition 
mechanisms: multi-tasking and task embedding. 

Multi-tasking simply corresponds to the (disjunctive) 
grouping of several elementary tasks in one single task 
model. Conceptually, it can therefore be interpreted as 
producing the composite task model task = task1 or task2 or … 
taskn, from some already available task models task1, task2, …, 
taskn. In functional terms, if task1(…) (resp. task2(…), …, 
taskn(…)) is the function associated with task 1 (resp. task 2, 
…, task n), we will use the functional expression 
multi_task(task1(…), task2(…), …, taskn(…)) to identify the 
associated disjunctive function. 

Task embedding relates to situations where the values of 
some attribute that has been identified in the model produced 
for a given task t are themselves the result of a call to a 
function that requires a vocal interface. In other words, the 
dialogue required to acquire the values for the attributes of 
task t contains a sub-dialogue dedicated to the acquisition of 
the values of some attribute. An example of such a situation 
in the framework of the Infovox project is for instance when 
the value of the Localisation attribute of the associated 
select_restaurant() function is ambiguous. For instance, several 
places in the city of Martigny might be identified by the same 
name and a specific dialogue might then be required to 
resolve the potential ambiguity. For example, there might be 
several shopping centers and the precise identification of a 
specific one might require the indication of the portion of the 
city (geographical zone) where it is located. 

As a final remark concerning task modeling, it is 
important to notice that the above-defined composition 
mechanisms can of course be combined to produce task 

models of increasing complexity. For instance, the additional 
task model required for task embedding might itself be a 
multi-task model leading therefore to a functional expression 
of the form: task(…, multi-task(embedded-task1(…), embedded-
task2(…), …), …). A simple illustration of such a situation with 
the Localization example above is when only some of the 
values of the Localization attribute are ambiguous (and 
therefore require an embedded call to the select_localization()
function), while the other localization identifiers can be 
identified on the basis of the localization name alone. To 
model this, we might define an additional function 
localization(LocalizationName) that retrieves the (unique) 
localization identifier for all the non-ambiguous localization 
names, and to write the composite model as: 
select_restaurant(…, multi-task(localization( LocalizationName), 
select_localization( LocalisationName, LocalizationZone)), …).

Once the (simple or more complex) task model has been 
produced, it will serve a the basis for the automated 
production of an initial dialogue model corresponding to a 
vocal interface allowing the dialogue-based specification by 
the user of the values required to fulfill the task. The detailed 
description of the dialogue model generation is described in 
the following 2 sections. 

2.2. Deriving the initial dialogue model 

In our approach, a dialogue model is defined as a set of 
interconnected generic dialogue nodes (often hereafter 
referred to as GDNs, e.g. [7]), where each of the dialogue 
nodes is associated with one of the atomic attributes (also 
often called slots hereafter) present in the task model. For any 
given slot, the role of the associated generic dialogue node is 
to perform the simple interaction with the user that is required 
to obtain a valid value for the associated attribute. In addition, 
each GDN also provides built-in dialogue repair capabilities 
to cover the following 4 problematic dialogue situations: 
NoMatch (i.e. the system was not able to produce an 
interpretation of the last user utterance –in the case of a 
recognition failure or of a syntactically incorrect input for 
example), NoInput (i.e. the user did not provide any answer to 
the last system prompt), RequestForHelp (i.e. the user explicitly 
asked for more information about the acceptable values for 
the attribute), and RequestForRepetition (i.e. the user explicitly 
asked for the repetition of the last system prompt –in the case 
of temporary lack of attention or disturbing background noise 
for example). 

In the architecture that we have selected for the 
implementation of our dialogue models, the processing of the 
GDNs (i.e. the actual interaction with the user according to 
the specifications expressed in the GDNs) is taken in charge 
by a specific module called the dialogue interpreter. 
However, this is of course not sufficient to perform any real 
dialogue. In addition to the (application-dependant, 
declarative) definition of the GDNs and the (generic, 
procedural) specification of the dialogue interpreter, the 
branching logic responsible for the management of the 
dialogue flow also needs to be specified. In our approach, this 
branching logic is currently implemented in the form of a set 
of transition conditions between GDNs (i.e. conditions 
specifying which should be the next GDN activated) defined 
within an external dialogue management module. A priori, 
these transition conditions need to be specified by the 
dialogue model designer. However, in our rapid dialogue 
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prototyping approach, we systematically rely on a simple 
default dialogue flow control strategy built-in in the dialogue 
interpreter. The underlying assumption is that, in most of the 
cases, this default strategy will in fact to be sufficient and that 
the production of the complete initial dialogue model (GDNs 
and branching logic) will therefore remain fully automatic. 
The definition of the default branching strategy is described 
in more detail below. 

Concretely, the generic dialogue interpreter adopted for 
our work is the Elvira Voice XML interpreter developed at 
the Masaryk university in Brno (Czech Republic). 
Consequently, the generic dialogue nodes are implemented in 
the form of parametric VoiceXML templates. The parameters 
that need to be provided to instantiate a given generic 
dialogue node are the prompt(s) corresponding to the 
question(s) to be asked to the user to request a value for the 
associated attribute, the grammar(s) to be used in order to 
process (speech recognition and semantic interpretation) the 
answer provided by the user, the prompts to be produced to 
confirm the acquired value(s), and the prompts to be uttered 
in the case of the various problematic situations (NoMatch,
NoInput, RequestForHelp, or RequestForRepetition). Finally, the 
dialogue manager responsible for the overall control of the 
dialogue is currently implemented in the form of an external 
Java module that dynamically generates the instantiated 
VoiceXML pages containing the dialogue descriptions to be 
submitted to the VoiceXML interpreter. The general 
architecture is therefore the standard one proposed in the 
VoiceXML specifications [8]. 

In the framework of this architecture, the task model is 
used to generate an initial “almost empty” dialogue model, 
i.e. a dialogue model where the generic dialogue nodes have 
been instantiated with simple automatically generated 
prompts, empty grammars, and connected with the very 
simple default branching strategy. Of course, as the generated 
dialogue model does not contain any interpretation grammars, 
it will be unable to interpret any of the user’s answers. In this 
stage, the validation of the model still requires human 
intervention. This is done in the framework of a Wizard-of-
Oz experiment as described in the next section. 

2.3. Instantiating the initial dialogue model: the Wizard-

of-Oz experiment 

A Wizard-of-Oz experiment [9] (hereafter called the WoZ 
experiment) can be defined as a simulation of a human-
machine interaction during which a user is exposed to a 
system he/she believes to be fully automatic, while a hidden 
human operator (the Wizard) is manually operating (at least) 
some of the system functionalities that have not yet been fully 
implemented (sometimes, no implementation at all has been 
done at the WoZ stage and the experiment then corresponds 
to a complete simulation) [10, 11]. 

Within such a set-up, the main goal of a WoZ experiment 
is to provide “realistic” experimental data about the “true” 
behaviour of the members of some targeted user group when 
faced with an automated system for a given application. To 
this end, the experimental data is gathered (the experiments 
are often recorded and/or filmed) and subjectively analysed 
by the system designers in order to obtain valuable insights to 
guide subsequent modelling and implementation decisions 
[12]. The underlying hypothesis is that it is easier (quicker, 
cheaper, …) to set-up and modify a manually operated 

simulation than to specify, develop, and modify a real 
implementation of a system. While this hypothesis is 
undoubtfully very often true, it is however important to notice 
that a WoZ experiment is certainly not a cheap operation. It is 
indeed not an easy task to make users convincingly believe 
that they are faced with a machine when the simulation is in 
fact operated by a human. All clues that could reveal the 
presence or intervention of the wizard must be thoroughly 
removed. Thus, actions need to be taken to physically hide 
the wizard during the interaction and an interaction interface, 
even simplified, usually needs to be developed to this end. 
Further, the wizard has to undergo a specific training so that 
he/she can consistently behave in a manner that can 
convincingly be believed as the one the user is expecting 
from a machine (no sophisticated inferences, no emotional 
reactions, no apparent tiredness, …). In addition, it can be 
quite difficult to guarantee that the behaviour of the simulated 
system will remain uniform over time (the wizard can be in 
better shape one day than the other, he/she might not 
consistently remember the provided instructions to operate 
the simulation over a longer period of time, …) [13]. 

However, it is also clear that a WoZ experiment can 
significantly improve the design of an interactive system (e.g. 
the design of the user interface [14]). Indeed, the results of the 
experiments can not only be used for an initial evaluation of 
the adequacy of the a priori conception (architecture, 
functions, interface, …) the designers have of the targeted 
system, but, in addition, the experimental data produced 
during the experiment can serve, if thoroughly recorded, as 
initial and strongly relevant training data for the system. 
In the more specific framework of the InfoVox project, 
the aims of WoZ experiment were (i) to provide a first 
(subjective) evaluation of the initial dialogue model as 
produced by introspection by the system designers; and 
(ii) to acquire some valuable data useful for the training 
of the STRUT speech recogniser that has been used in 
the project (http://tcts.fpms.ac.be /asr/strut.html).

More precisely, the initial InfoVox dialogue model was 
derived from the very simple application model 
select_restaurant(Type_of_kitchen, Price_range, Location, 
Opening_day, Opening_time) and therefore consisted of only 5 
interconnected GDNs associated with the 5 attributes 
describing a restaurant in the database of the system. The 
InfoVox WoZ experiment was thus essentially aiming at 
gathering real life data useful for the designers to produce, for 
each of the GDNs, better prompts (i.e. more natural, more 
easily understandable than the initial formulations proposed 
by the system designers) and to define the missing associated 
interpretation grammars. 

Concretely, the InfoVox WoZ experiment lasted 38 days, 
covering the period from November, 2nd 1999 to January, 17th

2000. 99 persons participated in the experiment and 
altogether 255 dialogues were registered. Every participant 
produced from 1 to 6 dialogues and the final output of the 
WoZ experiment was a first version of a fully operational 
dialogue model. This model could then undergo a more 
precise evaluation as described in the following sections, and, 
in addition, the recorded (and subsequently manually 
transcribed) audio data was indeed a valuable resource for the 
training of the language model and parameters of the speech 
recognition system used in the system. 
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As far as concrete implementation is concerned, an 
interesting and practical solution is to aim at directly 
integrating the WoZ capabilities in the dialogue development 
environment, i.e. in the dialogue interpreter and/or the 
dialogue manager. However, in order to do so, it is necessary 
to precisely identify the different entry points into the system 
that should be effectively provided to the wizard for potential 
intervention in system behaviour. 

In the most general case, this might be an extremely 
difficult issue, as, in theory, the different dialogue models that 
can be considered might be of arbitrarily large complexity. In 
the case of the InfoVox project however, the dialogue model 
was sufficiently simple to allow an alternative approach that 
did not require modifying neither the dialogue interpreter, nor 
the dialogue manager. In fact, the dialogue model was 
completely re-implemented as a set of interconnected HTML 
forms, each of these forms representing one of the GDNs in 
the model and the branching logic being directly implemented 
in the form of hyperlinks between the HTML forms. 

3. Assessing the usability of the system: 

internal and external field tests 

Since the 90’s, the notion of user satisfaction is increasingly 
taken into consideration in the various research tracks 
explored in the broad field of interactive speech systems. 
Indeed, it has now been acknowledged by the concerned 
research community that the fact of not taking into account 
user satisfaction in the very early stages of vocal products 
design can lead to a substantial risk of a poor product 
acceptance or even product rejection by the users [15, 16, 17]. 

In this perspective, one of the important goals of the 
Infovox project was to propose a user-centered evaluation 
methodology to identify and quantify, as early as in the 
prototyping stage itself, the qualities and drawbacks of the 
resulting RestInfo system, as perceived by the users. 

Concretely, it has been decided to carry out the evaluation 
in the form of a satisfaction questionnaire, submitted to a 
sample of potential users after they had interacted with the 
prototype on the basis of a set of predefined scenarii setting 
up specific contexts for a restaurant search. A standardized 
instruction sheet briefly presenting the Infovox project and the 
objectives and set up of the survey has also been produced to 
further increase the uniformity of the information gathering 
process. Special attention has been given to the 
methodological aspects to avoid biases [18]. 

The designed questionnaire, instruction sheet and scenarii 
have been validated for coherence and understandability 
during an initial internal fieldtest. The real user satisfaction 
study was then carried out in the form of an external fieldtest.

Notice that the precise content and structure of the 
questionnaire was strongly inspired from the various general 
models of system usability available in the literature [16, 19, 
20, 21, 22, 23, 24]. Experience gathered in similar projects 
such as BeRp project (ICSI, Berkeley), the Bochum BORIS 
project [18] or some of the dialogue project developed at 
Limsi [25] has also been taken into account and the 
content/structure that has been finally adopted for the InfoVox

questionnaire relied on a segmentation of the questions into 
the following 4 main categories: (i) questions directly related 
with global user satisfaction; (ii) questions related with 
usability (in the restricted sense of ease-of-use),  i.e. the 
characterization by the users of the various aspects of the 

RestInfo system (such as the understandability of the prompts, 
the speed of the processing, the naturalness of the sequencing 
of the questions, the ability of the system to correctly 
interpret the answers of the users, …) having an impact on the 
efficiency/user-friendliness of the interaction; (iii) questions 
related with efficiency, i.e. the evaluation by the users of the 
quality/relevance of the results produced by the RestInfo

system; and (iv) questions related with comparative 

assessment, i.e. the comparison of the RestInfo system with 
other alternative sources of information about restaurants. Of 
course, the questionnaire also contains a final section 
dedicated to the acquisition of the standard descriptive data 
about the users (sex, age, education level, …). The interested 
readers are referred to [26] where a description of the set up 
of the RestInfo field tests is provided and which includes a 
more detailed justification of the rationale behind the 
production of the questionnaire. 

3.1. The internal field test 

The InfoVox internal field test has been carried out over 
two days (December 4th and 6th 2001), and has involved a 
limited number of 20 « internal » users (typically the 
designers of the system, other members of the concerned labs, 
willing relatives, …). Most of these users were therefore 
already aware of the RestInfo prototype. The survey was 
carried out over the phone. In each case, the investigator 
called the user, set up the context and the objectives of the 
project, connected the user to the prototype while silently 
supervising the interaction through a conference call, and 
finally got back to the user to submit him/her the satisfaction 
questionnaire.

More precisely, for each of the contacted users, the 4 
steps evaluation procedure was carried out in the following 
way: (i) first the user was provided with a short description of 
the project and the evaluation process; in particular, he/she 
was made aware of the fact the interaction with the system 
would be recorded; for this step, we designed an instruction 
sheet that had to be systematically read to the user; (ii) in the 
second step, the user was put in a more precise application 
context; to this end, a scenario (i.e. a short story describing a 
concrete situation where an information about restaurants is 
required) was selected in a set of around 20 different 
scenarios defined to cover various settings for the attributes 
describing a restaurant and read to the user; we do believe 
that the use of such concrete scenarios is an important part of 
the set up of the evaluation as they contribute to put the users 
in more precise interaction conditions in which they seem to 
behave in a more natural and consistent way; notice that the 
creation of such interaction scenarios is by no means an easy 
task, as a good compromise needs to be found between 
scenario precision (to be useful, it must set up clearly 
understandable constraints conditioning the interaction) and 
scenario neutrality (the scenario should be designed in such a 
way that it influences as little as possible the wordings that 
would be naturally selected by the user to express the 
provided constraints about the restaurant; (iii) in the third 
step, the user was effectively connected to the system through 
a conference call including the supervisor of the field test so 
that he/she was able to carry on monitoring the experiment 
during the user-system interaction and eventually intervene if 
necessary – when for example the user appeared to be 
blocked in some stage of the interaction and was likely to 
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hang up, or when the system simply crashed); and finally, (iv) 
in the forth step, once the user completed his/her interaction 
(i.e. either some information about restaurants was proposed 
by the system or the user refused to continue), he/she had to 
answer the satisfaction questionnaire containing about 40 
closed and open-ended questions about his/her subjective 
perception of the interaction (overall satisfaction, duration, 
quality of the produced answers, ...), and his/her opinion 
about various features of the system (prompt 
understandability, system strengths and weaknesses, ...). In 
addition to this subjective data, the functioning of the 
prototype during the interaction was also precisely logged in 
order to keep some objective information about the 
interaction. In particular, the interactions between the users 
and the system were fully recorded and manually transcribed, 
and the internal states of the dialogue manager were 
extensively logged. 

As far as durations are concerned, the observed average 
timings for the above mentioned 4 steps were in the range of 
3 minutes for step 1 (project and evaluation description), 
3 minutes for step 2 (scenario description), 5 to 10 minutes 
for step 3 (interaction with the prototype), and around 
10 minutes for step 4 (satisfaction questionnaire). The overall 
duration of one evaluation was therefore in the range of 15 to 
20 minutes, which was considered as acceptable by most of 
the users. 

Concerning the results, it is important to notice that the 
main goal of the internal field test was the validation of the 
prototype and of the general set up of the evaluation and not 
the production of the evaluation results. Indeed, the selected 
sample of users was too biased to allow a statistically 
significant exploitation of the obtained outputs, and, in 
addition, the instruction sheet, scenarios, questionnaire, and 
logfile formats have been constantly modified during the 
internal field test. 

The experience gained during the internal field test was 
also systematically used in a qualitative way to further 
improve the dialogue model and the RestInfo prototype that 
have been modified several times during the internal field test 
as well: some questions (system prompts) have been 
reformulated for better understandability; the comments of 
the users have been dynamically taken into account to 
improve the prototype (for example by adding more feedback 
from system with the automated generation of messages 
indicating the pieces of information understood by the 
system) ; some additional modifications were also made in 
the prototype in order to make it more suitable for the 
evaluation (remote control, increased robustness, ...). To 
validate the modifications made in the system, an additional 
2 day evaluation was organized (February, 7th and March, 7th

2002) with a reduced group of 7 users.
As the final output of the internal field test, an improved 

dialogue system has been produced and the evaluation 
procedure has been precisely defined. Both have then been 
“frozen” in their current state and no additional changes have 
been made during the whole external field test. 

3.2. The external field test 

The central goal of the external field test was to perform the 
evaluation of the final system according to the evaluation 
procedure defined in the previous section. To this end, a 
larger population of 50 “external” users (i.e. users that did not 

have any a priori knowledge of the system) was randomly 
selected in all French speaking cantons (Vaud, Genève, 
Valais, Fribourg, Neuchâtel, and Jura) on the basis of the 
Swisscom electronic phone directory TelInfo. The test spread 
over 1 and half month and covered the period from March, 
27th 2002 to May, 14th 2002. Only households (no companies) 
with a fixed phone (no mobile phones) were contacted. 

 Interestingly enough, in spite of a quite novel questioning 
set up integrating a standard questionnaire-based approach 
with a direct interaction with a prototype, the acceptance rate 
for the survey was quite high (roughly 10% of the contacted 
population).

The raw (subjective and objective) data produced during 
the external field test served as a basis for the system 
assessment and analysis described in the next section. 

More precisely, the raw data available for analysis at the 
end of the external field test consisted of: (i) the transcriptions 
of the interactions between the users and the RestInfo

prototype (only the transcriptions were used for analysis, the 
recordings themselves being exclusively used to check the 
produced transcriptions); notice that the interactions were not 
only transcribed, but also annotated for additional contextual 
information such as background noise, loud breathe, off 
voices, ….; (ii) the answers to the closed and open-ended 
questions submitted to the users (the closed questions gave 
rise to the quantitative analysis described later on in this 
section, while the open-ended ones were essentially used to 
provide additional subjective feedback); and (iii) the logfiles 
automatically produced by the system during the interactions 
and containing detailed information about the internal 
functioning of the dialogue model. 

3.3. Exploitation of the external field test data

Several subjective and objective indicators have been derived 
from the raw data produced during the external field test. 
Subjective indicators essentially corresponded to average 
scores obtained for the various closed questions present in the 
questionnaire, while objective indicators have been derived 
from the logfiles and corresponded to average measures of 
various system characteristics (such as Word Accuracy, Word 
Error Rate, interaction duration, number of Help requests, …) 
describing its interaction with each of the users. 

Concerning the exploitation of the produced indicators, 
3 kinds of analyses have been carried out: (i) the 
identification of the subjective indicators corresponding to 
significantly predominant modalities of some closed question; 
we call this analysis the retrospective trend analysis as the 
identified predominant modalities (“trends”) can then be used 
to retrospectively provide a synthetic view the opinion of the 
users with respect to their interaction with the RestInfo

system; (ii) the identification of significant correlations 
between the answers to pairs of closed questions; we call this 
analysis the retrospective correlation analysis; and (iii) the 
identification  significant correlation between the answers to 
some closed question and some objective indicator derived 
from the logfiles; we call this analysis the prospective

correlation analysis because it allows to identify 
dependencies between objective features of the prototype and 
subjective perceptions that the users have of the system and 
because such dependencies might be prospectively used to 
guide the identification of promising modifications of the 
existing prototype that could lead to better user satisfaction. 
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3.3.1. Retrospective trend analysis 

The results obtained for retrospective trend analysis from 
the external field test for the random sample of 50 users1 led 
to the following synthetic evaluation: the average global 
satisfaction was of 63.75%; the majority (85.4%) of the users 
would be ready to use the RestInfo system if it would be 
available and most of them (76.0%) would even be ready to 
recommend it to relatives, friends or colleagues. The system 
was seen as easy to use (89.8%) and quite well adapted for a 
restaurant search (79.2%). However, its interaction 
capabilities still remained essentially comparable to the ones 
of a machine (74.4%) and did not reach the level required 
from human beings. The system provided a rather correct 
information (63.3%) but the users would have liked this 
information to be richer (information about menus, special 
offers, restaurant set up, …). The majority (84.0%) of the 
users considered the dialogue-based vocal system as at least 
as efficient as the various DTMF systems they knew. Its 
prompts were easy to understand (94.0%), the interaction 
duration was adequate (72.9%), and the system rarely did 
(30.0%) something considered by the users as strange or 
useless; however, the current dialogue strategy quite often led 
to question repetition  (82.0%), even if the sequencing of the 
questions was still considered as natural (93.9%). The users 
were predominantly (84.8%) relaxed during their interaction, 
they rarely (14.0%) felt lost, but, in a significant number of 
cases (48.0%), they had to adapt to the system and often 
(74.0%) had the impression that the system did not always 
understand some of their answers. In addition, the majority 
(79.2%) of the users were sensitive to the confirmation 
messages provided by the system and considered (96.8%) 
such confirmations as useful. Finally, concerning dialogue 
initiative, no clear opinion emerged with respect to 
predominance of system- or user- initiative.  

3.3.2. Retrospective correlation analysis 

As already mentioned earlier, the goal of retrospective 
correlation analysis was to provide evidence on significant 
dependencies between the different existing subjective 
indicators. Once identified, such dependencies might then be 
retrospectively used to get a better understanding of the 
potentially complex interrelations between the indicators. 

The technique used in the InfoVox project to measure the 
dependences was quite straightforward and simply relied on 
the standard Khi2 test. 

A concrete example of the application of retrospective 
correlation analysis to the external field test is the following 
interesting result: the only subjective indicator identified as 
significantly correlated with user satisfaction was the 
indicator related with the quality of the results produced by 
the system; more precisely, users having considered that the 
system was not producing correct results showed a significant 

                                                          
1 The used sample was quite well balanced with respect to sex, 
age, and education level; the majority (72.0%) of the users 
were native French speakers, 50% of them were inhabitants of 
the Vaud canton and most of them (70%) did not know the 
city of Martigny, which is in the Valais canton and for which 
the RestInfo system has been designed; finally, the majority 
(84.0%) of the users had never used a system integrating 
speech recognition.

tendency to consider the system as non satisfactory; this 
result might seem trivial at a first glance, but was not so 
evident to predict as other factors, such as usability for 
instance, might have also had a measurable impact on user 
satisfaction. In short, the motto that could be derived from 
this first correlation might be: don’t do it flashy, do it correct!  

3.3.3. Prospective correlation analysis 

The goal of the prospective correlation analysis was to 
identify significant dependencies between the objective 
indicators (i.e. indicators that can be simply –most often 
automatically– computed from the information present in the 
logfiles produced by the system) and some subjective 
indicators, which are much more difficult (and therefore 
costly) to produce, as they require the submission of a 
satisfaction questionnaire to the users. The main advantage of 
the identification of such dependencies is that they make it 
possible to pinpoint the design features of the existing system 
that should be modified in priority in order to increase the 
chances to either achieve better user satisfaction, or to 
improve some more specific aspect of the interaction with the 
user.

For instance, if the goal is increased user satisfaction, 
then the output of the retrospective correlation analysis was 
suggesting to try to improve the perception by the users of the 
correctness of the results produced by the system. 
Consequently, it may be interesting to know which are the 
objective indicators that are indeed correlated with this kind 
of subjective perception. If we applied the adequate statistical 
test (mean differences) to the subjective “result correctness” 
indicator, we obtained that a positive “result correctness” 
perception was correlated with a significantly higher fraction 
(35% vs. 14% in the case of the negative perception) of the 
simple questions asked by the system during the phase of the 
dialogue (hereafter called the constraint gathering phase) 
within which the system was requesting from the user the 
required information to make some relevant restaurant 
suggestion. In simpler terms, this result can be interpreted in 
the following way: as all the other types of system messages 
that are not simple questions correspond to reactions to some 
dialogue problem (answers to help requests, repetitions in the 
case of a NoMatch or NoInput situations, …), a high “simple 
question” ratio during the constraint gathering phase just 
means that the interaction is apparently working well. 
Another possible formulation for this interpretation of the 
observed dependency might then be simply expressed as: if 
the dialogue is working well, the produced results will also be 
good… and therefore, to increase user satisfaction, it is 
important to act in priority on the quality of the interaction (at 
the expense, for instance, of the improvement of the 
background module producing the system results). 

One could wonder how interaction quality can so strongly 
impact result quality. Our hypothesis is that this fact is a side 
effect related to the experimental set up used to evaluate our 
RestInfo system. Indeed, as already mentioned earlier, the 
majority of the users selected for the external field test did not 
know the city of Martigny. In addition, they exclusively 
interacted with the RestInfo system and, in particular, were 
not given the possibility to contact the suggested 
restaurant(s). These users therefore had no real means to 
check whether the restaurant suggestion(s) provided by the 
system were in fact correct or not, and, if their a priori state-
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of-mind happened to be to trust the system, then simply 
producing a result got in fact equivalent to produce a correct 
result. In this case, improving the quality of the interaction, 
which quite intuitively increases the chances to finally 
produce some results, indeed also increases the “result 
correctness” perception of the users. 

This specific example is therefore, at the same time, a 
good illustration of the potential utility of the prospective 
correlation analysis and a good warning against its use 
without a lot of methodological care! In the same line of 
thought, it is important to notice that the dependencies that 
can be observed are generally not strong enough to reliably 
entail causal relations. Observing a correlation therefore does 
not mean that this correlation can be used in a predictive way 
(hence the name “prospective analysis”). 

4. Conclusions

In the first part of this contribution, we have presented a rapid 
dialogue prototyping methodology for the efficient design of 
simple finite state task driven dialogues. First, a simple task 
modelling methodology was proposed, and then this 
methodology was extended so as to allow the automated 
derivation of an initial dialogue model from the produced task 
model. As the resulting dialogue model is expressed in terms 
of parametric VoiceXML templates, it needs to be further 
instantiated in order to yield a fully operational dialogue 
system. 

The second part of the contribution was dedicated to the 
presentation of an instantiation and refinement methodology 
in which a Wizard-of-Oz experiment was first carried out to 
produce an initial instantiation of the available dialogue 
templates, and, in a second step, an evaluation procedure 
relying at the combined production of subjective indicators 
derived from a user satisfaction questionnaire and of objective 
indicators derived from the logfiles produced by the dialogue 
system was proposed and carried out during an internal and 
an external field test. The experimental data that was 
produced through this procedure could then serve as a basis 
for various kinds of analyses (retrospective trend analysis, 
retrospective correlation analysis, and prospective correlation 
analysis) that were used at the same time to evaluate the 
dialogue system and to propose relevant refinement 
possibilities.

Finally, the whole methodology has been illustrated with 
a concrete case study corresponding to the production of a 
dialogue-based vocal restaurant information server, the 
RestInfo system, realized in the framework of the InfoVox

project and providing suggestions on the restaurants of the 
city of Martigny (Switzerland). 

5. References

[1] Van Kommer, R., Rajman, M., Bourlard, H., "Heading 
Towards Virtual-Commerce Portals", Comtec, 9:10-13, 
2000.

[2] Jurafsky, D. et al., “The Berkeley Restaurant Project” In 
Intl. Conference on Spoken Language Processing, 1994.

[3] Cole, R., D. G. Novick, M. Fanty, S. Sutton, B. Hansen, 
D. Burnett, "Rapid prototyping of spoken language 
systems: The year 2000 census project," Proceedings of 

the International Symposium on Spoken Dialogue,
Tokyo, Japan, 1993. 

[4] Chu-Carroll, J., "Form-Based Reasoning For Mixed-
Initiative Dialogue Management In Information-Query 
Systems", in EuroSpeech’99, Hungary, 1999. 

[5] Denecke, M. “An Information-based Approach for 
Guiding Multi-Modal Human-Computer-Interaction”, in

Proc. of IJCAI (2), 1036-1041, 1997.
[6] Van Loo, W., Bego, H., “Agent tasks and dialogue 

management”, in Workshop on Pragmatics in Dialogue,
Goteborg, Sweden, 1993. 

[7] Bilange, E., “Dialogue personne-machine, modélisation 
et réalisation informatique”, Langue, Raisonnement, 

Calcul, Hermès, Paris, 1992. 
[8] Voice Extensible Markup Language (VoiceXML) version 

2.0, W3C candidate recommendation,
http://www.w3.org/TR/voicexml20/, 28 Jan 2003. 

[9] Fraser, N. and Gilbert, N. "Simulating Speech Systems", 
Computer Speech and Language, vol. 3-5, 1991. 

[10] Dahlbäck, Nils, Jönsson, Arne, and Ahrenberg, Lars, 
“Wizard-of-Oz studies – why and how”, 
Knowledge-Based Systems, vol. 6, No4, Dec 1993. 

[11] Geutner Petra, Steffens Frank and Manstetten Dietrich, 
“Design of the VICO Spoken Dialogue System : 
Evaluation of User Expectations by Wizard-of-Oz 
experiments’, in Proc. Third International Conference on 

language Resources and Evaluation (LREC2002), 2002. 
[12] InUse, “Wizard-of-Oz prototyping”, 

http://www.ejeisa.com/nectar/inuse/6.2/3-3.htm.
[13] McTear, Michael, “Spoken Dialogue Technologies: 

Enabling the Conversational User-Interface”, ACM

Computing Surveys, 2001.
[14] Boyce, Susan, J., and Gorin, Allen, L., “User Interface 

Issues for Natural Spoken Dialog Systems”, AT&T 

Laboratories.
[15] Maulsby, D., Greenberg, S. and Mander, R., “Prototyping 

an intelligent agent through Wizard of Oz”. In ACM

SIGCHI Conference on Human Factors in Computing 

Systems, Amsterdam, The Netherlands, 277-284, ACM 
Press, May 1993. 

[16] Mariani Joseph, King Margaret, “Ch. 13 Evaluation” in 
Survey of the State of the Art in Human Language 

Technology. Ed. Cole Ronald A ., Mariani Joseph, 
Uzkoreit Haus, Zaewe Annie, Zue Victor, Cambridge 
University, 1996. 

[17] Walker Marilyn A., Kamm Candace, and Boland Julie, 
“Developing and Testing General Models of Spoken 
Dialogue Systems Performance”, In Proc. Language 

Resources and Evaluation Conference, LREC-2000. 
[18] Dudda, C., “Evaluierung eines natürlichen 

Dialogssystems für Restaurantauskünfte”, Diploma

Thesis (unpublished), Institution für 
Kommunikationsakustik, Ruhr-Universität, Bochum, 
Deutschland, 2001. 

[19] Hone Kate S., Graham Robert, “Towards a Toll for the 
Subjective Assessment of Speech System Interface”, 
SASSI, 2000. 

[20] Gauvain, J-L., Bennacef, S., Devillens, L., Lamel, S. et 
Rosset, S., “The Spoken Language Component of the 
Mask Kiosk”, Human Comfort and Security Workshop,
Oct. 26, 1995. 

[21] Dybkjaer Laila and Bernsen Niels Ole, “D3.8a DISC 
Dialogue Engineering Best Practice Methodology “, 
http://www.disc2.dk, 1999. 

132



[22] Walker Marilyn A., Kamm Candace, and Litman Diane, 
“Towards Developing General Models of Usability with 
PARADISE”, Natural Language Engineering Special 

Issue on Best Practice in Spoken Dialogue Systems,
2000.

[23] Minker Wolfgang, “Evaluation Methodologies for 
Interactive Speech Systems” in Proc. First International 

Conference on Language Ressources and Evaluation 

(LREC1998), May 1998. 
[24] Néel F., Chollet G., Lamel L., Minker W., and 

Constantinescu A., “Reconnaissance et compréhension de 
la Parole. Evaluation et Application”, 
http://www.bibliotheque.refer.org/parole/neel/neel.htm.

[25] Lamel, L., "Spoken language dialog system development 
and evaluation at LIMSI", In Proceedings of the 

International Symposium on Spoken Dialogue, 1998. 
[26] Rajman, M., Rajman, A., “Le système RestInfo:

méthodologie d’évaluation”, EPFL technical report, to 
appear in 2003. 

133




