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ABSTRACT 

An approach to modelling speech perception is proposed that 
integrales acoustic-phonetic and psycholinguistic knowledge. 
The approach acknowledges the value of models of acoustic 
invariance and trading relations, usually considered to be in 
Opposition to each other, by suggesting !hat both types of 
perception occur, but operate in different circumstances. lt 
acknowledges the versatility of the human listener, and the 
robustnass of the speech signal. 

INTRODUCTION 

Human speech perception is an extraordinarily versatile 
process. As long as the acoustic signal has properlies that 
suggest it was produced by a human vocal tract, it will be 
interpreted as speech. Whether or not it is interpreted as 
meaningful depends on the quality of the signal and on the 
listener's expectations (as weil as on whether it is actually 
meaningful). We can make sense out of speech that is distorted 
or degraded, and we use non-phonetic knowledge, including 
prediction from context and from the prosadie structure of the 
utterance, especially when the signal is ambiguous in some way 
[1 0]. 

The versatility of the listener and the robustnass of the signal 
reflect the complexity of perceptual processes. This complexity 
encourages research to be conducted in a fairly narrow context, 
which determines the questions asked and the experimental 
method. The method in turn tends to determine the results, so 
data are often interpreted without serious consideration of 
alternative possibilities. A case in point is the opposition set up 
between models of acoustic invariance (I) and trading relations 
(TR). 

The acoustic invariance model (19] claims that there are in 
the speech signal particular events, associated with distinctive 
features, that Iead to an invariant auditory response. Although 
no one claims that speech perception is always mediated by such 
invariants, the thrust has been to demonstrate a wide range of 
invariants rather than to consider whether, and if so where, 
they occur in fluent speech. 

ln contrast, the trading relations model claims that acoustic 
cues trade oft against each other so that a more extreme value 
in one acoustic property can compensate for an ambiguous value 
in a second, resulting in the same phonemic percept as when the 
second property is not ambiguous. (For brevity, I include in 
the term "trading relations" the similar but distinct concept of 
"context effects" (18]). lt is hard to see how this model could 
be the main strategy used. For acoustic properlies to be 
evaluated relative to each other, there must be neighbouring 
properlies whose phonetic Interpretation is unambiguous. 
Without these regions of certainty, the trading relations model 
is circular even within its motor-theoretic context. Trading 
relations have only been demonstrated in Iabaratory Situations 
with artificially ambiguous or otherwise degraded stimuli: the 
model describes a possible mode of speech perception, but, as 
with acoustic invariants, we do not know when (or whether) it 
is used in fluent speech. 

Both of these approaches have taught us a Iot about acoustic 
phonetics and speech perception, but there is an urgent need to 

evaluate them in the perception of fluent speech and to integrale 
them with existing knowledge of lexical access. Although their 
proponents tend to regard them as incompatible, this paper 
argues !hat both approaches are necessary to explain the 
properlies of the signal and its perception. 

AN INTEGRATIONIST APPROACH TO SPEECH PERCEPTION 

lf I and TR models each describe processes of normal speech 
perception, it follows that the acoustic signal will at Iimes 
contain unambiguous phonetic information (I) and at Iimes 
require a strategy that weights more ambiguous cues (TR). 
(This assertion ignores certain issues due to Iack of space.) 
lndications of where in the signal to expect these regions of 
certainty and uncertainty can be found by examining aspects of 
speech perception that are not usually included in 
acoustic-phonetic research. 

Experiments on lexical access show that while the acoustic 
properlies of the first part of the word often determine what 
word, or set of words, is accessed (16], words are sometimes 
correctly accessed only after their acoustic realisation has 
ended [2, 11]. Late access often happens when the identification 
of earlier word boundaries depends on later disambiguating 
Information. This Information is often lexical or phonotactic, 
but there is no reason why it should not sometimes be purely 
phonetic. lt could be helpful to compare the properlies of 
acoustic segments whose phonetic interpretations are retained 
in these backtrackings, and those whose phonetic identity is 
changed. 

Efficient perceptual strategies will minimise late assignment 
of word boundaries, for faster lexical access. A strategy !hat 
English speakers may use is to assume that the beginnings of 
words coincide with stressed syllables, which will be right 
much of the time [7]. The importance of prosody to speech 
perception is weil known. We can predict the occurrence of 
stressed syllables from earlier prosadie structure [6], and are 
especially sensitive to the phonetic quality of sounds at the 
beginnings of stressed syllables (4, 15]. Acoustically, sounds 
tend to be longer, louder, and maximally distinct from one 
another in stressed rather than unstressed syllables. Thus 
evidence from both perception and production of speech 
suggests that rich and reliable sources of acoustic-phonetic 
information will be found more often in stressed syllables than 
elsewhere. Information in unstressed syllables presumably 
tends to be more amblguous. 

Throughout the signal, however, there must be some acoustic 
properlies that the listener relies on to guide initial decisions, 
to keep on-going perception in line with expectations, and to 
allow sequences of nonwords to be readily perceived. Some of 
this Information will be provided by the small number of 
acoustic properlies which are easily identifiable in almost all 
circumstances and which feature-based recognition systems 
rely on e.g. (13, 20]. They depend upon waveform envelope 
and gross spectral characteristics, and are sometimes called 
robust features. 

Robust features will rarely allow a word to be identified, 
especially in running speech, but they do allow Initial 
segmentation into strings defined by manner of articulation, 
and can give basic stress Information. This has two advantages: 
first, it reduces the number of possible candidalas for word 
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identification, and second, it provides a broad featural 
description of maximal acoustic certainty, a stable pattern 
against which more detailed (and perhaps more ambiguous) 
acoustic Information can be interpreted. 

I suggest, then, that the acoustic signal is monitared 
constantly for prosadie structure and robust phonetic features. 
From time to time certain properlies will cooccur in such a 
way that they are interpreted as unambiguous, allowing 
perceptual decisions to be made with great certainty and with 
more phonetic detail than the robust features oller. These 
cooccurrences may be entirely acoustic, in which case they 
could be termed invariant acoustic correlates of some phonetic 
feature, or they could involve other modalities too [cf. 17]. 
These two types of sensory input, broad featural categories and 
more detailed phonetic information, are normally combined 
with higher-level linguistic and pragmatic knowledge to assign 
words/meanings. The acoustic signal will be analysed in more 
detail when there is a mismatch between lexical-syntactic 
assignment and auditory monitoring. This type of analysis 
might involve Integration and weighting of disparate properlies 
exemplified by the TR model. Thus the acoustic signal acts as a 
reference: expected events will be "heard" unless the auditory 
input gives sufficiently clear contradictory evidence. 

Clear contradictory evidence may occur when a gradual 
divergence between expected and observed auditory input 
exceeds some tolerance threshold, or, more likely, when an 
acoustic event is powerful enough to provide an immediate 
mismatch. These events should provide the best evidence for 
acoustic-phonetic invariants. (Tests of putative invariants 
should ideally use fluent speech in which other cues favour a 
different feature for the segment in question.) One group of 
invariants is presumably the set of robust features; if there is 
analher group, it may be restricted to a limited set of contexts. 
I shall call these "restricted context" invariants. 

STOPS AS RESTRICTED-CONTEXT INVARIANTS? 

Oral stop consonants are good candidates for restricted context 
invariants. Their allophonic distribution, tagether with other 
evidence, suggests that invariant properlies are more likely to 
occur when they are stressed. There is a wider range of 
extrinsic allophones in post- and nonstressed stops, and 
although clear acoustic properlies can be realised in these 
contexts, more ambiguous realizations are commmon. 

Acoustically, prestressed stops involve a marked change in 
amplitude (including a period of silence or near silence) 
accompanied by abrupt spectral change reflecting the rapidly 
changing vocal tract shape. They provide on the one hand 
regions of acoustic certainty as to manner of articulation, and 
on the other relatively unambigous cues for syllabification. 
Thus they oller clear Information about both segmental and 
prosadie structure, both central requirements of successful 
perception. Furlhermore, the signal in the immediate vicinity 
of the stop closure and release provides Information about the 
place of articulation of both the stop and the surrounding 
syllabic nuclei. Finally, presyllabic stops occur in all known 
languages, and, at least in English, appear to command special 
attention during perception of continuous speech (5]. 

ln summary, I have suggested !hat I and TR models both play a 
role in the perception of fluent speech. lnvariants provide 
regions of high acoustic-phonetic certainty, and trading 
relations contribute to decoding in more ambiguous regions. The 
rest of this paper presents preliminary data to examine just 
one part of these ideas, namely that high-certainty acoustic 
Information about place of articulation for stops will be found 
in stressed environments more often than elsewhere. The data 
are from velar and alveolar stops. 

ANAL YSES OF VELARAND ALVEOLARSTOPS 

The principal attribute of velar stop bursts is a prominent 
"compact" mid-frequency spectral peak that is relatively 
isolated in frequency from other peaks. This compact 
prominence is similar in frequency to one or more of the vowel 
f~r~ants - usually F3 or F2, whose frequencies are typically 
s1m1lar to each other near the point of velar closure, 

converging into the closure and diverging alter its release. 
Alveolar stop bursts typically have spectra whose amplitudes 
rise with frequency. Compared with velars, F2 and F3 of the 
vowel are more separated in frequency, and may be more 
distinct from the highest-amplitude peaks in the burst. 
Although these descriptions fit quite weil, the spectra of front 
velar stops often Iook quite like those for alveolars, while 
rounded alveolars may have compact bursts. ln addition, there 
is more variability amongst velars. than alveolars [3, 8, 12, 
14, 15]. 

Voiced and voiceless velar and alveolar stops, tagether with 
portians of their surrounding vowels, were excised from 
sentences spoken by two phoneticians, native speakers of 
British English, whose reading of stress notation sounds 
natural. The sentences were constructed so that the effects of 
sentence and lexical stress could both be examined. The words 
containing the stops eilher had nuclear stress, or primary but 
nonnuclear stress, or were destressed in the sentence; and the 
stops themselves feil eilher in a stressed or an unstressed 
syllable of the ward. For example, the stressed /k/ in kerne/ 
differs in lexical stress from the unstressed /k/ in cana/. 
Unlike the /k/ of kerne/, the /k/ of canal never has ward 
stress, but the ward - and hence to some extent the first 
syllable - can have sentence stress. 

14-pole lpc spectra were made at 5-ms intervals throughout 
the excised portians of the speech. For some words, 12.8 ms 
dlts of the burst and the immediately adjacent vocalic periods 
were superimposed and compared. These data were set up in 50 
pairs consisting of a stressed and an unstressed condition 
spoken by the same person (34 velars and 16 alveolars). The 
author judged which member of each pair showed the criterial 
spectral properlies of place of arliculation most clearly. Where 
possible, judgments were made in both absolute and relative 
terms. For example, the burst of each pair of words was 
compared simply in terms of its shapeltilt, and also relative to 
the spectra of the vocalic transitions. Judgments were blind 
except for place of articulation, and decisions of "equal" and 
"unable to decide" were allowed. 

Figure 1 illustrates both sentence and ward stress effects on 
lkl. The top panel shows the waveform and running spectra of 
most of the first syllable of kerne/ preceded by the ward the; 
the other !wo panels show similar data for the /k/ in different 
utterances of canal. The ward canal in the middle panel had 
nuclear sentence stress (being excised from the sentence Go as 
1 far as the ca,nal), and there is considerable compactness in 
the vicinity of the burst. The compactness is comparable to that 
for kerne/, which had both ward and sentence stress (1Show me 
the \kerne/). F2 and F3 diverge alter the release more clearly 
in kerne/ than in cana/, but the transitions into the closure are 
more clearly velar in canal. The utterance of canal in the 
botiom panel has a relatively diffuse burst spectrum, and there 
is no typical velar patterning except possibly for the very 
prominent peak in the second vowel. This ward functioned as old 
Information, being the second, destressed canal in Go as 1tar as 
the ca,nal. Go 1over the canal"bridge, and 1turn \fett. Spectra in 
kerne/ and the stressed canal were judged equally compact, and 
more compact than the spectra of the unstressed canal. 

Of 130 camparisans of simple or relative burst shape, 66% 
of the more stressed stops were judged as having the better 
exemplar of place of articulation, and only 16% of the 
unstressed stops; 14% were judged equally good exemplars, and 
4% were unclassified. When judgments involving transitions 
were included, the corresponding figures were 50%, 17%, 
13%, and ~ 9%. (This last category was high due to uncertainty 
for the vo1celess stops.) Thai is, where pairs differ, more
stressed stops appear to oller clearer cues to place of 
arliculation three or four Iimes more often than less-stressed 
stops. Overall, more-stressed stops olfer clearer cues about 
half to two-thirds of the time. As expected, the more-stressed 
stops also t~nded to have Ionger closure durations and (for /t, 
kl) VOT, wh1ch presumably also facilitates perception. 

Sentence stress seemed more likely than lexical stress to 
produce clear acoustic patterns. This is exactly what would be 
predicted from findings that stressed or new Information is 
more intelligible than unstressed or old information [9]. More 
data are needed to confirm this trend however. 
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the kerne! (nuclear) 

th~nal (nuclear) 

the canal (destressed) 

Fig. 1. Waveforms and lpc spectra at 5 ms intervals of stops 
and surrounding vowels excised from sentences. The 
underlined parts of the words are what is shown. 

Two perceptual tests assessed the extent to which the above 
qualitative judgments reflected the intelligibility of the speech. 
17 pairs containing velar consonants for which judgments 
clearly favoured one member of the pair over the other were 
selected. On the basis of the judgments, 14 were expected to 
show a difference in favour of the more stressed stop, and 3 
were expected to show a difference in favour of the less stressed 
stop. A further 3 pairs were selected for which no difference in 
intelligibility was expected on the basis of the judgments made 
earlier. The total of 20 pairs comprised 31 separate tokens. 
ln one test, these words were excised (without the preceding 
word), randomised with 24 filler words containing no velars, 
and presented for identification to 35 Iistenars in 
speech-shaped noise with a S/N ratio of 5 dB. lnterword 
Interval was 5 s. Following [9], a response was counted as 
correct only if the word was identified correctly. Responses 
confirmed that the judgments, while not always correct, 
predicted intelligibility more otten than would be expected by 
chance (p<0.01, 1-tailed Wilcoxon matched-pairs 
signed-ranks test). 

Tc ensure that intelligibility was at least partly carried by 
the stop of interest and its transitions, the burst and first Iew 
periods of the vowel were excised and presented without 
background noise to 10 Iistenars for identification of the stop. 
Equal numbers of bilabial and alveolar CV fragments were 
included as foils, and voiced and voiceless sets randomised 
separately with an ISI of 2 s. Results for the voiceless velar 
fragments supported the predictions in 9 out of 11 cases. Only 
3 of the 9 voiced fragments produced errors, but these were all 
as predicted. Overall, differences were again strongly 
significant, with none in the wrong direction (p<0.005, 
1-tailed Wilcoxon matched-pairs signed-ranks test). This test 
will be rerun with a design that avoids ceiling effects. 

Concluslons from these results are necessarily tentative until 
more data have been analysed. Ouantifiable measures must be 
developed so that objective classifications can be made; this 
werk is in progress. Nevertheless, the data indicate that the 
intelligibility of these stops can be predicted at much better 
than chance by visual inspection of simple spectral properlies 
in the vicinity of the closure, and that these properlies also 
predict differences in intelligibility of the whole word. 

Although the tendency for the stops' acoustic properlies (and 
intelligibility) to be clearer in stressed contexts is quite 
marked, it is far from absolute. Seme stressed contexts do not 
have clear acoustic properlies for stop place of articulation, 
and some unstressed contexts do. This is compalible with the 
suggestion that if regions of detailed phonetic certainty occur 
randomly, lexical access will be more efficient than if phonetic 
detail is available only in stressed syllables [1]. 

CONCLUDING REMARKS 

These data demonstrate the need to study speech in Ionger and 
more natural utterances than is usual in acoustic-phonetic 
research in order to develop realistic models of speech 
perceplion. The data are consistent with the proposal that both 
I and TR models of speech perception are necessary to explain 
the perception of fluent speech. Acoustic invariants are more 
likely to occur in new Information and stressed contexts, where 
prediction is least effective and the listener most allentive; 
their presence will determine perceptual decisions. Trading 
relations will oparate where speech is less clearly articulated, 
and in these Situations linguistic and contextual knowledge may 
be as powerful as the acouslic signal in influencing perceptual 
decisions. While details in the models may need changing, the 
principle is supported that acoustic phonetic processes in 
models of speech perception must be flexible enough to deal 
with variation in informaliveness of the acoustic signal. 
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