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ABSTRACT
A new dynamic weighting method for robust text-
dependent speaker verification is proposed and
investigated. The main attraction of the proposed
approach is that it is equally effective under both
uniform and non-uniform mismatched conditions. It
involves estimating the mismatch associated with each
feature vector in the test token and using this to weight
the respective vector distortion appropriately, prior to the
computation of the overall degree of dissimilarity. The
experiments were conducted using a subset of the Brent
speech database consisting of repetitions of isolated digit
utterances zero to nine spoken by native English
speakers. Based on the experimental results it is shown
that the use of the proposed approach leads to a
considerably higher accuracy in speaker verification than
that obtainable with conventional score normalisation
methods.

1. INTRODUCTION
In recent years, considerable research has been
conducted into methods for introducing robustness into
speaker verification against variations in speech
characteristics [1],[2]. Such variations are due to a
variety of causes including the background noise,
changes in recording conditions, and the transmission
channel noise. In general, speech variations lead to an
undesired mismatch between the test and training
utterances from the same speaker. This in turn can
significantly reduce the verification accuracy. It has been
demonstrated by a number of researchers that through an
appropriate normalisation of the verification score, it
may be possible to reduce the adverse effects of speech
variations considerably [3],[4],[5]. The approach
involves computing the required normalisation factor
using the similarity of the test data to a global (speaker
independent) model or to a cohort of selected models.
The main advantage of this technique is that it works
effectively in the absence of information on the
existence, nature and level of variations in speech
characteristics. Its drawback, on the other hand, is that

by normalising the overall verification score it is
assumed that the mismatch is uniform across the length
of the prescribed text. In practice, however, this may not
be true. As a result, the usefulness of individual feature
vectors in determining whether the test token is produced
by the true speaker is not fully exploited. In order to
overcome this problem, a new method for robust text-
dependent speaker verification is introduced and
investigated. The proposed method involves computing a
sequence of vector distortions for the given test
utterance, and then weighting individual vector
distortions according to the respective levels of
mismatch between the test and the reference data. In
order to maximise the speaker discrimination ability of
the method, the estimation of the mismatch levels is
conducted such that the vector distortions are weighted
unfavourably when the claimant is an impostor. The
following sections present a detailed description of the
proposed method together with an experimental
evaluation of its performance.

2. PROPOSED METHOD
A common practice in text-dependent speaker
verification is to generate a single reference model for
each enrolling speaker using a set of utterance repetitions
captured in one or more training sessions. A potential
problem with such a combined reference model is that if
one of the utterance repetitions in the training set is very
different from the test data, it can unfavourably influence
the verification outcome. An alternative approach is to
represent each speaker using multiple reference models.
Earlier investigations [6] have shown that this method is
more effective than the use of a single combined model,
even when training utterances are collected in a single
session. Based on a set of experiments using dynamic
time warping (DTW), it has also been demonstrated that
the relative similarities of the training templates to the
test template vary considerably and irregularly across the
length of the utterance [6]. This indicates that by
partitioning the utterance into shorter segments, it would
be possible to select a set of segments from the given
reference templates with the minimum dissimilarities
from their corresponding test segments. The selected
reference segments may then be concatenated to
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reconstruct a complete reference template for the
purpose of verification. It can, however, be argued that
in order to minimise the overall dissimilarity between the
test token and the reconstructed reference template, the
segments should have the shortest possible length. The
use of a DTW classifier, in fact, provides the possibility
of reducing the segment size to that covering a single
vector (frame) only. In this case, the verification score
may be computed as the average of individual vector
distortions (DTW distances). The effects of speech
variations, however, can be further reduced if, prior to
the calculation of the overall template score, each vector
distortion is weighted in accordance with the mismatch
associated with the respective test vector. In practice, the
weighting factors required for this purpose can be
estimated using the distances between the input
observation and a set of background speakers' templates
that are capable of competing with the proposed identity
template. In this case, the overall template distance is
given as
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where M is the number of vectors in the test token, J is
the number of reference templates representing the
claimed identity, jmd ,  is the distance between mth test

vector and the corresponding vector in the j th reference
template of the claimed identity, and mw  is the dynamic
weighting factor for the mth vector distortion.

In order to avoid favourable weighting of distortions
when the input is produced by an impostor, the
competing speakers are selected in a manner similar to
that in the unconstrained cohort method [5]. However, in
the proposed method, the multiple reference templates
associated with each candidate for competing speakers
are subjected to the same vector selection process as that
in the case of the claimed identity. As a result, the final
competing speakers are selected from a set of candidates
that are represented by the best templates in terms of
closeness to the test token. Based on this procedure, mw
is obtained as
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where N is the number of selected competing speakers, L
is the number of reference templates representing each of

these, and lnmd ,,
ˆ  is the distance between the mth test

vector and the corresponding vector in the l th reference
template of the nth competing speaker. The operations
involved in the proposed method for speaker verification
are summarised in Figure 1.

3. SPEECH DATA
The speech data adopted for this investigation was a
subset of the BT Brent database [7]. The subset consisted

of 47 repetitions of digit utterances one to nine and zero
spoken by each of 11 male and 9 female native English
speakers. It was collected from telephone calls made by
speakers from various locations. For each speaker, the
first 3 utterance repetitions, which were recorded in a
single call, formed the training set. The remaining 44
repetitions (one recorded per week) were used for
testing. The utterances, which had a sample rate of 8 kHz
and a bandwidth of 3.1 kHz, were pre-emphasised using
a first order digital filter. These were segmented into 25
ms frames at intervals of 12.5 ms using a Hamming
window, and then subjected to a 12th-order linear
prediction analysis. The resultant linear predictive
coding (LPC) parameters for each frame were
appropriately analysed using a 10th-order fast Fourier
transform, a filter bank, and a discrete cosine transform
to extract a 12th-order mel-frequency cepstral feature
vector. The filter bank used for this purpose consisted of
20 filters. The centre frequencies of the first 10 filters
were linearly spaced up to 1 kHz, and the other 10 were
logarithmically spaced over the remaining frequency
range. In order to reduce the effects of linear spectral
shaping imposed by the communication channel, feature
vectors were subjected to a mean normalisation
procedure [7].
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Figure 1. Operations involved in the proposed method.

4. EXPERIMENTS
The aim of the first part of the experiments was to
evaluate the dependence of the speaker verification
accuracy on the size of the utterance segments. For this
purpose, verification trials were carried out using the
proposed segmental selection method and by
incrementing the size of the segments from one frame to
a maximum of ten frames. Figure 2 illustrates the
average equal error rates for single digit utterances
obtained in these experiments. It is observed that the
error rate increases almost linearly from 9.98% to
10.86% as the segment size is increased from one to ten
frames. This result confirms the earlier suggestion that
the effectiveness of the approach can be maximised by
minimising the length of segments.

The purpose of the next set of experiments was to
compare the proposed distortion weighting scheme with



conventional score normalisation methods. The
normalisation methods used in this study were cohort
and unconstrained cohort [5]. Experiments were
conducted using single digit utterances and by
incrementing the number of competing speakers from 1
to 20. In all cases, the inclusion of the proposed speaker
in the set of competing speakers was allowed. The
baseline used in this investigation was the speaker
verification performance without score normalisation
and by representing each registered speaker using a
combined reference model. Figure 3 presents the results
of this experimental study in terms of the average equal
error rate (EER) as a function of the number of
competing speakers. It is observed that as expected,
when the number of competing speakers is small,
unconstrained cohort is significantly more effective than
the cohort method. The results also show that the
performance of the proposed method is considerably
better than that of unconstrained cohort. This is thought
to be due to the superior ability of the proposed method
to reduce the effects of non-uniform mismatch between
the reference and test data. The experimental comparison
of the proposed method with the conventional
normalisation methods was repeated using a combination
of all 10 digit utterances as the input. The sets of
competing speakers used with the proposed and the
unconstrained cohort methods were of size 2. In the case
of the cohort method, this set had a size of 10 speakers.
The results of this study further confirmed the superior
performance of the proposed distortion weighting
method. The EER obtained for this method was 0.19%,
whereas those for cohort and unconstrained cohort
methods were 1.13% and 0.41% respectively.
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Figure 2. Average equal error rate (EER) as a function of
the segment size.

The equal error rates obtained for the proposed method
in the above study were based on averaging all the
weighted distortions for a given test utterance. It was,
however, thought that by excluding the few largest
vector distortions from the computation of the overall
dissimilarity, a higher accuracy in verification might be

obtained. In the case of the test utterance being produced
by the true speaker, such large distortions could be due
to a high level of mismatch between corresponding
vectors of the test and reference templates. To examine
the effects of discarding larger distortions, a set of
experiments was conducted using single digit utterances.
In these experiments the size of the set of competing
speakers was set to 2 and the number of discarded vector
distortions was incremented from zero to a maximum of
15. The results of this study (Figure 4) show that
discarding larger distortions, in fact, leads to an increase
in the verification error. This is believed to be due to the
effectiveness of the method in compensating for any
time-localised mismatch when the claimant is the true
speaker, and its ability to increase the vector distortions
when the test utterance is produced by an impostor. As a
result, discarding larger distortions can adversely affect
the advantages offered by the approach.
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Figure 3. Comparison of the proposed method with
conventional score normalisation methods based on the
average EER for single digit utterances.
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Figure 4. Average EER for the proposed method as a
function of the number of discarded vector distortions.



The main drawback of the proposed method appears to
be its high computational cost. The reason is that, in this
method, a large number of DTW-based template
comparisons have to be carried out in order to select the
competing speakers. This problem can, to some extent,
be overcome by selecting the competing speakers
through a method which is computationally more
efficient. The DTW technique may then be used for the
subsequent parts of the operation. It should, however, be
noted that the technique used to replace DTW for
selecting competing speakers may not be as effective. It
is therefore possible that the selected competing speakers
are different from those that should and would be
obtained with DTW.

An alternative approach is to use a computationally
efficient method to select a larger than required number
of competing speakers, and then reduce this using DTW.
In order to examine the effectiveness of this approach a
vector quantisation (VQ) classifier of size 8 was used to
select the initial nominees for competing speakers during
each verification trial. The required number of
competing speakers was set to 2, and the selection of
these from the group of nominees was based on the use
of DTW. A set of experiments was then conducted using
single digit utterances and by incrementing the number
of nominees for competing speakers from 2 to 15. Figure
5 shows the results of this study in terms of the average
equal error rate as a function of the number of nominated
speakers. This figure also shows the EER obtained using
the original method. It should be pointed out that when
only two speakers are nominated by the VQ approach,
these will essentially be considered as the selected
competing speakers. In this case, since DTW is not used
in selecting the competing speakers, the computational
efficiency of the method is maximised. However, as seen
in Figure 5, the associated EER is considerably (over
3%) higher than that for the original method. As the
number of nominees exceeds the required number of
competing speakers, DTW has to be used to select the
final competing speakers from those nominated. As a
result, the computational cost and also the EER move
towards those of the original method. It is observed in
Figure 5 that as the number of speakers nominated by
VQ reaches 9, the resultant EER becomes exactly equal
to that of the original method. This clearly indicates that
the top two competing speakers are amongst the group of
nominees. In this case, since DTW is applied to less than
half of the speakers' models in the set, the computational
efficiency of the method is considerably improved
without any loss in the verification accuracy.

5. CONCLUSION
The effectiveness of a new method for robust text-
dependent speaker verification has been investigated. In
this method, individual vector distortions are weighted in
accordance with the mismatch associated with the
respective test vectors. The final distance in verification
is then obtained as the average of the resultant sequence
of weighted distortions. Based on the experimental

results it has been shown that the proposed method is
considerably more effective than conventional score
normalisation techniques for text-dependent speaker
verification. It has also been found that the performance
of this method is maximised when all the weighted
distortions, regardless of their relative values, are used in
the calculation of the verification score. This confirms
that the method is extremely effective in compensating
for any time-localised mismatch. As a result, the
individual weighted vector distortions are all useful for
speaker discrimination. Furthermore, it has been
demonstrated that by using a computationally efficient
algorithm to form a subset of candidates for competing
speakers in each trial, it is possible to reduce the
computational complexity of the proposed method
considerably without any loss in the verification
accuracy.
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Figure 5. Performance of the modified method.
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