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ABSTRACT
Despite what is generally believed, we have recently shown

that discrete-distribution HMMs can outperform continuous-
density HMMs at significantly faster decoding speeds.
Recognition performance and decoding speed of the discrete
HMMs are improved by using product-code Vector
Quantization (VQ) and mixtures of discrete distributions. In
this paper, we present efficient training and decoding
algorithms for the discrete-mixture HMMs (DMHMMs). Our
experimental results show that the high-level of recognition
accuracy of continuous mixture-density HMMs (CDHMMs)
can be maintained at significantly faster decoding speeds.
Keywords: speech coding, discrete HMMs

1. INTRODUCTION
In [1] we presented an encoding scheme for speech

recognition over wireless channels and the world-wide web
(WWW). We used the results of this encoding scheme in [2] to
obtain a more efficient acoustic model by introducing a new
form of discrete-mixture output distributions for features
encoded using product-code (or partitioned) vector
quantization (VQ). We showed in [2] that these HMMs are far
more efficient in terms of decoding speed than the
conventional CDHMMs. In this paper we present in detail the
training, pruning and smoothing techniques used by the new
model of output distributions. Discrete-mixture HMMs were
used in the past in [3], but the discrete distributions modeled
scalar cepstral coefficients instead of subvectors, in which case,
as we demonstrated in [2] the DMHMMs are slower than
CDHMMs. Finally, similar

2. DISCRETE-MIXTURE HMMS
The encoding scheme that we described in [1] first partitions

the vector of mel-frequency cepstral coefficients (MFCCs) into

L subvectors, [ ]Lttt xxx ,,1 �= , and then quantizes each

subvector using a separate VQ codebook,

[ ].)(,),()( 1 Lttt xvqxvqxvq �=
In the client-server architecture presented in [1], we found

that by transmitting the codebook indices, mapping them at
their corresponding centroids at the server, and using a
CDHMM to perform recognition, the performance of the
unquantized MFCCs was maintained.In [2], we proposed to
use a new form of discrete-mixture output distribution, )( tj xb ,

with the following form:
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where jkc is the mixture coefficient for the k-th mixture in

state j, and ))((P itjki xvq  is the probability of observing the

discrete symbol )( itxvq for the i-th subvector. The mixture

coefficients are nonnegative, and sum to one for each HMM
state j.

The output distribution introduced above assumes that the
indices of different subvectors are conditionally independent
given the state and mixture index. Dependencies between the
different subvectors for a given state are modeled through the
mixture components. When compared to the conventional
CDHMMs, the discrete mixture HMMs replace a multivariate
Gaussian density with the product of L discrete distributions,
one for each subvector. When compared to conventional
discrete HMMs, the DMHMMs presented here differ in a
number of ways:
• DMHMMs do not have the feature- (or subvector-)

independence assumption that is inherent in conventional
discrete HMMs, since dependencies are modeled through
the mixture components.

• We use a larger number of subvectors than typical discrete
HMMs (in our work we used 9-24 subvectors, whereas in
the past discrete HMMs used only six feature streams
corresponding to cepstrum, energy and their derivatives).
The larger number of subvectors allows us to obtain a
better resolution of the acoustic space, keeping the
memory requirements at a reasonable level.

• Partitioning and bit-allocation is now performed
automatically, with the goal of maximizing speech
recognition performance.

3. TRAINING OF DMHMMs
Training of DMHMMs can be done using the Baum-Welch

algorithm. The initial models can be obtained by discretizing a
corresponding set of CDHMMs.

3.1 Initialization

The discrete distributions of a DMHMM can be initialized
from the corresponding terms of a CDHMM. If the i-th
subvector is quantized using B bits, then the probability of
observing the l-th centroid ))((P lxvq itjki = can be initialized

to the value:
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where the summation in the denominator is over all 2B

centroids, the l-th centroid of the i-th subvector is the d-

dimensional vector [ ]ildil vv ,,1 � , and jkdjk µµ ,,1 � are the
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corresponding elements of the mean for the kth Gaussian
distribution of state j.

3.2 Baum-Welch Reestimation

Training of DMHMMs can be performed using the Baum-
Welch algorithm, the application of the Expectation-
Maximization algorithm to HMMs. The reestimation formulae
can be derived directly by maximizing Baum’s auxiliary
function,
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where X represents the collection of training observations, Q,
 represent the collection of the hidden states and mixture
indices, respectively, �� �

’ are the new and old parameter
estimates, �q is the initial probability of state q, .qq’ is the
transition probability from state q to state q’, j=qt is the hidden
state at time t and k=&t is the mixture index at time t. Since the
auxiliary function is separable, maximization with respect to
the transition and initial probabilities results to the standard
reestimation formulae for these terms. Maximization with
respect to the parameters of the output distributions is
equivalent to maximizing the third term,
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It can be easily shown that, by maximizing this quantity with
respect to the output distribution parameters, the new estimate
for the probability of observing the l-th centroid for the i-th
subvector of the k-th mixture in state j is given by
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where ),( kjtγ is the posterior probability of being in state j

at time t with the k-th mixture component accounting for  the
observation. This probability can be computed using the
forward-backward algorithm and the previous estimates of the
output probabilities, using
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4. SMOOTHING DMHMMs
For large-vocabulary systems with a large number of context-

dependent states, many of the discrete-mixture components
will be estimated from a small number of samples. It is,
therefore, important to smooth the discrete mixtures. Although
more elaborate schemes, like deleted interpolation, can be
used, we experimented with two simple schemes of linear
interpolation.

In the first method, each mixture distribution k for a
particular state-subvector combination is linearly interpolated
with the average distribution for that state j and subvector i
with a weight � that is empirically determined:

),(P)1()(P)(P backoff,smoothed, lll jijkijki ⋅−+⋅= λλ

where the average distribution is computed by linearly
combining the M mixture distributions for that state using their
mixture weights,
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The state-dependent value of �j for state j that we used in our
experiments was based on the following formula
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Figure 1: Training procedures for baseline CDHMMs (left
path) and discrete DMHMMs.
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where Cj is the number of training observations for state j
and SmoothThreshold, SmoothCoefficient are constants
determined empirically.

The second method smooths each distribution by linearly
combining its newly estimated values with the values of the
same distribution from the previous iteration,

),(P)1()(P)(P old,new,smoothed, lll jkijkijki ⋅−+⋅= αα

where . is a constant determined empirically, and new and
old denote the current and previous parameter estimates for
that distribution. This smoothing in effects slows down the
convergence of the training procedure improving recognition
performance when there are insufficient training data. The
theoretical justification, as well as convergence discussion of
this EM variant can be found in [4].

The training procedure we used in our work, follows the
procedure developed in [5] for genonic (state-clustered)
mixture HMMs, where the models are trained through an
untying procedure from more tied systems. Specifically, to
train a discrete DMHMM, we discretized the genonic
CDHMM of an intermediate stage, and then repeated the last
two iterations of the genonic CDHMM training using the
discrete reestimation formulae and the smoothing techniques
described above. The training stages of both the baseline
genonic CDHMM and the DMHMM are shown in Figure 1.

4.1 Pruning of DMHMM probabilities

To speed up the Gaussian computation in CDHMM systems
with diagonal covariances, an incremental pruning method is
often used. In this technique, the log-likelihood of a new
Gaussian is incrementally computed by summing the
contribution of the different MFCCs, and the accumulated
value is periodically compared (for example, every five
dimensions) to the total log-likelihood of the best Gaussian
computed up to this point. If its value is less than the best
likelihood by more than a pre-specified margin, then the
Gaussian is pruned and the contribution from the remaining
MFCCs is not calculated.

Since table look-up is an operation similar to a one-
dimensional Gaussian computation, a similar pruning
algorithm can be applied to the discrete DMHMM system.
However, experimenting with the previous algorithm, we
observed that it is not satisfactory: the mixtures were pruned
typically during the last check, since we compared the partial
values of the likelihood with the total value of the best mixture
component. Hence, we modified the previous pruning
algorithm so that the accumulated partial log-likelihood of a
new mixture distribution is compared to the best partial log-
likelihood computed up to this point for the same subvectors.
One example of this pruning strategy for the case of 15
subvectors is shown in Figure 2. In this example, the pruning
takes place after the accumulation of the third and sixth
subvector probabilities. The quantities threshold_3 and
threshold_6 are constants determined empirically.

This pruning algorithm can be made even more efficient by:

for each mixture component k {

/* compute the quantity  score[k] = ∑
=

=
L

i
iitjki vxvq

1

))((Plog  */

/* The log probabilities are stored in mixture_score[i][v i ] */
tmp_3 = mixture_score[1][v 1]
    + mixture_score[2][v 2] + mixture_score[3][v 3]
if(tmp_3 < partial_threshold_3)

prune this mixture component;
continue;

else
tmp_6 = tmp_3 + mixture_score[4][v 4]

+ mixture_score[5][v 5] + mixture_score[6][v 6];
if(tmp_6 < partial_threshold_6)

prune this mixture component;
continue;

else
score[k] = tmp_6 + mixture_score[7][v 7]

     + … + mixture_score[15][v 15];
if(tmp_3 > partial_max_3) {

partial_max_3 = tmp_3;
partial_threshold_3 = partial_max_3 – threshold_3;

}

if(tmp_6 > partial_max_6) {
partial_max_6 = tmp_6;
partial_threshold_6 = partial_max_6 – threshold_6;

}
}

Figure 2: Pruning of DMHMM probabilities for 15 subvectors, with pruning comparisons performed after the
accumulation of the third and sixth subvector probabilities.



• ordering the subvectors, so that the most discriminating
subvectors are computed first,

• doing the comparisons early on,
• finding experimentally the optimum number of

comparisons, since increasing the number of checks above
a certain threshold will introduce delays.

5. EXPERIMENTAL RESULTS
In [2] we presented extensive experiments in the ATIS

domain [6] using SRI’s DECIPHER continuous speech-
recognition system with a bigram language model. The
CDHMM system was a genonic HMM [5], with state-clustered
tied mixtures.

For the DMHMM systems, the feature vector is split into a
specified number of subvectors, which are then processed by
the quantizer, and a vector of discrete values with the same
length as the number of subvectors is the input to the discrete
recognizer. We experimented with 9, 15, 24 and 39 subvectors.
In the latter case, each subvector consists of a single feature
element. We did not experiment with fewer than 9 subvectors
because, in the process, size increased significantly.

In our experiments we were mainly interested in reducing the
computation time, while maintaining the WER of the baseline
CDHMM system. All decoding times reported in this paper
were measured on the same machine with an Intel 266-MHz
Pentium-II processor and 256-MB main memory. A Viterbi
beam search was used, and the number of active hypotheses
was maintained at the same level while decoding times were
measured.

The superior performance of the new DMHMM systems over
the conventional CDHMMs in terms of decoding efficiency is
clearly demonstrated in Figure 3, where we show various
DMHMM systems operating at different points in terms of
WER/decoding time trade-offs. The various operating points
were obtained by changing the beam-width of the Viterbi beam
search. The closer the curves to the lower left point, the better,
since we achieve low error rates at faster speeds. We see that

the DMHMM systems are two to three times faster than the
CDHMM for a fixed WER. In addition, for a fixed decoding
time, the DMHMMs perform far better for areas in the graph
where pruning errors occur. For instance, the DMHMM
systems achieve real-time performance at a WER of about
7.5%, whereas the CDHMM system suffers from too many
pruning errors at that operating point.

ACKNOWLEDGMENTS
This work was accomplished under contract to Telia Research of

Sweden and by SRI research and development funds.

6. REFERENCES
[1] V. Digalakis, L. Neumeyer and M. Perakakis,

“Quantization of Cepstral Parameters for Speech
Recognition over the WWW,” IEEE Journal on Selected
Areas in Communications, January 1999.

[2] S. Tsakalidis, V. Digalakis, and L. Neumeyer, “Efficient
Speech Recognition Using Subvector Quantization and
Discrete-mixture HMMs,” Proceedings ICASSP 99,
Phoenix, Arizona, March 1999.

[3] S. Takahashi, K. Aikawa and S. Sagayama, “Discrete
Mixture HMM,” Proceedings ICASSP’97, Munich,
Germany, April 1997.

[4] W. Byrne, A. Gunawardana, and S. Khudanpur,
“Information Geometry and EM Variants,” submitted to
IEEE Trans. on Signal Processing.

[5] V. Digalakis and H. Murveit, “Genones: Optimizing the
Degree of Mixture Tying in a Large Vocabulary Hidden
Markov Model Based Speech Recognizer,” IEEE Trans.
Speech Audio, pp. 281-289, July 1996.

[6] P. Price. “Evaluation of Spoken Language Systems: The
ATIS Domain,” Proc. of the 3rd DARPA Workshop,
Hidden Valley, PA, June 1990.

6.32

8.32

10.32

12.32

14.32

16.32

0.4 0.9 1.4 1.9 2.4 2.9

TIME (xRT)

W
E

R
 (

%
)

CDHMM DM-9 DM-15 DM-24 DM-39

Figure 3: Various operating points indicating the performance-speed trade-off for the baseline continuous CDHMM and discrete-
mixture HMMs with 9, 15, 24 and 39 subvectors. The discrete-mixture HMMs clearly outperform the baseline CDHMM,
achieving similar recognition error rates at a fraction of the decoding time required by the CDHMM.


