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ABSTRACT

This paper presents a new approach to tone modeling for
continuous Mandarin speech recognition. Mandarin
tones provide rich information for speech recognition. In
this paper, we treat the tone as an attribute of the final
vowel part of a Mandarin syllable. Separate distributions
are estimated for cepstral coefficients and pitch features
respectively, and the phonetic state tied-mixture
technique is exploited to achieve improved modeling.
Several tying structures are investigated, and the results
are compared with that without using tonal parameters.
After integrating tone models, decent improvements can
be achieved in large vocabulary continuous Mandarin
speech recognition. Besides, this approach can be easily
incorporated into the one-pass Viterbi search framework
for practical implementation of Mandarin dictation
system.

1. INTRODUCTION

Chinese is a syllable-based language, in which each
word is composed of one to several characters and all the
characters are monosyllabic. There are more than 10,000
commonly used Chinese characters, but only 1,345
phonologically allowed syllables in Mandarin speech.
Most of the syllables are shared by tens of homonym
characters. As a result, combination of these tonal
syllables constitutes the pronunciations of almost
unlimited number of Chinese words. Mandarin Chinese
is also a tonal language. When disregarding tones, the
number of base syllables is reduced to 408. Therefore,
we believe the tones (4 lexical tones plus a neutral tone)
can provide very strong discrimination information for
Mandarin speech recognition.

Based on this tonal syllable structure in Mandarin
speech, we have previously proposed several approaches
to recognize continuous Mandarin speech integrating
tonal parameters [1,2,3]. In [1,2], cepstral coefficients
and pitch parameters are processed independently, and
their corresponding models are employed to recognize
base syllables and tones separately. Tonal syllables are
obtained by combining the recognized base syllable and
tone hypotheses. In [3], pitch parameters and the cepstral
coefficients are concatenated together to recognize tonal
syllables directly. For all these approaches, the

recognizers exploit a 2-pass search strategy, in which a
syllable lattice is generated intermediately to bridge the
syllable-level and word-level recognition. With proper
pruning, this 2-pass search can be very efficient.
However, because the word N-Gram model is not
applied until the second pass, the correct path is very
likely pruned in the first pass when the aggressive
pruning strategy is employed to generate a compact
lattice.

Here we propose a new tone modeling suitable for
one-pass Viterbi search framework. For Mandarin
syllable, tonal phenomenon is not obvious in the initial
consonant part. Therefore we treat the tone as an
additional attribute only for the final vowel part, and
augment tonal indices to the vowel phonemes. In the
acoustic modeling, each HMM state contains 2 separate
distributions for cepstral coefficients and pitch features
respectively, and we exploit the phonetic state tied-
mixture technique to achieve improved modeling. The
phonetic state tied-mixture model here is different from
[4] in that mixture components are tied together only if
they belong to the same phone and are at the same state
position. Mixtures are tied here for 2 reasons, one for
improving the modeling robustness when training data is
sparse, and the other for reducing the number of acoustic
parameters. For the initial consonant part, tonal
phenomenon is insignificant here and the extracted pitch
parameters are usually not reliable. To deal with this
problem, approach in [5] estimates the pitch for the
unvoiced speech segment using an exponentially decay
function towards the running average. In our approach,
all the pitch mixtures are tied together to smooth the
parameters. For the final vowel phonemes, several
parameter-sharing schemes for both cepstral and pitch
distributions are investigated, so as to find a good trade-
off between the recognition accuracy and the number of
parameters.

The rest of this paper is organized as follows.
Section 2 describes the proposed phonetic state tied-
mixture acoustic modeling integrating tonal parameters.
Section 3 presents the 1-pass recognizer performing the
experiments for large vocabulary continuous Mandarin
speech recognition. Section 4 describes the experiments
on different tying scheme and reports results in both
syllable and Chinese character error rates. Section 5
gives conclusion of this research.
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2. TONAL ACOUSTIC MODELING

For the acoustic modeling, the phoneme set employed is
INITIAL/FINAL sub-syllabic units. In Mandarin speech,
a syllable is composed of an INITIAL followed by a
FINAL, where INITIAL stands for the initial consonant
part and FINAL is the rest part of a syllable. Without
considering tones, Mandarin speech consists of about
400 phonologically allowed syllables, and the number of
INITIAL and FINAL are 22 and 41 respectively. When
considering the tones, the number of syllables becomes
1345. Since the tonal phenomenon is not obvious in the
consonant part, in this paper we treat the tone as an
additional attribute of the final vowel part only. After
augmenting tonal indices, the number of tone-dependent
FINAL increases to 167. Beside, to better model the
Mandarin speech, we use 113 right-context-dependent
INITIAL models, similar to the one used in [1], to
capture the context dependency inside a syllable.

For tone recognition, we extract pitch along with
its first and second order derivatives to represent the
features for the 5 Mandarin tones. These features are
concatenated to the conventional cepstral coefficients to
form a single feature vector for every 10 milliseconds.
Each HMM state contains 2 distributions, one for
cepstral coefficients and the other for pitch parameters.
In the training phase, the collected feature vectors in
each state are divided into cepstral and pitch parts, and
they are used to re-estimate the corresponding mixture
parameters independently. The output probability
distribution of a particular state j at time t, given the
input feature vector to , is

)()()( )()()()( p

t

p

j

c

t

c

jtj obobob ��             (1)
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In these equations, superscripts on the mixture
components indicate that the parameters are subject to
cepstral or pitch distribution. Note that, for each state,
cepstral and pitch distributions can have different
number of mixture components. The mixture number is
determined automatically in the training phase by the
amount of collected training data.

In this paper, each sub-syllabic HMM contains 3

states, and the topology is left to right without skip. For
INITIAL models, cepstral mixtures are not tied at all to
preserve as many parameters as possible. This can
maintain high accuracy for the recognition of consonants.
Pitch mixtures are all tied together to smooth the
parameters, since the pitch parameters extracted in the
consonant part may not be reliable enough. Figure 1
depicts an example of this tying structure. These 3
models are for consonant “b”, “p”, and “k”, where “a”,
“i” and “e” in the parentheses are their corresponding
right context. Note that this tying structure is state
dependent. That is, pitch mixtures are tied together when
they are at the same state position. As a result, all the
INITIAL models share 3 sets of pitch mixtures, as
compared to 339 originally without any sharing.

For tone-dependent FINAL models, we assume the
extracted cepstral coefficients and pitch are independent,
and therefore tie the cepstral mixtures together if they
are of the same phone at the same state position.
Similarly, pitch mixtures are tied together if they belong
to the same tonal index and are at the same state position.
An example for this kind of tying structure is shown in
Figure 2. Note that this kind of phonetic state tied-
mixture tone model can be easily extended to more
complex context-dependent models, though the models
depicted in Figure 2 are context-independent. Other
different tying schemes are also possible, and will be
investigated in section 4 in our experiments.

3. ONE-PASS RECOGNIZER

One-pass search is preferred here because the language
model can be applied earlier than our previous 2-pass
search. For practical implementation of a dictation
system, one-pass search makes the system more

Figure 2. Tying structure for the FINAL models
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Figure 1. Tying structure for the INITIAL models
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interactive, since users can see the partial hypothesis
while they are talking. In this one-pass recognizer, a tree-
organized word pronunciation lexicon is utilized to make
large vocabulary Mandarin dictation tractable. The
pronunciation of each word is composed of the
corresponding INITIAL/FINAL phoneme sequence. In
the pronunciation tree, each arc is associated with a
phoneme, each internal lexical state stands for a
pronunciation prefix, and each leaf represents a possible
word pronunciation in the lexicon. On each tree leaf
there is a list of homonym words. In our experiments, the
number of internal lexical states is 56302, and the
number of tree leaves is 44232. Since the number of
words is about 60000, we can see that there are quite a
few words, having the same pronunciation, are put in the
same leaf.

The decoding algorithm is a frame-synchronous
tree search similar to [6]. We adopt the word-dependent
search (or word-pair approximation) [6,7] to reduce the
search space. In this approximation, two partial paths are
merged if both have the same preceding word identity
and coincide at the same lexical state in the
pronunciation tree. In the N-best search paradigm, this
approximation has been proven empirically comparable
to the optimal sentence-dependent search [7]. For large
vocabulary Mandarin dictation, the search space can be
significantly reduced by this approximation in our
experiments.

One problem of using the pronunciation tree is that
the system cannot determine the current word identity
until the decoding path reaches the tree leaf. This will
always delay the application of language model
probability by the length of one word. A simple look-
ahead technique can alleviate this degradation. In the
tree lexicon, for many lexical states the following
spanning trees contain only one word. For this kind of
word, the determination of identity can be moved ahead.
In this way, language model probability can be applied
much earlier before the decoding path reaches the tree
leaf. Besides, we also adopt the language model look-
ahead technique [8] to further improve the efficiency.

4. EXPERIMENTS

4.1 SPEECH DATABASE

The experiments are carried out on speaker-independent
and speaker-adaptation modes. For speaker-independent
experiments, the training data were collected from 100
males and 100 females, and each speaker contributed
200 utterances. Gender-dependent acoustic models are
estimated from these data. For the testing data, 3 males
and 3 females were enrolled and each contributes 327
utterances. For speaker-adaptation experiments, each
testing speaker is asked to read a short adaptation script,
containing phonetically balanced sentences of about
1500 Chinese characters. An approach using MLLR Tree
VQ with 9 classes is adopted for speaker adaptation. For
all these data, the sampling rate is 16 kHz, and they were
collected via microphone in an office-like environment.

The extracted feature vector is 33-dimensional,
composed of 15-dimensional cepstral coefficients along
with the first order derivatives, as well as the 3-
dimensional pitch parameters. Sentence-based cepstral
mean normalization is applied to all the training and
testing utterances to compensate the channel noise.

4.2 EXPERIMENTAL MODELS

In our experiments, the baseline model does not use any
tonal parameter, and the HMM state output probability is
completely dominated by the associated cepstral
distribution. For the other proposed models, pitch and its
first and second order derivatives are extracted for tone
recognition. For these models, we tie together all the
pitch mixtures of INITIAL models based on their state
position, as described in section 2. In the FINAL parts,
four models of different tying structures are investigated.
Table 1 summarizes the descriptions and size of these
acoustic models. Note that the model sizes listed here are
normalized by the size of the baseline model.

Model Description of FINAL Model Size

BS No tonal parameters 1

M-1 Cepstral UTM and Pitch UTM 2.15

M-2 Cepstral PSTM and Pitch UTM 1.21

M-3 Cepstral UTM and Pitch PSTM 2.03

M-4 Cepstral PSTM and Pitch PSTM 1.09

Table 1. The description and normalized size of the
models used in our experiments. BS is baseline model,
UTM means untied-mixture, and PSTM is phonetic state
tied-mixture.

4.3 CONTINUOUS SYLLABLE RECOGNITION

In the continuous Mandarin syllable recognizer, syllable
models are constructed by concatenating the
corresponding INITIAL and FINAL models. A one-pass
Viterbi beam search is employed to recognize the input
speech without using any grammar. In this experiment,
only speaker-independent syllable error rates are
presented. Without grammar, the perplexities for base
and tonal syllable recognition tasks are 408 and 1345
respectively, which are identical to the vocabulary sizes.

Table 2 lists error rates for both base syllable and
tonal syllable recognition. For the baseline model (BS),
tonal syllable error rate is not available, since no tonal
parameter is used. For tonal models (from M-1 to M-4),
the error rates for base syllables are calculated after
removing the tonal indices from the recognized
hypotheses. From this table, it can be found that all tonal
models give similar results, and the base syllable error
rates can only be slightly improved after augmenting
tonal parameters. The most efficient tonal model here is
M-4 that can achieve 2.7% reduction of the base syllable
error rate with 9% extra parameters to represent the tonal
phenomena, as compared with the baseline model.



Model Base Tonal Model Size

BS 30.32% N/A 1

M-1 29.95% 50.56% 2.15

M-2 30.39% 49.74% 1.21

M-3 29.91% 51.63% 2.03

M-4 29.49% 48.42% 1.09

Table 2. Base and tonal syllable error rates for different
acoustic models in speaker-independent mode, along
with the normalized model sizes.

4.4 LARGE VOCABULARY CONTINUOUS MANDARIN
SPEECH RECOGNITION

In this experiment, word-based language model is
integrated using the one-pass recognizer described in
section 3. The size of the text training data is about 400
million bytes, most of which are in journalistic domain.
Before training the language model, we need to segment
the sentences from the training data into word sequences,
since there is no explicit word boundaries in Chinese
sentences. The segmentation procedure is a data-driven,
iterative algorithm. Initially, the language model
probabilities are uniformly distributed, and each iteration
sentences are aligned against word entries in the lexicon
based on bigram criterion, aiming to reduce the bigram
perplexity for the training data. After the segmentation,
word bigram language model probabilities are estimated
from these training data. In our 327-sentence testing data,
the word perplexity is 212, and the normalized character
perplexity is 51.8.

Model Speaker-
Independent

Speaker-
Adaptation

Normalized
Model Size

BS 15.13% 12.42% 1

M-1 13.93% 11.75% 2.15

M-4 12.86% 10.31% 1.09

Table 3. The Chinese character error rates for baseline
model (BS), untied-mixture (M-1) and phonetic state
tied-mixture (M-4) models in both speaker-independent
and speaker-adaptation modes.

Table 3 lists the Chinese character error rates for
BS, M-1 and M-4 models, where M-1 is the untied
models and M-4 is the best one we obtained in the
syllable recognition experiment. In this table, both tonal
models improve the Chinese character error rates, as
compared with baseline model. Besides, when the
number of parameters reduces by a factor of 2 from M-1
to M-4 model, the recognition accuracy are also
improved in both speaker-independent and adaptation
modes.

5. CONCLUSION

This paper presents an effective approach to tone
modeling for Mandarin speech recognition by separating

the cepstral and pitch distributions in HMM states. Using
phonetic state tied mixture technique on both
distributions can significantly reduce the number of
parameters and also improve the accuracy. This kind of
modeling is very suitable for the one-pass recognizer,
and it has been successfully integrated into MegaDictate
II+, a commercial product for Mandarin dictation made
by Applied Speech Technologies, Inc.
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