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ABSTRACT

In this paper, we investigate the use of a speaker
identi�cation technique to solve the barge-in speech
detection problem. This scenario is a very simple
application of speaker identi�cation since only two
users are involved. This is further simpli�ed by the
fact that the prompt speaker can be modelled apri-
ori. Additionally, the user can be modelled as well
improving the performance of the system on subse-
quent utterances. In the system described below, we
explicitly model several non-speech sounds such as
laughter, coughs and breath noises. We show that
this technique is generally better than that of current
methods which measure the ratio of incoming speech
energy to that of the prompt signal being played.

1. INTRODUCTION

In telephony speech recognition systems, there exists
the common problem that users wish to speak over
the prompt being played by the computer. The hy-
brid transformer used to connect analog telephone
lines to digital trunks causes a reection of the prompt,
which results in a combined signal being sent to the
speech recognition algorithm. High-performance echo
cancellors such as the Fast A-posteriori Error Sequen-
tial Technique (FAEST) algorithm are capable of re-
moving a signi�cant portion of the prompt return, but
there still exists the problem of when to cut the out-
going prompt o� after the person begins speaking.
Cutting the prompt or lowering the output volume
level is a desired feature which resembles interactions
between two humans on a phone call. However, the
de�nition of 'speaking' itself is not clear and what is
traditionally meant is that a command or request ex-
pected by the computer is spoken and therefore the
prompt can stop as opposed to cough or breath noises
where the prompt should not stop. If a speech recog-
nizer is used to detect a target word con�dently, sig-
ni�cant delay is introduced in turning o� the prompt.
Thus many systems today are forced to determine
when to stop the prompt by using either the speech
energy level or a related instantaneous characteristic.

Here we report on the use of a more sophisticated
detector which will incorporate LPC based cepstral
features to discriminate which speaker is speaking.
The speaker identi�cation problem is solved via a
VQ based codebook using a gaussian mixture model.
Speaker independent codebooks for laughter, breath
noises and cough noises are used in addition to trig-
ger the prompt cut o� only when there is real user
speech. Adaptation is used to update the model of
the prompt speaker during the echo-cancel training
period for optimum performance. A method of dy-
namically determining the threshold for the current
speech using the training data is shown. Results
are shown in comparison to existing methods such
as the prompt-to-incoming speech ratio test which
show that the current approach can identify the en-
tire segment of user speech which includes regions
where the outgoing prompt signal is of signi�cant en-
ergy. The advantage of the current method lies in
its ability to discriminate between true user speech
versus non-speech sounds that normally occur in tele-
phony channels with a relatively low cost algorithm
in comparison to the echo cancelor itself. Analysis
of the computational complexity of the algorithm is
presented in each section.

2. ARCHITECTURE

The basic architecture for performing barge-in is shown
in Figure 1. The signal `x' is the incoming speech sig-
nal plus the channel corrupted reection of the outgo-
ing prompt, `y'. This channel is modelled by the lin-
ear �lter `H' in the echo cancellor resulting in the esti-
mate ŷ. The residual signal, `e' is sent for subsequent
processing which in our case is a speech recognition
system. This paper uses an adapted VQ codebook to
detect when the residual signal indicates the user is
speaking. Details of the various components of the
architecture are described in the following sections.

3. ECHO CANCELLATION

A Fast Aposteriori Error Sequential Technique echo
cancellor is used to remove the electrical echo coming
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Figure 1: Barge-in using speaker identi�cation method.

from the local handset. The FAEST and the related
Fast Transversal Filter (FTF) algorithm is described
in [1]-[4]. This algorithm is a solution to the Recur-
sive Least Squares method of solutions to the linear
prediction problem. It uses O(7M) operations (where
M is the number of taps), including O(2M) operations
for the normal Wiener �lter computation of residual
plus update of the �lter coe�cients and 5M opera-
tions for the estimate of the Kalman gain. The form
of the weight update equation is

h(n+ 1) = h(n) + e(n)k(n) (1)

where k(n) represents the Kalman gain, and h(n)
represents the �lter coe�cients. Note that the h(n) is
updated proportional to the error in the system { this
is a recurring theme with all the echo cancellors and
the subject deals with the form and method of cal-
culating k(n). Once the training period is complete,
the FAEST algorithm reduces to the normal FIR �l-
ter computation of O(M) operations per sample. The
selection of a particular echo cancellation algorithm is
based on processor capabilities, stability requirements
and the desired suppression level. For the purposes of
this paper, it is su�cient to note that some amount
of echo cancellation is provided in order to suppress
the prompt background when the user speaks as well
as a small guard region around the actual utterance.

4. USER SPEECH SIGNAL

Once the signal is echo cancelled, the requirement of
the speech recognition system which is used in conjuc-
tion with the echo cancellor is to be sent only audio
which is from the true speaker and not the outgoing
prompt. The reason is that the despite the signi�-
cant reduction in prompt signal (prompt suppression
ratio of over 12-20 dB) there exists signi�cant spec-
tral information. For example, if the prompt is \Is
this correct? Please say yes or no?" and the speech
recognition system is looking explicitly for the words
\yes" and \no", even the residual from the prompt is
su�cient to have a large false acceptance rate. The
robustness of the speech recognizer to changing vol-
ume levels in normal speech, has quite the opposite
e�ect in this usage where it is no longer able to detect
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Figure 2: Ratio test vs. VQ score.

between strong foreground signals and weaker back-
ground signals.

To control the transmission of audio to the speech
recognizer a binary decision is to be generated which
is termed the USER SPEECH signal. This also could
be used by the system to lower the volume of the
outgoing prompt or to stop it entirely. When the
signal is present, back tracking is performed for 0.5-
1.0 second to capture the speech onset as well as any
missed fricatives and at termination of user speech we
similarly allow a guard band of 0.5-1.0 second.

Traditionally, the signal is generated by estimat-
ing the ratio of the residual speech energy to the out-
going prompt energy. A plot of this for a particular
instance is shown in Figure 2. The ratio computed is

user speech ratio =
residual energy

prompt energy
:

Note then that the prompt energy must be guarded
against going to zero, and often a oor is chosen for
this estimate. A signi�cant problem arises with this
method, when the residual energy containing the user
speech is comparable to the normal residual of the
prompt. In Figure 2, the user signal starts at frame
350 and ends around 420. Since prompts are very
high quality recordings, the silences are often around
zero and in this �gure around frame 400 there is a
silence region and thus the ratio becomes very large.
Note that the VQ score remains separable from the
noise background and shows the whole region where
there is user speech.



5. VQ CLASSIFIER

Using a VQ algorithm provides a sophisticated algo-
rithm which is able to detect user speech even when
there is strong background residual prompt levels. In
order to do this, clusters are generated from lpc cep-
stral feature vectors. The feature vectors are gener-
ated using a 10th order lpc analysis followed by cep-
strum computation. The relevant parameters of the
lpc analysis are the frame rate(10 ms) and the pro-
cessing window(30 ms). Although traditional feature
vectors use delta and delta-delta features for speech
recognition, here we use only the cepstral values as
these provide su�cient performance and help keep
the amount of computations to a minimum.

Once the feature vectors have been extracted, a
VQ codebook is trained on the data. In the codebook,
we have N models and M codewords per model. Each
codeword consists of 10 cepstral mean values. We
use the random means method where by selecting at
random any M vectors from the training data and
then using the Voronoi algorithm [5]-[6] to update
the means till convergence. Variances are estimated
on a second pass and we use the Mahalanobis distance
during the subsequent training and decoding phases.
The score for model n is given by

sn =
X

i

di =
X

i

(x �mi)
T
Ci
�1(x�mi):

where mi is the ith codeword of model n and i ranges
over all code vectors for model n. The selected model
for the frame is the one with the minimum sn. To
minimize the computations we assume that the cep-
stral features are approximately orthogonal, and this
constrains Cx to be diagonal.

During training, the codeword to update for the
mean is chosen to be the one that is closest to the tar-
get vector. An overlap of L frames, typically around
20-25, is used during scoring to prevent false trig-
gers. This overlap can be achieved by using a circular
bu�er to store the last M scores per model and from
the total score for this model subtracting the oldest
score and adding the new score. Using this method,
per frame a single feature vector is scored against the
NxM codewords and only a few extra computations
are required for having a depth of L frames. L is
chosen to be the minimum length of any background
model. The tradeo� for L is minimizing the amount
of false triggers versus the capability to detect the
shortest temporal model. L should be kept to a min-
imum in order to reduce the system delay to cut o�
the prompt.

In Figure 3,4 the score distribution is shown for
the background models described in Table 1. The plot
shows the conditional score given that this model is
the true model. During normal operation, the only
two models that are normally occur are `Silence' and
`Speech'. These models are trained using 400 speak-
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Figure 3: Score Distributions for Silence,Speech VQ
Models
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Figure 4: Score Distributions for other VQ Models



Model Purpose Average Score

BKG Noise and buzzing sounds 6.86

BRT Breath noise model 7.05

COF Coughing 5.66

LGF Laughing 6.36

SIL Silence 7.37

SNZ Sneezing 5.89

SPCH Speech 4.59

TAP Tapping noises, clicks 5.03

THT Throat clearing noises 6.09

UHM Uhm's and Ooh's 6.78

Table 1: Background models

ers uttering 5 phrases each which yielded approxi-
mately 3 hours of data. The remainder of the models
are trained using a small database of special e�ect
sounds. Each of the models contains 128 means and
variances.

In the decoding stage, we assume that the �rst
0.25-0.5 seconds of data results from training the echo
cancellor algorithm and users are allowed to barge-in
only after this period. This data is then used for
updating the silence means using

sil(t+1)(j) = (1:0� �)silt(j) + �ct(j)

where � = 0:98 was determined experimentally. The
silence vectors are reset with each new phone call that
is processed.

From the distribution of scores, we determine in-
dividual thresholds for outputing each model. If a
currently selected model falls under the threshold, the
state of the signal remains in the last known state and
we assume to start in the silence state. As seen from
Figure 3, model `Speech' has a poorer score distrib-
ution than the other models because it was trained
on the most varying amount of data while keeping
the number of codewords among models a constant.
Thus the models for the more complex sounds have a
lower average score than silence.

6. CONCLUSION

We have demonstrated a new mechanism for robustly
estimating the onset of true user speech. Models for
the non-speech events were created and thresholds
derived to accurately estimate the state of the in-
coming signal. Adaptation of the codebook during
the echo cancel training period provides better pro-
tection over spuriously declaring user speech. The
previous method of testing the ratio of the incoming
signal energy to that of the reference prompt is un-
able to robustly determine when breath noises occur
over the silence regions in the prompt. The VQ al-
gorithm does not use directly the prompt signal and

instead builds up information about the prompt user
by adapting the SILENCE model initially and thus by
using the entire spectral information and not just the
energy estimates, we are able to accurately determine
the presence of user speech.
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