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ABSTRACT

This paper deals with the recognition of spelled names
over the telephone. It introduces an efficient way of han-
dling the spelling grammar, that is the lexicon of the
allowed spelled names. The proposed approach is based
on a forward-backward algorithm. The constraints on the
sequences of letters are derived from the lexicon and are
used by the A* algorithm in the backward pass. This
forward-backward approach is compared to a 2-pass ap-
proach, which relies on a discrete HMM based retrieval
procedure. The rejection of incorrect data is also investi-
gated, based on the comparison of a lexicon constrained
solution with an unconstrained decoding. The ap-
proaches are compared on field data collected from a
vocal directory service. Results are presented for the rec-
ognition of valid spelled names and for the rejection of
incorrect data (non-spelling and noise tokens and spell-
ings not in the lexicon). The results show the efficiency
of the proposed forward-backward procedure.

Keywords: Recognition of spelled names; Rejection of
incorrect data; Forward-backward procedure; A*
algorithm; Discrete HMM retrieval procedure.

1. INTRODUCTION

Automatic recognition of names from their spelling is an
important task with many obvious applications such as
directory assistance or identification of city names for
travel services. Natural spelling implies the recognition
of connected letters, which is a difficult task, especially
over the telephone. However, for many applications, the
spelled names belong to a finite known list. Such a list
provides a very useful information which can be used in
several ways. A basic approach relies on an uncon-
strained decoding of the sequence of letters, followed by
a retrieval procedure. This 2-pass approach is efficient
but not optimal, and better performance is achieved by
using the lexicon knowledge directly at the decoding
level. This knowledge can be handled, for example,
through a direct decoding in a finite state network [4, 2]
or through dynamic grammars in a multi-pass procedure
[5]. Trade-offs have to be found in order to obtain fast
and accurate procedures. The approach proposed here is
based on a forward/backward procedure, as the one used
in many N-best decoding algorithms. The acoustic HMM

is a loop of letter models. The backward pass, based on
the A* algorithm, uses the spelling grammar (lexicon of
allowed names stored as a finite state network). The effi-
ciency of this approach relies on an early discarding of
the non-valid partial hypotheses in the backward pass.

Almost all studies related to the recognition of spelled
names deal only with the recognition of correct spell-
ings. Only a few of them have explored field data, and
the main aspect they have studied was the handling of
noise and extraneous speech before the spelling itself [1].
However one of the main problems with spelling recog-
nition is the detection of the end of the spelling
utterance. A compromise on the ending silence duration
threshold is necessary. A long silence delays the answer.
On the opposite, a short silence duration threshold may
stop the acquisition in case of hesitation, and leads to
truncated spellings. These data are not valid, and thus
they must be rejected, as well as the spelling of names
which do not belong to the lexicon. Moreover, extrane-
ous speech as well as noise tokens detected by the
energy- and duration-based endpoint detector must also
be rejected. The rejection of these various incorrect data
will be investigated in this paper.

The organisation of the paper is as follows. Section 2 de-
scribes the forward-backward procedure and recalls the
discrete HMM based retrieval procedure used in the 2-
pass approach. Section 3 deals with the rejection of in-
correct data. The likelihood ratios computed in both
approaches are detailed. Section 4 presents the acoustic
modelling and the database used for the experiments, and
compares the 2 approaches on various data subsets. Fi-
nally, a conclusion ends the paper.

2. RECOGNITION OF SPELLED NAMES

When dealing with the recognition of spelled names, one
challenge is an efficient usage of the available informa-
tion, that is the lexicon of the allowed spellings. Previous
studies have shown that an integration of this informa-
tion in the decoding process provides the best
performance (see [4] for example). However large lexi-
cons are difficult to handle and the decoding requires
multiple copies of the letter acoustic models [2].

2.1. Forward-Backward Based Procedure
The approach proposed here is based on a forward-
backward procedure as used in many N-best decoding
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algorithms. The algorithm was obtained by optimising a
2-step approach based on a syntactic post-processing of
the N-best hypotheses resulting from an unconstrained
decoding [4]. In such an approach, each solution pro-
vided by the N-best decoder is compared to each entry in
the lexicon. If the hypothesis is in the lexicon, it is the
end of the search, if not, the hypothesis is discarded, and
the next one is examined, and so on. It is obvious that
such an approach is computationally not optimal as the
full hypothesis is computed before being checked. Hence
the idea of checking partial hypotheses in order to be
able to discard them as early as possible if they do not fit
with the lexicon.

Thus the following forward-backward procedure based
on a loop of letter models for the acoustic HMM, and a
finite state network for the lexicon representation. The
forward pass computes, for each state of the acoustic
HMM and for each frame of the utterance, the likelihood
along the best partial path ending in that state at that
time. The backward pass is based on the A* algorithm
and uses the spelling grammar (lexicon of allowed
names stored as a finite state network). In the A* for-
malism paths are ordered according to a global score.
This global score is obtained by summing the score of
the partial hypothesis already explored and an estimation
of the score of the part that remains to be explored. In
this type of forward-backward approach, this estimation
results from the scores stored in the forward pass. To
make the A* algorithm as efficient as possible, we check
for every treated letter whether it constitutes a valid ex-
tension of a partial path according to the grammar. If not,
the hypothesis is discarded. This early discarding of non-
valid paths avoids consuming CPU for determining the
full hypothesis before checking its validity.

As the finite state grammar is made deterministic, for a
given grammar node only a single arc leaving from that
node can correspond to a given letter. Thus, for each cell
in the A* procedure, only the current corresponding
grammar node is stored and updated (or the hypothesis is
discarded) every time a letter is encountered.

2.2. Discrete HMM Based Retrieval Procedure
In this approach, the speech signal is first decoded using
an unconstrained loop of letter models. This decoding
delivers a sequence of letters, which contains substitu-
tion, insertion and deletion errors. Then, knowing the
recognised sequence of letters, the retrieval procedure
searches for the most probable name in the lexicon.

Several experiments were conducted to compare various
retrieval procedures (details may be found in [3]). The
best retrieval performance is obtained using a discrete
Markov modelling approach, in which the recognised
letters are the output symbols. An elementary Markov
model, with 2 states and 3 transitions, is defined for each
letter: a loop with an associated pdf to model the inser-
tions errors, a transition with an associated pdf to model
the substitution errors, and a null transition to model the
deletion errors. The pdfs (for insertion and substitution
errors) define the emission probability of the recognised

letters by the given (reference) letter model. This for-
malism allows to use HMM training procedure to
estimate the optimal values of the model parameters.
After training, these models represent the recognition er-
rors observed at the letter level.

2.3. Discussion
Because of the possible variants in spelling double letters
(“NN” for example may be spelled “N”.”N” or “2”.”N”)
the word "2" is added to the letter vocabulary, and the
spelling lexicon (or grammar) is enriched in order to take
into account these spelling variants.

Because of the limited size of the heap used in the A*
algorithm, and of the lexicon constraint, the search may
stop with a message "no answer found". This occurs
when no path has been found and no more cell is left in
the A* heap. This phenomena usually occurs when the
best lexicon-constrained answer has a score much lower
than the unconstrained answer. This provides a way of
rejecting incorrect data. Increasing the size of the heap
reduces the number of “no answer found” but at the ex-
pense of extra memory and CPU time. On the opposite,
the basic retrieval procedure will always find an answer,
namely the one that leads to the best retrieval score.

3. REJECTION OF INCORRECT DATA

When dealing with spelled names recognition, as for any
other application, a rejection mechanism must be avail-
able to handle incorrect data. Here, incorrect data
includes truncated spelling (the energy- and duration-
based endpoint procedure may stop the acquisition in
case of long pauses between letters which occur when
the speaker hesitates), non-valid spellings (sequence of
letters that do not belong to the spelling lexicon), non-
spelling speech data (such as command words, com-
ments, …), and noise tokens (noises detected by the
endpoint procedure). The mechanism presented here is
based on the comparison of a likelihood ratio to a prede-
fined threshold.

3.1. Decision Test
The probability of a letter sequence W , knowing the
spelling observation X , is given by:

( ) ( ) ( )
( )

( ) ( )
( ) ( )wPwXP

WPWXP

XP

WPWXP
XWP

w∑
== (1)

Assuming that the sequences of letters are equiprobable,
and that the main contribution of the summation in the
denominator comes from the best unconstrained letter

sequence UŴ  we obtain:

( ) ( )
( )UWXP

WXP
XWP

ˆ
≈ (2)

The most probable letter sequence Ŵ  in the lexicon will

be kept (i.e. not rejected) if its probability ( )XWP ˆ ,

knowing the observation, is greater than a given thresh-
old. This amounts to comparing to a threshold the



likelihood ratio between a lexicon-constrained decoding
and an unconstrained decoding. In other words, the con-
strained answer is kept (validated) if its score is not too
different from the one of the unconstrained decoding.
Note that both decoding use the same set of units, unlike
garbage (or filler) model approaches that often relies on
models different from those used to model the words.

3.2. Forward-Backward Based Procedure
In the forward-backward approach, the likelihood ratio is
computed directly from the acoustic observation. The

likelihood ( )UWXP ˆ  of the unconstrained decoding is

available at the end of the forward pass. The likelihood

( )WXP ˆ  of the lexicon-constrained answer results from

the backward pass.

3.3. Discrete HMM Based Retrieval Procedure
When discrete HMM are used for the retrieval proce-
dure, a similar likelihood is computed from the

recognised sequence of letters. The likelihood ( )WXP ˆ

of the lexicon-constrained answer results from the re-
trieval procedure. A loop model is used to compute the
likelihood of the unconstrained solution.

4. EXPERIMENTS

The algorithms were evaluated on field data collected
from a vocal directory task. The results are displayed by
means of curves that were obtained by varying the deci-
sion threshold. In the following graphs, the horizontal
axis corresponds to the false rejection rate measured on
valid spelled names, whereas the vertical axis corre-
sponds to the most harmful error, that is substitution
errors or false alarms depending on the type of data.
Note that logarithmic scales are used on both axes.

4.1. Acoustic Modelling & Database Overview
The speech recognition system is based on mixtures of
Gaussian function densities. Channel adaptation through
blind equalisation is included in the signal analysis. First

and second order derivatives of the cepstral coefficients
are used in the modelling.

A double modelling of the letters is used. One is based
on whole-word models. The size of the models was de-
termined from the average duration length of the letters
estimated on a training set. The second modelling relies
on a contextual modelling of the phonemes.

For the recognition experiments we have used the CNET
lexicon which leads to 3600 different names yielding
4500 spelling variants (due to double letters).

Field data was collected from the CNET Lannion vocal
directory in operation since 1995.

4.2. Recognition of Valid Spelled Names
Figure 1 shows the results obtained on valid spelled
names, that is on spelling utterances that belongs to the
spelling lexicon. The vertical axis displays the substitu-
tion error rate (on spelled names) and the horizontal axis
the false rejection rate. The forward-backward procedure
leads to a much smaller substitution rate; for example for
a 7% false rejection rate, the forward-backward proce-
dure yields a substitution rate below 2% whereas the
retrieval procedure yields an error rate of about 9%.

However, even if the decision threshold is increased for
the forward-backward procedure, the false rejection rate
levels off at around 5%. This is due to the cases where
no solution is found by the backward procedure because
of the limited memory used in the A* algorithm. The re-
trieval procedure always finds an answer, therefore the
rejection rate goes down when the decision threshold in-
creases.

4.3. Rejection of Incorrect Data
In real applications, there always exists some occur-
rences of extraneous data that must be rejected.
Therefore, the decision threshold should not be increased
too much. Thus the efficiency of the rejection procedure
results from a trade-off between the different types of er-
rors, and mainly between false rejection rate and false
alarm rate. In order to study the behaviour of the rejec-
tion procedures, the false alarm rates are reported
separetedly on various types of incorrect data: non-valid
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Figure 1 - Error Rates on Valid Spelled Names
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spelled names in Figure 2, non spelling speech tokens in
Figure 3 and noise tokens in Figure 4.

Figures 2 and 3 show that for false rejection rate ranging
from 7% to 10%, the forward-backward procedure leads
to a much lower (about 50% less) false alarm rate on
speech data (whether non-valid spelled names or non
spelling tokens). However, on noise tokens, Figure 4, the
forward-backward procedure is not as good as the re-
trieval procedure. Note that the rejection of noise tokens
is simply obtained by comparing constrained and uncon-
strained solutions, and that no noise model is used.

4.4. Discussion
Comparing the 2 procedures on the various data, it ap-
pears that the proposed forward-backward procedure
leads to good performance on all types of data: good re-
jection performances on incorrect data and very low
substitution rate on correct data. However the limited
amount of memory devoted to the A* algorithm induces
some false rejections. Thus we think that both ap-
proaches can be efficiently combined. The forward-
backward procedure being applied first, and the retrieval
procedure being applied only when the A* algorithm
does not find an answer.

For a given decision threshold, the discrete retrieval pro-
cedure leads to 9.3% substitution error rate and 6.4%
false rejection rate on valid spelled names; and 40% false
alarm rate on non-valid spellings. The proposed for-
ward/backward-based procedure leads, for a similar false
rejection rate (6.9%), to 1.7% substitution error rate on
valid data and 20% false alarm rate on non-valid data.
This provides a much lower substitution and false alarm
rate, at the expense of a slightly higher false rejection
rate, but still a much higher correct recognition rate
(91.4% versus 84.3%) on valid data.

5. CONCLUSION

An efficient procedure for recognising spelled names has
been proposed. This procedure is based on the forward-
backward procedure used in N-best approaches. An op-
timised handling of the spelling lexicon in the backward

A*-based pass makes the algorithm efficient. This ap-
proach leads to a much lower error rate than a retrieval
procedure based on a discrete HMM modelling ap-
proach.

The rejection of incorrect data was also studied. Both al-
gorithms proved to be able to reject such data. The
proposed forward-backward procedure leads to a lower
false alarm rate on incorrect speech material, but rejects
also some correct data whatever the value of decision
threshold is. Part of the false rejection is due to the lim-
ited memory used in the backward A*-based procedure.
On the opposite the false rejection rate of the retrieval
procedure can be very low. Consequently future work
will be devoted to the combination of both techniques.
The introduction of a garbage model will also be investi-
gated in order to combine both rejection methods
(garbage modelling and post-processing).
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Figure 3 - False Alarms on Non-Spelling tokens
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