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ABSTRACT
In this paper we propose an algorithm for efficient
compression of feature extracted parameters used in speech
recognition. The algorithm provides a compression ratio of
roughly 1:10 and causes negligible or no loss in recognition
performance. It is also shown to be robust against
enviromental noise. Combined with an appropriate framing
structure, a complete system is obtained, which can be used
for implementing speech recognition applications e.g. in a
cellular mobile environment. The system achieves a gross
bitrate as low as 4200 bps.

1. INTRODUCTION

In distributed speech recognition (DSR) [1], speech
recognition front-end (FE) and back-end (BE) are separated.
The FE is placed in the terminal, e.g. cellular handset, while
the BE is situated in the telecom network. This way good
quality speech can be captured by the FE and instantly
converted to feature extracted parameters, or feature vectors,
providing a compact representation of speech information
relevant for recognition. Feature vectors are transmitted as a
data stream, with heavy error protection, to the BE which is a
high performance speech recognition engine performing the
actual recognition task. The recognition result is transmitted
through the network back to the terminal. The DSR concept
provides a framework for extracting good quality feature
vectors that are not effected by speech coding or transmission
effects. It has low computational requirements at the terminal,
and makes use of high-performance, multiuser speech
recognition engines and other resources in the network. Thus,
it provides an optimal solution for large vocabulary continuous
speech recognition (LVCSR) applications in a mobile
environment.

Even though feature vectors give a much more compact
representation of speech than the speech waveform itself, they
are not compact enough for efficient transmission over the
data channels of most cellular networks. The commonly used
mel frequency cepstral coefficients (MFCCs) would require a
bandwidth of 41600 bps (assuming 13 static coefficients, a
frame rate of 100 Hz, and 4-byte floating-point arithmetic). On
the other hand, a typical cellular network, such as GSM, has
data channels of 9600 bps at full rate (FR) or 4800 bps at half-
rate (HR). Therefore, compression ratios of roughly 1:5 and
1:9 are necessary for the FR and HR data channels,
respectively.

Special problems have to be addressed in the design of a
compression algorithm. Compression should not cause any
significant, or more preferably, any measurable loss in
recognition performance, it has to be robust against acoustic

environmental variations and background noise, and its
computational complexity and memory requirement must be
moderate.

2. COMPRESSION ALGORITHM

The proposed algorithm is a combination of transform coding
(TC) and differential pulse code modulation (DPCM) with
periodic pulse code modulation (PCM) updates. Its advantages
are four-fold. First, by using TC, the time-domain correlations
of feature vectors are exploited very efficiently. This results in
a significant decrease in coding bit-rate at the expense of a
slight delay in the coding process, which can be neglected in
most practical applications. Secondly, by using DPCM coding
of some of the transformed coefficients, the method is made
insensitive to environmental variations, such as changes in
acoustic environment, microphone type, signal-to-noise ratio
or noise type, or even sampling frequency. Thirdly, by using
scalar quantization of the final parameters, a significant
amount of memory can be saved resulting in a memory
requirement of about 5-6 kBytes as opposed to in the order of
100 kBytes for vector quantization-based algorithms
previously reported in the literature [2]. Finally, by using
periodic PCM updates for the DPCM coding, the algorithm is
able to resynchronize even if some part of the compressed data
is lost in the transmission channel.
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2.1 ENCODING PROCESS

The encoding part of the algorithm is depicted in Figure 1. As
can be seen, feature vector components are processed

Figure 1. Block diagram of the encoding process

separately and different methods are used for encoding MFCC
coefficients c1..c12 and energy measures c0 and logE. It has to
be noted that the size of the feature vector in this case is 14,
since the two energy measures are used in parallel. It is very
likely that a given BE uses either c0 or logE measure but not
both. It is left for the application to determine whether both
energy measures are transmitted or a selection mechanism is
used to choose one of them.
The detailed block scheme of cepstral coefficient compression
is depicted in Figure 2. First, a block of eight consecutive
values is taken from cepstral coefficient cx and stored in a
buffer. The content of the buffer is then transformed using

Figure 2. Detailed diagram of cepstral coefficient
compression

discrete cosine transform (DCT), resulting in eight DCT
coefficients DCTx,1...8. The first DCT coefficient is encoded in
PCM or DPCM manner (Qx or DPCMx) depending on the
Control Logic. DCTx,2...8 are encoded using PCM quantizers
(Qx,2..8). The DPCM encoding scheme is presented in Figure 3.
Here, a simple first order linear predictor is used. The
prediction is based on the previous encoded vector. All the
quantizers except for the PCM update quantizer for the first
DCT coefficient are optimized for the empirical probability
density function (pdf) of the corresponding signals. The

DPCM

Figure 3. Detailed diagram of DPCM encoding

residual quantizer (Qx in Figure 3) has 6-bit resolution. The
PCM quantizer for the first DCT coefficient (Qx,1 in Figure 2)
is a uniform quantizer with 12 bits of resolution. The PCM
quantizers

Table 1. Bit allocation for quantizers Q.1...12,2...8

Qx,y y=2 3 4 5 6 7 8
x=1 5 3 3 2 2 2 1

2 4 3 3 2 2 2 2
3 4 3 3 2 2 2 2
4 4 3 3 2 2 2 2
5 4 3 3 2 2 2 2
6 4 3 3 2 2 2 2
7 4 3 3 2 2 2 2
8 4 3 3 2 2 2 2
9 4 3 3 2 2 2 2
10 4 3 3 2 2 2 2
11 4 3 3 2 2 2 2
12 4 3 3 2 2 2 2

for DCTx,2...8 use 18 bits. The detailed bit allocation can be
seen in Table 1. Note that the bit allocation is slightly
different for c1 than for c2..c12.
The energy measures are PCM or DPCM encoded depending
on the control signal from the Control Logic. The DPCM
encoding scheme presented in Figure 3 is used for the energy
measures as well, using different predictor coefficients and
quantizer parameters. The pdf-optimized DPCM residual
quantizer in this case has 3-bit resolution. For PCM updates,
uniform quantizers (QlogE/Qc0) are used with 12-bit resolution.
A separate logic controls the PCM updates (Control Logic in
Figure 1). The first DCT coefficients and energy measures are
updated at the same rate, in every 6th frame. Here, frame
stands for the block of 8 consecutive feature vectors. We can
define two types of frames. A PCM frame means a frame
containing PCM updates for the first DCT coefficients and for
the energy measures. DPCM frame stands for a frame where
DPCM encoding is applied for the above parameters. A
multiframe consists of one PCM frame and five DPCM
frames. A multiframe represents the basic unit for
synchronization (described in Section 3) while a frame is the
basic unit for encoding and decoding.

2.2 DECODING

Basically, the decoding process consists of the inverse
operations of the encoding in reverse order (Figure 4). For
cepstral coefficients c1..c12 cepstral coefficient decompression

Figure 4. Block diagram of decoding
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is applied. For the energy measures either PCM or DPCM
decoding is performed. Cepstral coefficient decompression is
depicted in Figure 5. In PCM frames, the quantization table
indices are mapped to de-quantized DCT coefficients
DCTx,1..8

* by Qx,1
-1. In DPCM frames DPCM decoding is

applied for the first DCT coefficient (DPCMx
-1). The details of

DPCM decoding are presented in Figure 6. The output is
computed as a sum of the de-quantized residual plus the
prediction from the last output value. Both in PCM and
DPCM frames, the de-quantized DCT coefficients are inverse
DCT transformed (IDCT), and the result is read out from the
buffer in eight steps.
Since the encoding of the energy measures does not follow a
block structure, a PCM frame always contains one PCM
update and seven DPCM-encoded samples for c0 and logE.
DPCM

Figure 5. Detailed diagram of cepstral coefficient
decompression

frames contain eight DPCM-encoded samples. Inverse
quantization of c0 and logE are done by QlogE

-1/ Qc0
-1. The

DPCM decoding process is presented in Figure 6. Note, that
both c0 and logE have own quantizer tables and predictor
coefficient values.

Figure 6. Detailed diagram of DPCM decoding

3. MULTIPLEXING AND BIT STREAM
FORMATING

The encoded data is multiplexed and embedded into a simple
framing structure which is described in Figure 7. A frame for
transmission consists of a delimiter pseudo-noise (PN) flag, a
header, the information field, which is a multiframe from the
encoder, and a closing CRC field. The PN flag has a sharp

Figure 7. Framing structure for transmission

autocorrelation structure to provide reliable detection at the
receiver. The header contains information about the sampling
frequency (16, 11, or 8kHz), selected energy measure (c0,
logE, or both), and furthermore, it incorporates a multiframe
counter and an extra information (EI) switch. The total size of
the framing overhead (assuming that no extra information is
transmitted) is 7 octets. The compressed data size is 245
octets when only one of the energy measures is transmitted,
which corresponds to normal operation.
The total bit-rate, therefore, yields to be 4200bps (252 octets
per 480ms). The framing overhead is 2.86% (7 overhead
octets for 245 data octets).

4. EXPERIMENTS

The performance of the compression algorithm was tested
both in large and small vocabulary recognition tasks.
Moreover feature vector trajectories and signal-to-quantization
noise ratios (SNqR) were investigated.

4.1 LARGE VOCABULARY RECOGNITION

The DARPA Resource Management (RM) database was used
in these experiments (2880 training and 300 testing
sentences). 8-mixture monophone models were trained both
using the original and the compressed feature vectors
separately, at sampling frequencies of 16, 11, and 8 kHz.
Word-pair grammar was used for recognition. Recognition
percentages are sentence level correctness (%Corr sent), word
level correctness (%Corr), and word level accuracy (%Acc).
The BE implementation was based on the HTK Toolkit and it
was kept as simple as possible. Therefore the absolute scores
may not correspond to the state-of-the art. Here the point was
to prove the performance of the compression algorithm, and
the emphasis was on the difference between uncompressed
and compressed recognition results. Table 2 tabulates the
results obtained in large vocabulary experiments.

Table 2. Large vocabulary recognition results

As it can be seen from the baseline results, the recognition
performance deteriorates as the bandwidth of the input speech
changes from 8 down to 4 kHz. This shows that in LVCSR,
the input speech quality indeed plays an important role. The
second set of results corresponds to the case where the HMM
models were trained on uncompressed FVs, and the
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recognition was carried out using compressed ones. This
means a mismatch between training and testing conditions.
The recognition performance is slightly inferior when
compared to the baseline. In the third scenario compressed
FVs were used both for training and recognition. As it can be
seen, the compression did an excellent job. The scores did not
degrade, even a slight increase can be observed in all cases.

Since the BE structure was intentionally kept simple, LVCSR
experiments could not provide a good basis for testing the
noise robustness of the compression algorithm. By adding
noise, the recognition performance would deteriorate
significantly even without compression. Therefore a more
noise robust BE, and a simpler recognition task were used for
noisy experiments.

4.2 SMALL VOCABULARY RECOGNITION

Digit recognition experiments were carried out using the TI
digits database. A set of 8440 utterances were used for multi-
condition training by equally splitting the utterances between
4 noise types and 5 SNR settings each, resulting in a total of
20 different environments. Noise types included exhibition
hall (Noise1), babble noise (Noise2), suburban train (Noise3),
and car moving (Noise4). The SNR values used for training
were clean, 20dB, 15dB, 10dB, and 5dB.

For testing, 4000 utterances were used by dividing them
equally among the 4 noise types, resulting in 1000 utterances
for each. Noises were added at 6 different SNR levels (clean,
20dB, 15dB, 10dB, 5dB, and 0dB).

The BE implementation was again based on the HTK Toolkit,
and no special effort was taken to improve the noise
robustness, or any other aspect of the BE to state-of-the art.
Table 3 summarizes the digit recognition results.

Table 3. Digit recognition results

It can be noticed that, with the increase of the noise level,
recognition scores drop, but there is no statistically significant
difference between the baseline and the compressed
recognition results. It means that the compression algorithm
has no contribution to the deteriorated performance.

4.3 SNqR AND FEATURE TRAJECTORIES

In addition to recognition performance, it is also of interest
how well the algorithm can preserve feature trajectories. In

Figure 7 a feature vector component (c1) of an utterance can
be seen as a function of time. Solid line shows the
uncompressed feature, the superimposed dotted line denotes
the same feature after compression. The compression noise is
shown in the second subplot. It is obvious that the algorithm
has very little impact on the feature trajectory.

Table 4 summarizes SNqR values obtained on the whole test
set of large vocabulary recognition experiment of subsection
4.1. The table also shows comparative results obtained by
using pdf optimized (Lloyd-Max) quantizers at the same bit-
rate, similarly to those used in [3]. Two additional rows show
the informational theoretical entropy of source symbols
measured at the output of the quantizers for both schemes. It
can be observed, that the DCT based approach outperforms
the simple quantization quite significantly, almost by 5dB on
the average. In addition, the average entropy of the source
symbols
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Figure 7. Example for feature trajectory preservation

is lower, therefore there is more space for reducing the bitrate
by applying source coding. Nevertheless, this possibility was
sacrified for the constant bitrate in the current system.

Table 4. SNqR and Entropy values for RM test set

5. MEMORY NEEDS AND DELAYS

The memory requirement of the algorithm can be
approximated as the memory needed for storing the quantizer
tables, that is 5608 bytes, assuming 4-byte floating-point
arithmetics.

The algorithmic delay is 80 ms, since 8 consecutive feature
vectors are processed at once. The synchronization delay is the
length of one frame to be transmitted, at most 480 ms.

6. CONCLUSIONS

In this paper, we presented a new compression algorithm for
distributed speech recognition applications. Both large

O rigina l without c o m p ression (word ac c u ra c y ):

SNR Noise 1 Noise 2 Noise 3 Noise 4 Avera g e

C lean 98.50 98.64 98.60 98.70 98.61

20 dB 97.42 95.56 97.82 98.30 97.28

15 dB 96.44 91.78 96.66 98.15 95.76

10 dB 92.72 83.68 94.21 97.47 92.02

5 dB 76.63 69.62 85.09 92.81 81.04

0 dB 33.44 49.49 52.82 74.51 52.57

With c o m p re ssion (word ac c ura c y ):

SNR Noise 1 Noise 2 Noise 3 Noise 4 Avera g e

C lean 98.40 98.70 98.51 98.64 98.56

20 dB 97.39 95.50 97.76 98.33 97.25

15 dB 96.56 91.51 96.69 98.12 95.72

10 dB 92.88 82.68 94.12 97.35 91.76

5 dB 75.87 67.65 85.09 92.81 80.36

0 dB 33.44 48.10 52.64 73.96 52.04
SNR [dB], Entropy [bits/symbol]

c1 c2 c3 c4 c5 c6 c7 c8 c9 c10 c11 c12 E

20.24 17.52 16.60 18.19 17.66 15.62 15.98 14.60 15.61 14.58 15.44 14.66 23.63 16.95

2.91 2.87 2.83 2.84 2.84 2.78 2.82 2.80 2.81 2.80 2.81 2.79 2.92 36.82

25.61 21.46 21.73 22.50 21.90 19.99 20.23 18.40 19.27 17.54 18.83 17.53 34.18 21.47

2.69 2.63 2.66 2.67 2.64 2.66 2.67 2.68 2.66 2.70 2.69 2.68 2.17 34.20

Avg SNR 
& Total 
Entropy

Compression 
method

Proposed 
algorithm, 

24bits/8symb.

Optimal (Lloyd-
Max) scalar 
quantization



vocabulary and small vocabulary recognition experiments
justified the viability of the proposed approach. It was also
shown that feature vector trajectories are well preserved
during compression.
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