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ABSTRACT

In this paper, adaptation of language models using the
minimum discrimination information criteria is presented.
Language model probabilities are adapted based on unigram,
bigram and trigram features using a modified version of the
generalized iterative scaling algorithm. Furthermore, a lan-
guage model compression algorithm, based on conditional
relative entropy is discussed. It removes probability terms
from the language model, which can be closely approxi-
mated by back-off distributions. The proposed algorithms
are used to adapt a mismatched, newspaper style language
model to a natural language call routing task. The experi-
ments show a significant reduction in perplexity and word
error rate for small amounts of adaptation data.

1. INTRODUCTION

Stochastic language modeling is an important part of any
natural language recognition and understanding system.
Usually models are trained on a large transcribed database
of collected sentences from the target domain using estima-
tion methods for sparse data such asdiscounting, backing-
off andinterpolation[6]. For any real-world application the
collection of a large corpus of examples (e.g. by wizard-of-
oz trials) is very time consuming and expensive. Adaptation
techniques for language models may help to reduce this ef-
fort by adapting a well-trained, general-purpose language
model to the particular domain of the application.

Several techniques are known for language model adap-
tation and were investigated e.g. in [1, 2, 3, 5, 8]. One ap-
proach is based on themaximum a posteriori(MAP) frame-
work for parameter estimation [1, 8]. Task or speaker in-
dependent language models are used as priors for the esti-
mation of more specific task or speaker dependent language
models. Assuming multinomial densities for theN-gram
probabilities results in the linear combination of frequen-
cies of the two samples with a bias towards the larger back-
ground corpus [1]. To capture the language properties of
the target domain efficiently requires the estimation of an
additional empirical hyperparameter. This approach is very
similar to the linear interpolation of language models. The

estimation of the interpolation parameters and the calcula-
tion of the hyperparameter can be carried out by the EM-
algorithm [1, 3].

Another approach to language model adaptation is
based on themaximum entropyframework [7]. In this algo-
rithm some selected features serve as constrains in finding
the adapted probability distributions with minimum
Kullback-Leibler distance (minimum discrimination infor-
mation) to the background distributions [2]. Unigrams, bi-
grams and trigrams, estimated from the adaptation corpus,
can be selected as constraints, depending on the amount of
available adaptation data. The adapted probabilities are cal-
culated using thegeneralized iterative scalingalgorithm[9].

Many of the adapted bigram and trigram probabilities
from the huge background model are of no particular usage
for the target domain and can be removed from the adapted
model without increasing perplexity. This compresses the
adapted language model and reduces the model size drasti-
cally.

Most of these algorithms have been successfully inves-
tigated in generating sub-task specific language models for
a particular domain. In this paper, we present experiments
using a large background language model, trained on about
100 million words newspaper text (North American Busi-
ness News, NAB), adapted to a natural language call rout-
ing application for a financial institution. Since the lan-
guage characteristics for both domains are very different
(read vs. spontaneous speech, newspaper text vs. call rout-
ing), there is a strong initial mismatch and adaptation is
critical. Furthermore the sample sizes for the background
and the adaptation data are very different (100M words vs.
4-140K words), which challenges the effectiveness of the
adaptation algorithm.

2. LANGUAGE MODEL ADAPTATION

2.1. Minimum Discrimination Information

In language model adaptation we are interested in estimat-
ing the conditional probabilityP 0(wjh) based on the initial
probabilityP (wjh) of the background model and some fea-
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tures extracted from adaptation data. These features may in-
clude unigrams, bigrams and trigrams of the adaptation cor-
pus and are used as set of linear constrains in the maximum
entropy framework [7]. The adapted probability distribution
P 0(wjh) is requested to match these features as important
properties of the adaptation data, while being close to the
background distributionP (wjh). The minimum discrimi-
nation information(MDI) method [2] uses the Kullback-
Leibler distance or discriminant information as distance mea-
sure between probability distributions. Assuming the proba-
bility distribution for the historyP (h) is unchanged, we use
P 0(w; h) = P 0(wjh)P (h) for the joint distribution. The
MDI approach is based on the distributionP 0(wjh) which
minimizes

D(P; P 0) =
X
h

P (h)
X
w

P 0(wjh) log
P 0(wjh)

P (wjh)
;

while meeting the constrainsX
h

P (h)
X
w

P 0(wjh)fi(w; h) = ai: (1)

The functionsfi(w; h) are indicator functions, selecting the
applied featuresi = 1; : : : ;m (unigrams, bigrams, trigrams)
and their empirical averagesai. Using Lagrange multipli-
ers for constraint optimization, the solution for the adapted
probability is of the following form:

P 0(wjh) =
P (wjh)

Z(�1; : : : ; �m)
e�1f1(w;h)+:::+�mfm(w;h); (2)

with parameters�i and the normalization constant
Z(�1; : : : ; �m). Without the initial probability distribution
P (wjh) the solution reduces to the maximum entropy model
for the featuresfi(w; h) [2].

2.2. Generalized Iterative Scaling

In general, no closed solution for the parameters�i of the
model (2) and the constrains (1) exist and an iterative al-
gorithm has to be used. It is often that thegeneralized it-
erative scalingalgorithm [9] is used to solve the constraint
optimization problem. This algorithm adjusts the parame-
ters of the exponential model in iteration(k) according to
the differences of the logarithms of the targetsai and the
expectationsE(k�1)ffig for the features from the previous
iteration(k � 1):

��i = �
(k)

i � �
(k�1)

i = ln (ai)� ln
�
E(k�1)ffig

�
;

with �
(0)

i = 0 ;8i. The target values for the features are
discounted unigram, bigram and trigram probabilities esti-
mated from the adaptation data. The model expectations for
the features are calculated as

E(k)ffig =

� P
h P (h)P

(k)(wjh) : unigram and bigram
P (k)(wjh) : trigram features,

where again the initial probability estimates for the histo-
riesP (h) are used. Since these features are inconsistent,
the model will not meet all constrains perfectly and the op-
timization can not fully converge. To speed up computation,
we restrict the algorithm to three iterations. In the first it-
eration we apply unigram features only, in the second iter-
ation bigram features are used and in the last iteration we
use trigram features. The features are used in increasing or-
der of their importance to adapt the trigram probabilities.
We found that this scheme results in good adaptation results
with a reasonable computational effort even for large lan-
guage models.

When applying bigram and trigram features we add new
bigram and trigram terms, observed in the adaptation data,
to the original model structure. This is particular important
for words not observed in the background corpus. These
words do initially not have anyN-gram terms and the bi-
grams and trigrams from the adaptation data are the only
information about the contexts of these new words. In our
implementation, the total probability mass of bigram and
trigram terms for each history is unchanged:X

w2T 0(h)

P 0(wjh) =
X

w2T (h)

P (wjh);

whereT (h) is the set of words that followed historyh in the
background data andT 0(h) is the expanded set after adding
new bigram and trigram terms. A similar approach was used
in [5] for unigram features only. This assumption simpli-
fies the normalization of the probabilities and speeds up the
computation significantly.

2.3. Language Model Compression

The above described language model adaptation algorithm
modifies existing probabilities and adds bigram and trigram
terms. Many of these probabilities, originating from the
huge background model, are of no particular usage for the
target domain. Language models generated from large cor-
pora can easily consist of millions of bigrams and trigrams.
It is often that “compact” language models are estimated
by discarding bigram and trigram counts below a certain
cut-off threshold [6]. In case of language model adapta-
tion it is not known which of the original background prob-
abilities will be useful in the adapted model and therefore
the cut-off method can not be used to prune the language
model. After adapting the probability distributions it is de-
sired to to remove as many “useless” probabilities as possi-
ble without increasing the perplexity. This can be achieved
by examining the conditional relative entropy or Kullback-
Leibler distance between each probabilityP (wjh) and its
value �P (wj�h) from the back-off distribution:

D
�
P (wjh); �P (wj�h)

�
= P (w; h) log

P (wjh)
�P (wj�h)

;



where�h is the reduced history. For small distances the back-
off probability is a good approximation and the probabil-
ity P (wjh) carries not much additional information and can
be deleted. This Kullback-Leibler distance is calculated for
each bigram and trigram and language model entries which
distance fall below a threshold are removed. For simplifica-
tion we assume that back-off weights do not change while
compressing bigrams or trigrams. A similar distance mea-
sure was used in [4] to generate language models with vari-
able context length.

In our experiments we found that redistributing the
deleted probability mass among survivingN-grams with
identical history increased the perplexity of the compressed
model. We therefore reassigned the deleted probability mass
to the back-off distributions and recalculated the back-off
weights. This shifts more weight to the back-off distribu-
tions and helps the adapted language model in the new do-
main, where more back-off probabilities are needed.

3. EXPERIMENTAL RESULTS

In this section we report results for language model adap-
tation in a natural language call routing task for a finan-
cial institution [10]. It involves a real-timeN-gram speech
recognizer with a 2,000 word recognition vocabulary and
a routing/dialogue module using a vector based informa-
tion retrieval approach. The background language model
is generated from about 100M words newspaper text (North
American Business News, NAB). About 19,000 calls from
a wizard-of-oz experiment in the call routing domain were
collected for the language model adaptation. About 3,000
additional calls are used for language model evaluation in
the experiments. The language characteristics for both do-
mains are very different (read vs. spontaneous speech, news-
paper text vs. call routing).

3.1. Language Model Evaluation

In the first set of experiments we tested different language
model adaptation techniques on the full set of 19,000 adap-
tation sentences. The trigram perplexities for different lan-
guage models are listed in Table 1.

LM NAB MDI-UNI MDI-TRI LM-19
PPX 878.7 140.5 30.1 27.5

TRI-HIT 60% 60% 80% 73%

Table 1: Perplexities (PPX) and trigram hit-rate (TRI-HIT)
for different language models.

The very high perplexity for the NAB model on the call
routing data shows the strong mismatch in language charac-
teristics for both domains. Applying MDI adaptation with
unigram features only (MDI-UNI) reduces the perplexity

from 878.7 to 140.5. A large improvement is achieved by
extending the MDI adaptation to bigram and trigram fea-
tures and adding new bigram and trigram probabilities to
the model (MDI-TRI). The perplexity decreases to 30.1 and
the rate of trigram hits (TRI-HIT) in the back-off model in-
creases from 60% to 80%. Estimating a trigram model di-
rectly from the 19,000 adaptation sentences (LM-19) results
in the lowest perplexity of 27.5 for the test data. The MDI
adaptation algorithm achieves almost similar performance.
Because of the limited number of iterations in our imple-
mentation of the generalized iterative scaling and the incon-
sistent features, the constrains are not exactly matched and
perplexity is slightly higher.

Next we tested the language model compression algo-
rithm to remove unnecessary trigram and bigram probabil-
ities to reduce the language model size. The baseline NAB
model consists of 403K bigrams and 1.6M trigrams. The
test set perplexities for language models with different num-
bers of bigrams and trigrams are printed in Figure 1.
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Figure 1: Perplexities of compressed language models with
different numbers of trigrams and bigrams.

The number of stored probabilities can be largely re-
duced by the presented language model compression algo-
rithm without increasing perplexity significantly, e.g. can
the number of trigrams be reduced by 50% and the number
of bigrams by 60% while maintaining the same perplexity.
If the compression algorithm succeeds in removing terms,
not useful for the adaptation domain, a moderate deletion
of bigram and trigram probabilities can actually slightly re-
duce perplexity by increasing the probability mass assigned
to the back-off distributions.

In the next set of experiments different sizes of adap-
tation corpora were used. The perplexities of adapted lan-
guage models for different numbers of adaptation sentences
are printed in Figure 2. For a larger adaptation corpus lan-
guage models estimated directly from word counts are slight-
ly better than the adapted models. This is due to the ap-
proximations and the restricted number of iterations in the
adaptation algorithm. As the amount of available adaptation



27

37

47

57

67

77

87

19000 9500 4700 1200 600 300

number of adaptation sentences

pe
rp

le
xi

ty

direct LM

adapted LM

Figure 2: Perplexities for directly estimated and adapted
language models for different sizes of adaptation corpus.

sentences is reduced the difference diminishes and for about
4,700 sentences both models have similar performance. If
the number of sentences is further decreased, the adapted
models show smaller perplexities compared to directly es-
timated models based on Good-Turing discounting. These
models still work surprisingly well with only a few hun-
dred adaptation sentences, which shows how limited the call
routing domain is. The perplexity for the adapted models is
about 10% lower for small adaptation data.

3.2. Speech Recognition Results

In this section we present speech recognition experiments
for the natural language call router task. The evaluation
sentences were recorded over the telephone network in a
field test and contain different kinds of noise and sponta-
neous effects. The baseline word error rate of 33.9% for the
directly estimated language model is higher than the word
error rate reported in [10] because the language models in
this paper do not use additional phrase units. The word er-
ror rates for directly estimated trigram models and adapted
language models for 19,000 and 1,200 adaptation sentences
are printed in Table 2.

#adap. sentences19,000 1,200
direct LM 33.9% 40.5%

adapted LM 36.9% 38.3%

Table 2: Word error rates for directly estimated and adapted
language models for different sizes of adaptation corpus.

The word error rates for this application show a simi-
lar behavior as the perplexity. For a large corpus of adapta-
tion data, the direct estimation of a back-off language model
with discounting techniques achieves better performance. If
the available number of domain-specific examples becomes
smaller, the recognition performance degrades significantly.
For 1,200 sentences, language model adaptation clearly re-
duces word error rate compared to directly estimated lan-
guage models. This shows the benefit of language model

adaptation for small task-specific adaptation data.

4. SUMMARY

In this paper, the adaptation of language models using the
minimum discrimination information criteria was investi-
gated. We described a fast version of the generalized iter-
ative scaling algorithm for the adaptation of language model
probabilities based on unigram, bigram and trigram features.
Adapted language models were compressed to remove prob-
abilities, which are not useful for the target domain. The
proposed algorithm was used to adapt a large, newspaper
based language model to a natural call routing task and
showed some reduction in perplexity and word error rate
for small adaptation data.
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