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ABSTRACT

A new language model is presented which incorporates
local N-gram dependencies with two important sources of
long-range dependencies: the syntactic structure and the
topic of a sentence. These dependencies or constraints are
integrated using the maximum entropy method. Substan-
tial improvements are demonstrated over a trigram model
in both perplexity and speech recognition accuracy on the
Switchboard task. It is shown that topic dependencies are
most useful in predicting words which are semantically re-
lated by the subject matter of the conversation. Syntactic
dependencies on the other hand are found to be most help-
ful in positions where the best predictors of the following
word are not within N-gram range due to an intervening
phrase or clause. It is also shown that these two methods
individually enhance an N-gram model in complementary
ways and the overall improvement from their combination
is nearly additive.

1. INTRODUCTION

N-gram models have been widely used as statistical mod-
els of natural language for numerous applications includ-
ing automatic speech recognition, machine translation,
spelling correction etc. One of the drawbacks of N-gram
models is that they cannot take long distance correlation
between words into account since, due to data sparse-
ness, N is usually very small - typically 2 to 4. However,
there are several dependencies in natural language with
longer and sentence-structure dependent spans that may
compensate for this de�ciency of N-gram models. In this
paper, we present a novel language model constructed by
combining two such sources of long-range dependencies,
the syntactic structure and the topic of a sentence, with
N-gram dependencies in a uni�ed statistical model using
the maximum entropy (ME) method.
To motivate our technique, consider this sentence from

the business section of The New York Times on April 12,
1999:

Tax returns from Americans earning more than
$100,000 a year and from the biggest corpora-
tions are escaping the scrutiny of the Internal
Revenue Service.

Several words in the sentence (tax, earning, $100,000, cor-
porations, revenue) are both indicative of and better pre-
dicted by the knowledge that this sentence is about busi-
ness news. Also, the syntactic structure of the sentence
helps isolate long intervening phrases (from Americans
earning more than $100,000 a year and from the biggest
corporations) to reveal the much simpler sentence Tax re-
turns are escaping the scrutiny of the Internal Revenue
Service which leads to better prediction of the words \es-
caping" and \scrutiny".

�
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In the example above, the likelihood of words such as
tax, earning, $100,000, corporations, revenue given that
the topic is business news is much greater than that in the
whole corpus. This di�erence has been successfully used
to discern the topic of a document in information retrieval.
In language modeling, a more accurate expectation of the
probability of these topic relevant words may be estimated
via determination of semantic content of the document,
e.g., by topic detection.
Several models that combine topic-related information

with N-gram models have been studied, e.g., in [8, 1, 5, 3,
4, 11, 9, 12, 13, 14]. Most of them [8, 5, 9, 13, 14] exploit
these di�erences for language modeling by constructing
separate N-gram models for each individual topic. This
results in fragmentation of the training data and therefore
may hurt the discriminating power of a well-trained global
N-gram model. Some use an idea similar to ours but build
the exponential model [3, 4] or cache-like model [12]. The
approach proposed in [11] takes the advantage of the ME
method by incorporating the topic information with N-
grams in a uni�ed model.
The bene�ts of using syntactic structure for language

modeling have been shown in [2]. Syntactic structure for a
sentence hypothesised by a speech recognizer is developed
in a left-to-right manner and is used to assign a proba-
bilistic (syntactic) score for each word in the hypotheses.
An interpolated model is constructed in [2] by combin-
ing the syntactic score and the N-gram score. Perplexity
reduction on the Wall Street Journal corpus have been
demonstrated using this model.
The topic and the structure of a sentence provide two

di�erent kinds of long-range dependencies. The former
captures the semantic correlation between words over a
very long range while the latter one contains the syntac-
tic dependencies of words within a sentence. The model
presented in this paper starts from the work in [11] and
[2], and aims to create a language model that has the ad-
vantages of both the topic model and the syntactic model.
The ME method is used to bring these diverse information
sources to bear in a uni�ed composite language model. All
N-grams, topic tags and syntactic structures are treated
simply as constraints from di�erent sources inuencing
the word being predicted. The ME principle guarantees
a smooth model that satis�es all these constraints. This
method also has the advantage of avoiding data sparseness
problems inherent in training a model with such intercon-
nected dependencies.
The organization of the paper is as follows. Section 2

outlines ways to exploit topic and the syntactic informa-
tion in language modeling. Section 3 introduces our for-
mulation of the ME model used for combining these two
with N-gram constraints. Section 4 describes experiments
on the Switchboard1 corpus followed by an interesting the
analysis of the performance. A relative reduction of 12%
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in perplexity and an absolute reduction of 1.3% in word
error rate (WER) are achieved, both quite signi�cant for
the task. Section 6 concludes with a brief mention of our
ongoing and future work.

2. EXPLOITING NON-LOCAL
DEPENDENCIES

2.1. Topic Feature Selection and Topic Detection

We use the long range history of an utterance to assign
a topic to a utterance and then use this topic to predict
words in that utterance during speech recognition. The
method has been presented in [11] and we review it here
for completeness.
In the training procedure, each of the 2200 conversation

sides in the language model training corpus is represented
by a TF-IDF2 vector [8]. These vectors are then clustered
into 67 topics using a K-means procedure and the centroid
of each cluster is computed. Cosine similarity is used as
the distance between vectors during clustering.
To get topic sensitive features, we extract for each topic

those words whose frequencies within the topic deviate
signi�cantly from their overall distributions. 8459 dif-
ferent topic sensitive words are found by this procedure,
some appearing in more than one topic. About 16,000
topic-word combinations are selected as topic sensitive
constraints for the ME model described in Section 3.
During recognition, a topic is assigned to each utterance

before using the topic-dependentmodel. A TF-IDF vector
based on the �rst-pass word hypotheses of the conversa-
tion is created, and the topic whose centroid is closest to
this vector is chosen as the operational topic. Although
the performance of the topic sensitive language model will
be inuenced by the quality of this topic assignment, it
has been shown in [11] that little degradation in perfor-
mance is caused by recognition and classi�cation errors.
We assign a fresh topic to each test utterance to allow
for changes in topic as the conversation progresses. This
has been shown to yield better recognition accuracy than
topic assignment based on the entire conversation [11].

2.2. Exploiting Syntactic Features

Although it is widely acknowledged that the syntactic
structure of a sentence should be helpful in predicting
words, many challenges must be met to integrate syntac-
tic structure into a language model.
First, the structure of statistical language models and

that of syntax are totally di�erent. Statistical language
models are represented as multi-dimensional tables of con-
ditional probabilities, while the syntactic structure of a
sentence is usually embedded in trees. Therefore, a prob-
abilistic model for syntactic information is required before
it can be employed in statistical language modeling. Fur-
thermore, parsers that generate syntactic structures are
usually designed to work on correct sentences, and they
must be modi�ed to parse erroneous partial hypotheses
in speech recognition.
We parse all sentences in the training data by the

left-to-right parser presented in [2]. This parser gener-
ates a stack Si of parse trees Ti for a sentence pre�x
W i

1 = w1; w2; :::; wi at time i. The parser also assigns
a probability P (wijW

i�1
1 ; Ti) to each possible following

word wi given the partial parse Ti, and a likelihood func-
tion �(W i�1

1 ; Ti) for this partial parse, according to

P (wijW
i�1
1 ) =

X

Ti2Si

P (wijW
i�1
1 ; Ti) � �(W

i�1
1 ; Ti) (1)

where

�(W
i�1
1 ; Ti) =

P (W i�1
1 ; Ti)P

Ti2Si�1

P (W i�1
1 ; Ti)

(2)

2
Term frequency times the inverse document frequency.

Each non-terminal node in the parse tree Ti has a head
word. This head word dominates the subtree rooted on
this node and thus can be regarded as the representa-
tive of the subtree. The two headwords preceding the

 contract NP

the contract ended with a loss of 7 centsNNDT VBD IN DT NN IN CD NNS

h h w w w

after

ii-1i-2

VPended

i-1i-2

Figure 1. An Example of Partial Parse

word \after" in Figure 1, for instance, are \contract" and
\ended." Details about the parser may be found in [2].
We assume that the immediate history (wi�2, wi�1)

and last two head words hi�2, hi�1 of the partial parse
Ti carry most of the useful information. Of course some
syntactic information will be lost under this assumption.
However, it leads to a very important simpli�cation:

P (wijW
i�1
1 ; Ti) = P (wijwi�2; wi�1; hi�2; hi�1): (3)

Note that the syntactic information is represented in the
same form as N-grams by this representation!
The \correct" head words are not known even for the

training corpus, and therefore we use the top N candidate
partial parses as potential correct parses with the appro-
priate probability. We accumulate counts for each seen
tuple (w1; w2; h1; h2; w3) in the training data as follows.
If a particular position i has the trigram (wi�2; wi�1; wi)
and one of the N partial parses, Ti, with probability
� exposes the head-words hi�2; hi�1, then the 5-tuple
(wi�2; wi�1; hi�2; hi�1wi) gets a count �. The counts ob-
tained in this manner for all frequent tuples are set as
constraints in the syntactic ME model.
During testing, each hypothesis is parsed by the parser

and the ME model is invoked for each partial parse with
its appropriate head-words. The word probability is cal-
culated by equations (1), (2) and (3).

3. COMBINING N-GRAM, TOPIC AND
SYNTACTIC DEPENDENCIES

If the language model is both topic dependent and
syntactic-structure dependent, then

P (wijW
i�1
1 ; Ti) = P (wijwi�2; wi�1; hi�2; hi�1; topic) (4)

where topic is related to the history W i�1
1 .

It is impossible to obtain enough statistics to es-
timate a separate conditional pmf for each history
(wi�2; wi�1; hi�2; hi�1; topic). Therefore, we seek a model
that meets the following marginal constraints instead.

X

hi�1;hi�2;topic

P (hi�1; hi�2; topic; wijwi�2; wi�1)

=
#[wi�2; wi�1; wi]

#[wi�2; wi�1]
; (5)

X

wi�2;wi�1;topic

P (wi�2; wi�1; topic; wijhi�1; hi�2)

=
#[hi�1; hi�2; wi]

#[hi�1; hi�2]
; (6)

X

wi�2;wi�1;hi�2;hi�1

P (wi�2; wi�1; hi�2; hi�1; wijtopic)

=
#[topic; wi]

#topic
: (7)



Note that the �rst kind involves regular N-gram counts,
the second involves what we call head-word N-gram counts
and the third constrain unigram frequencies within spe-
ci�c topics. To obtain reliable estimates of relative fre-
quencies of various tuples, constraints with very low
counts are dropped after �rst applying Good-Turing dis-
counting to the counts. We then seek a model which sat-
is�es the remaining constraints and has the maximum en-
tropy.
According to the maximum entropy principle, such a

model is an exponential model with the following form:

P (wijwi�1; wi�2; hi�1; hi�2; topic)

=
1

Z
� e�(wi) � e�(wi�1;wi) � e�(wi�2;wi�1;wi)

�e�(hi�1;wi) � e�(hi�2;hi�1;wi) � e�(topic;wi) (8)

where Z = Z(wi�2; wi�1; hi�2; hi�1; topic) is a normaliza-
tion constant.
The parameters (�'s) of the model are trained by the

improved iterative scaling algorithm [7]. The heavy com-
putational load in the training procedure is distributed to
many computers by a parallel training method described
in [11].

4. EXPERIMENTAL RESULTS

Perplexity and recognition results on the Switchboard cor-
pus are presented in this section. The training text for
all language models comprises about 2.2 million words in
the form of 1100 conversations on about 70 di�erent top-
ics. The test set has a little over 2 hours of speech in the
form of 19 conversations containing about 2400 utterances
amounting to 18,000 words. The acoustic models used
for recognition are state-clustered cross-word triphones
trained with MF-PLP acoustic features from about 60
hours of speech data. A 100-best list is generated using a
trigram language model and all results presented here are
for rescoring this 100-best list.

4.1. Baseline Experiments

The performance of the (best) back-o� trigram model is
shown in Table 1. The performance of an ME trigram

Model (N-gram cuto�s) Perplexity WER

Back-o� Trigram 79.0 38.5%
ME Trigram 78.9 38.3%

Table 1. Comparison of a back-o� trigram model and ME
model with only N-gram constraints

model with exactly the same N-gram constraints as the
back-o� model is also shown. The ME model performs
only slightly better than the corresponding back-o� model
when only N-gram constraints are speci�ed. Thus any fur-
ther improvement of the language model by adding long-
range dependence may be considered to be the result of
adding those new features to N-gram constraints rather
than any inherent advantage of the ME method.

4.2. Performance of Topic Sensitive, Syntactic
and Composite Language Models

Next, we build an ME model with topic and N-gram con-
straints:

P (wijwi�1; wi�2; topic)

=
1

Z
� e�(wi) � e�(wi�1;wi) � e�(wi�2;wi�1;wi)

�e�(topic;wi) (9)

and another ME model with syntactic head words and
N-gram constraints:

P (wijwi�1; wi�2; hi�1; hi�2)

=
1

Z
� e�(wi) � e�(wi�1;wi) � e�(wi�2;wi�1;wi)

�e�(hi�1;wi) � e�(hi�2;hi�1;wi) (10)

The cuto�s for N-grams are the same as the baseline
models (singleton bigrams are dropped), and the cuto�s
for head word bigrams and trigrams are 2 and 1 respec-
tively. The results of the model with N-gram and topic
constraints (9) and the model with syntactic and N-gram
constraints (10) are shown in rows 2 and 3 of Table 2.
Topic-dependent constraints alone reduce perplexity by
about 7% andWER by 0.7% (absolute). Independently of
these, simple syntactic constraints (head-word N-grams)
result in a 7% reduction in perplexity and 0.8% (abso-
lute) in WER. Finally, we construct a uni�ed ME model

Model Constraints Perplexity WER

Baseline Trigram 79.0 38.5%
N-gram + Topic 73.5 37.8%
N-gram + Syntactic 73.5 37.7%
N-gram + Topic + Syntax 69.9 37.2%

Table 2. Performance of Language Models with Topic
and/or Syntactic Constraints.

(8) with both topic and syntactic constraints. Its recog-
nition performance (shown in row 4 of Table 2) surpasses
that of the other three models. The perplexity on the
test set reduces by 12% (relative) and and WER by 1.3%
(absolute) compared to the baseline trigram model. The
results also show that the gains from these two sources of
long-range dependence are nearly additive on both per-
plexity and WER.

5. ANALYSIS OF RECOGNITION
PERFORMANCE

Our choice of topic-dependent constraints is clearly aimed
at manipulating the probabilities of words whose fre-
quency within conversations on a particular topic are
vastly di�erent from their frequency in the corpus. These
are typically content bearing words which are interrelated
by the topic of the conversation. Thus we expect improve-
ments from the topic model to be concentrated on such
words. Syntactic dependencies on the other hand are ex-
pected to be most helpful in positions where the best pre-
dictors of the following word are not within N-gram range
due to an intervening phrase or clause. We perform some
analysis in this section to see if this is true.
To see if we indeed improve the model on content bear-

ing words, the vocabulary is divided into two sets: content
words and stop words. About 17% of the tokens in the
test data are content words. Each word token in the ref-
erence transcription is marked as belonging to one of the
two sets and perplexity is calculated separately for the
two sets. The words in the recognizer's output are also
similarly marked, and each recognition error is assigned
to one of the two sets, separating the WER over the two
sets of words. The breakdown of the results is shown in
Table 3. One can see that

� the topic sensitive model reduces WER by 1.4% on
content words, which is much greater than the overall
improvement, as expected.

� the syntactic model improves WER a little bit on
both content words and stop words.



� the composite model has the advantage of both mod-
els and reduces WER on content words more signi�-
cantly.

The WER of stop words also reduces when using topic
sensitive models because it is inuenced by the WER of
content words in the vicinity of stop words.

Language Content Wds Stop Wds
Model Ppl WER Ppl WER

Trigram 8941 42.2% 36.4 37.6%
Topic 3923 40.8% 37.1 36.9%
Syntactic 4825 41.6% 36.6 36.8%
Composite 3699 40.4% 35.6 36.4%

Table 3. Perplexity and WER for Content Words and Stop
Words.

Next, to see whether we indeed improve the model when
syntactic head words are di�erent from N-grams, all his-
tories in the test sentences are divided into two sets: those
histories whose head words (hi�2; hi�1) coincide with the
two immediately preceding words (wi�2; wi�1) and those
whose head-words do not. About 75% of the histories
in the test set belong to the former category, perhaps
explaining the considerable power of the trigram model.
The perplexity and WER for these two sets are counted
separately in the same way as in the previous experiment.
Table 4 gives the analysis. Notice that the WER of the
trigram model is relatively high when hi�1 6= wi�1 or
hi�2 6= wi�2, perhaps due to the lack of having seen the
trigram (wi�2; wi�1; wi). But all long-range dependen-
cies, especially syntactic head words, help in this case
just as expected. The WER reduction for the syntactic
model and the composite model in this case is 1.5% and
2.3% respectively, which is much more than the overall
improvements. This supports our claim that the syntac-
tic head words carry meaningful information that is not
captured by N-grams.

hi�1 = wi�1 hi�1 6= wi�1 or
Language Model hi�2 = wi�2 hi�2 6= wi�2

Ppl WER Ppl WER

Trigram 78.8 37.8% 79.7 40.3%
Topic 73.0 37.3% 74.4 39.1%
Syntactic 73.1 37.4% 74.2 38.8%
Composite 69.8 37.0% 69.9 38.0%

Table 4. Performance Improvement on Di�erent History
Classes.

6. CONCLUDING REMARKS

A composite language model that incorporates two diverse
sources of long-range dependence with N-grams has been
described. A perplexity reduction of 12% and a WER
reduction of 1.3% (absolute) are achieved on the Switch-
board task. The performance improvement on content
words is even more signi�cant when topic information is
employed. Both the topic constraints and syntactic con-
straints are helpful when useful predictors of the following
word are beyond N-gram range, and the syntactic model is
more powerful in this case. These two sources of non-local
dependencies are complementary and their gains over a
trigram model are almost additive. The results show the
bene�ts of integrating various sources of information un-
der the ME framework in improving language modeling.
More gains from syntactic structure is expected by us-

ing the non-terminal labels in the partial parse [2]. Work
is in progress to incorporate this information in the lan-
guage model. All experiments in this paper are based on

N-best rescoring, and we will also use this method in lat-
tice rescoring in the future. Finally, we are working to
extend this model to other corpora, e.g. the Broadcast
News domain.
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