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López Pérez1

1Balidea Consulting & Programming S.L., Spain
2GTM research group, AtlanTTic Research Center, University of Vigo, Spain

andres.pineiro@balidea.com, carmen.garcia@uvigo.es, ldocio@gts.uvigo.es,
carmen.lopez@balidea.com

Abstract
The use of intelligent virtual assistants for human-machine
communication is spreading across multiple applications. The
latest breakthroughs in fields such as Natural Language Pro-
cessing (NLP) or Natural Language Generation (NLG) make it
possible to communicate with machines in a more natural and
fluent way and in broader contexts, normalizing voice-based in-
teractions with machines. These advances also lead to the ap-
pearance of new issues never seen before, especially when this
technology extends to public services such as administration,
education or health. The transfer of personal data, the opacity
of decisions, the presence of bias or the exclusion of groups
are critical aspects that cannot be controlled exclusively by eco-
nomic interests. The design of conversational assistant solutions
must be within an ethical, legal, socio-economic and cultural
(ELSEC) framework, and it must be ensured that it preserves
the dignity, freedom and autonomy of the users.

In this paper, we analyse the Artificial Intelligence (AI)
European regulatory framework, the issues that appear when
designing and developing AI-based conversational solutions for
e-health, and we present recommendations based on our exper-
ience and on the reflection from an ethical point of view.
Index Terms: virtual assistants, e-health, ethics by design, fun-
damental rights, ethical AI, ethical guidelines

1. Introduction
AI-based Virtual Assistants (VAs) are part of our daily lives
and we have normalized them in many areas, either because we
carry one integrated into our smart phone, because we have a
smart speaker at home or because we use it at work, in our car or
interacting with customer services. The increase in computing
power, Big Data, but mainly, the arrival of Transformer archi-
tectures [1], have revolutionized NLP in recent years. These
breakthroughs in AI have allowed these assistants to be in-
creasingly intelligent, to understand us better and in more lan-
guages, to make their voice more human-like or to help on more
complex and broader contexts. Some projects of the leading
companies are truly remarkable: Meta’s CAIRaoke end-to-end
neural model [2], Alexa’s ability to recreate voices presented at
2022 Amazon’s Re:Mars global AI event [3], or LaMDA con-
versation technology from Google [4].

VAs have huge advantages: 24/7 service for real-time
responses, cheap, easily replicable, multi-language, extens-
ive knowledge capabilities and available through our preferred
communication channel: the speech. This, together with the
normalization of the use of technology and voice-based human-
machine communications, means that its use is beginning to
spread to public services such as public administration, edu-
cation [5] or health [6]. VAs can help provide better public

services, unburden the overwhelmed system, save public funds,
and increase the range of support and service possibilities. In
terms of e-health, voice-based VAs have great potential, and are
already being used as mental health assistants, health coaches
or embodied conversational agents [7], and may be especially
useful for older adults, where new communication channels
through screens or mobile devices are often rejected or cannot
be used due to the loss of fine motor skills.

Most of the components of a VA, as well as predictive,
screening or diagnostic functionalities [8], are based on AI [9].
However, the use of AI-based solutions needs to preserve the
regulation and ethical principles, meaning they must guarantee
that the freedom, dignity and autonomy of users are preserved,
as well as that the rest of fundamental rights are respected. In
AI-based healthcare, especially in the public sector and when
working with the older population, the risks and ethical implic-
ations of its use are huge. Developers must be aware that there is
potential for physical and psychological harm to humans, con-
fusion, or bias in a service to which everyone contributes. When
using this VAs technology, many legal questions and ethical is-
sues may arise: is it possible to explain how the system makes
decisions? Can this data be transferred to third-party opaque AI
services? Can the voice of a deceased relative be used? Should
bots be humanized? Why female voices are used in most solu-
tions? Should a bot react to racism or sexism?

Answering these questions is a complex task [10] and there
is still no consensus or clear regulation. Currently the European
Commission (EC) [11][12][13] (along with many other groups
[14][15][16]) offers guidelines and assessments applied to AI
with recommendations for the design of ethically acceptable
solutions, and the EC is working on proposals to regulate the
use of AI [17], however, none of them are expressly oriented to
virtual assistants. In order to deal with possible issues, it is ne-
cessary to legislate and regulate the use of AI, but even before
that, to carry out an ethical analysis to establish more specific
principles and guidelines in the case of virtual assistants.

The objective of this paper is first to analyse the current
regulatory framework in Europe for AI-based virtual assistants,
and then, based on this analysis and on our work with voice-
based conversational agents, to expose legal and ethical issues
that may arise when using this technology for public health ser-
vices and to present recommendations for its use where existing
guidelines are not specific enough. To do this, section 2 ana-
lyses ethics in design and the current regulatory framework for
AI in Europe; section 3 presents our work with VAs for e-health
and analyses legal and ethical issues that may arise when using
AI, in section 4 a discussion from the ethical point of view is
made and the recommendations are presented; and finally, sec-
tion 5 presents the conclusions of the study.
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2. Ethics by design and regulatory
framework in the European Union

The aim of “Ethics by Design” is to incorporate ethical prin-
ciples into the development process, allowing that ethical issues
are addressed as early as possible. Based on the Charter of Fun-
damental Rights of the European Union (EU Charter), there are
six general ethical principles that any AI system should preserve
and protect:

1. Respect for human agency

2. Privacy and data governance

3. Fairness

4. Individual, social and environmental well-being

5. Transparency

6. Accountability and oversight

The European Commission offers guidance for adopting
an ethically-focused approach while designing, developing, and
deploying and/or using AI based solutions [11][13], specifying
tasks which must be undertaken. Although the proposals are for
AI in general, it is possible to extrapolate them to the case of
VAs. Proposed actions, in terms of VAs, involve actions such as
including external stakeholders in different phases of the project
or assuming that any data gathered is biased, skewed or incom-
plete until proven otherwise as part of the data collection.

Based on these guidelines, in 2020 the European Commis-
sion presented an assessment list for trustworthy artificial intel-
ligence (ALTAI) for self assessment [12]. This list is made up
of questions to help assess whether the AI system that is being
developed, deployed, procured or used, adheres to the seven re-
quirements of Trustworthy Artificial Intelligence (the same six
ethical principles of the EU Charter plus “Technical Robustness
and Safety”). Although these assessments are much more spe-
cific than the guidelines, the action to be taken is not always
clear. There are questions that directly impact a VA for e-health
in each requirement:

• Could the AI system generate confusion on whether a
decision, content, advice or outcome is the result of an
algorithmic decision?
A VA could generate confusion by misunderstanding a
question and giving wrong recommendations.

• Did you ensure a procedure to safely abort an operation
when needed?
A VA may include functionalities such as alerting the
emergency services in exceptional cases.

• Did you implement the right to withdraw consent, to ob-
ject and to be forgotten?
A VA could measure and store health and personal data.

• Did you communicate the technical limitations and po-
tential risks of the AI system to users, such as its level of
accuracy and/ or error rates?
Being aware of the limitations and accuracy of a VA can
avoid situations of frustration or risk.

• Did you try to include the participation of the widest
range of possible stakeholders in the AI system’s design
and development?
For a VA for e-health, participation of stakeholders of the
public health service, unions of patients, medical profes-
sionals or even interested healthcare private companies.

However, adopting these guidelines, proposals and assess-
ments remains voluntary in Europe, there doesn’t seem to be a
real demand from citizens for legislation on some of these issues
[18] (since there is no collective awareness of the real possibil-
ities or the risks that its use could entail) and, as mentioned in
[19], “the industry lacks useful tools and incentives to translate
high-level ethics principles to verifiable and actionable criteria
for designing and deploying AI” [20].

In April 2022, answering the regulation demand and the
fact that many guidelines do not cover basic aspects of ethics
[21], the European Commission presented a proposal to regu-
late AI [17]. This regulation will be the first in terms of AI and
aims to implement an ecosystem of trust by proposing a legal
framework for trustworthy AI. It is also based on EU values and
fundamental rights and aims to give people and other users the
confidence to embrace AI-based solutions, while encouraging
businesses to develop them. The regulation will try to address
the opacity, complexity, bias, a certain degree of unpredictabil-
ity and partially autonomous behaviour of certain AI systems.
For this, the regulation establishes a list of prohibited AIs and
contains specific rules for AI systems that create a high risk to
the health and safety or fundamental rights of human beings.

VAs will not be considered high-risk as long as they do not
conflict with any of the points in Annex III of [22]. If the VAs
include biometric identifications, such as Nuance’s Gatekeeper
service [23], integrated in some of their VAs, or AI-based health
decisions, such as those described in [24], involving access to
public services, they will be considered high-risk. When an AI
is considered high-risk, it must meet a series of requirements
such as: risk management system, data governance, technical
documentation, transparency and provision of information to
users, human oversight, accuracy, robustness or cybersecurity.

For non-high-risk systems, the Commission will promote
the voluntary application of the same requirements as for high-
risks and the drawing up of codes of conduct for, for example,
environmental sustainability, accessibility for persons with a
disability, stakeholders’ participation in the design and devel-
opment of the AI systems and diversity of development teams
on the basis of clear objectives and key performance indicators
to measure the achievement of those objectives.

Finally, any AI system intended to interact with human be-
ings, risky or not, will be in obligation to inform the user that
he or she is interacting with an AI system (Article 52, Transpar-
ency obligations for certain AI systems [17]).

3. Virtual assistants for e-health
This section first presents NETA and GiDi, the virtual assistants
for e-health in public services created by Balidea, then the tools
used for their development and, finally, the ethical issues that
have arisen in the design and development of the VAs.

3.1. NETA and GiDi: VAs for e-health

NETA (2018-2020) is a virtual assistant for active aging. This
VA is integrated into a robot that speaks Galician and Spanish
and aims to help the older people to remain in their environ-
ment as long as possible preventing hospitalization, promoting
healthy lifestyle habits, supporting pharmacological and med-
ical treatments, monitoring and providing security. In this way,
the aim for the robot is to have a welfare task but also a social
one, providing companionship through AI, facilitating video
calls and encouraging active participation of the user in their
community.
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GiDi (2022-2024) is a project in collaboration with AXYN
Robotique1 for the creation of a virtual assistant for Screen-
ing Protocols at Home (SPH). GiDi will also help the older
people to stay at home as long as possible preventing hospit-
alizations, it will facilitate the management of primary care and
emergency services, avoiding saturations and always consider-
ing the social dimension of the patients. The project will be de-
veloped following an Ethics by Design approach, guaranteeing
at all times the autonomy of the people and the explainability
of the algorithms. The objective is to have experts in the field
of medicine for the creation of screening protocols, as well as
stakeholders involved in the project from the beginning. The
Multimedia Technologies Group of the University of Vigo2, the
IDIS (Instituto de Investigación Sanitaria de Santiago de Com-
postela) Foundation3 and important companies in the social and
public healthcare field are collaborating in this project.

3.2. Tools for the creation of Virtual Assistants

Rasa [25], a set of tools that are open source python libraries
for conversational software, is used for the development of the
text-based conversational solutions. Rasa integrates the latest
advances in NLP and AI such as the Transformers [26][27]
architectures. For the Speech to Text (STT) module, transfer
learning and fine tuning of the XLS-R models [28] is applied
using audios from Librispeech [29], from Common voice [30]
and audios from an own corpus in Galician and Spanish. Fi-
nally, for the Text to Speech (TTS) module, the open source
tool COTOVIA [31][32] is used, which supports Galician and
Spanish.

3.3. E-health ethical issues

With NETA’s experience and thanks to GiDi’s Ethics by Design
approach, the following issues have arisen, which are either not
addressed or the action to be taken is not clearly indicated in
the guidelines, assessments and regulatory proposals within the
European regulatory framework:

Explainable AI (XAI): In VAs, the logic for triggering a
particular action is not usually AI-based, however, speech re-
cognition and language understanding (AI-based) do indirectly
affect this action triggering. How do we explain the algorithm’s
decisions when the inference is the result of such a complex
process (or more complex than a particular prediction or clas-
sification process)? Is it necessary to explain the algorithm’s
decisions when these are not the rules that directly decide the
actions to be taken by the algorithm?

VAs humanization: The tendency to humanize bots as
much as possible seems clear: totally human voices, interac-
tions more and more naturals, simulation of human behaviour
and emotions, the inclusion of jokes or chit-chat conversations.
However, there can be risks if someone loses awareness that he
or she is talking to a virtual assistant, especially when the VA
is used in e-health for the older people, where the nature of the
bot is easily forgotten. Should we humanize the assistant even
though it is informed to be an AI system? How do we avoid
creating confusion?

Data governance: VAs for public health services will deal
with critical personal data (administration information, health
data or education data). Can be transferred not only the data, but
the conversations that deal with that data? Is it ethical to use ex-

1https://www.axyn.fr/
2http://gtm.uvigo.es/en/
3https://www.idisantiago.es/

ternal, non-auditable AI services (even if they are GDPR com-
pliant)? Should e-health algorithms have full data governance?

The type of language: Language must be fully inclusive
and accurate for e-health, but we must be aware that it will not
be possible to explain and clarify all terms or doubts. Should
we adapt it to be more understandable (less formal) or less tech-
nical? If it is going to speak to older people, should it have a
different kind of language? Should we differentiate it from that
of a human?

Training corpus design: The design and creation of the
training corpus (both voice and text) is an essential step if we
want to avoid ethical issues (biases, group exclusion, XAI). For
e-health: what involvement is necessary by medical profession-
als and by stakeholders to ensure a valid product? Should the
training corpus be published?

Name, voice and gender of the assistant: VAs tend to be
female, at least in their default versions. Although there may be
practical reasons for this (female voices seem to be more under-
standable and it’s a well-established phenomenon that the hu-
man brain is developed to like female voices [33][34]), there are
also gender stereotypes and assumed cultural biases [35][36].
How voice assistants may be designed to not perpetuate gender
bias while promoting user adoption?

Exclusion of groups: The solution must guarantee that
there will be no differences based on group, gender, religion,
abilities, age, etc. Such solutions are never designed by older
people: how do we ensure that we do not exclude them? How
do we consider diversity (in the broad sense of the word)?

Inappropriate language: For a VA to understand inappro-
priate language, they must be trained with it. Should the VA
understand insults or inappropriate language? Should it react to
this language? On the other hand, there are terms in decline4

with negative connotations but which are still used. Should we
include these terms in the training corpus?

Bias: In order to avoid biases (of any kind), it seems clear
that it will be necessary to follow very precise guidelines from
the beginning of the design, assuming that any type of data col-
lection will have the presence of bias. How do we test our al-
gorithms against bias in e-health? How do we involve medical
professionals and stakeholders?

Multilingualism and accents: In regions with more than
one official language, public services must be available in all
co-official languages. How is it guaranteed that one language
is not being imposed over another? Should the VA detect the
interlocutor’s language automatically? If so, should we limit
the number of language changes? In Galicia there is a wide
linguistic variety for the Galician language, with geographical,
social or situational differences. To avoid groups exclusion, it
will be necessary to consider this variety for the design of the
conversational assistant.

Stakeholders: When working for public health services,
collaboration between stakeholders and health professionals is
a must. Not just to get a good product, but to make sure that the
solution will never pose a risk to the user and is fully validated
by medical specialists. How do we involve them and ensure
collaboration? At what stages is their collaboration necessary?
How do we plan a dynamic process that ensures collaboration
throughout projects’ lifetime?

4For example, in Galician and Spanish, the word “minusválido”
(handicapped) is a term in decline and clearly rejected by groups due
to its pejorative connotation, however, it is still widely used.
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4. Discussion and recommendations
This section presents a discussion on how to adapt general eth-
ical standards to the specific case of VAs for e-health, and what
rules or guidelines are needed where European regulation is
scarce or non-existent.

4.1. Motivation

As discussed in section 2, following the European Commis-
sion’s proposed regulation, a VA will not be considered high-
risk as long as it does not conflict with any of the points in
Annex III [22]. Specifically, a VA for e-health such as NETA
or GiDi will not be considered high-risk, since their AI-based
algorithms do not directly make decisions that would be high-
risk. However, as discussed in section 3.3, these decisions can
have a serious indirect impact on the user if the speech recogni-
tion, the language understanding, or speech conversion results
are not good. This is why we believe it is necessary to adapt and
create more specific guidelines for their design, development,
implementation and use. On the other hand, as also pointed
out in section 3.3, some of the issues that arise when designing
this type of solutions do not seem to have a clear answer in the
guidelines and regulatory proposals, so we believe it is neces-
sary to create new recommendations or rules to address them.

These recommendations should balance between bringing
benefits to citizens, reducing the potential impact on their per-
son, community and environment, and encouraging responsible
use of AI-based technology by companies and public services.

4.2. Recommendations

Out of our experience, a set of recommendations are presented
below indicating the priority for their implementation:

Auditability: Essential requirement in order to comply
with any of the recommendations in this paper. If a system is
not auditable by a third party, there can be no guarantee that
it is complying with ethics by design. It is also recommended
that any e-health solution that may indirectly affect a user be
declared in a public register of e-health technologies (as well
as high-risk systems). This is in order to comply with the prin-
ciples of transparency, of reliability and accountability, and to
fight against possible rejections against AI.

Open-source corpus: Also as part of auditability, it is
highly recommended that the training corpus of AI models be
released, if not completely freely, at least as part of the registry
accessible by public services or citizens on request. In this way,
it contributes to the explainability of the AI and any public ser-
vice employee or citizen can check that there are no biases or
exclusion of groups.

Medical and stakeholder collaboration: For any AI-
based solution for e-health, there must be a channel for collabor-
ation between medical professionals and stakeholders to help in
the definition, modelling and testing. A minimum involvement
is essential to obtain a valid product.

Avoiding human confusion: The user must be aware at all
times that they are talking to an AI-based system. For this, in
addition to informing, it is recommended to avoid incorporating
human behaviours, emotions or jokes in the VA responses as
well as to detect possible confusions in order to act and insist
on their nature, especially when the system is designed to work
with older people.

Full data governance: A public service solution must al-
ways have full data governance when data includes personal in-
formation, health information or education information. In our

opinion, using services that do not guarantee this, is not an op-
tion (no matter how many benefits and quality they may offer).

Gender: Avoid gender role assumptions when selecting the
voices and the name of assistants (e.g., nurses or assistants with
female names and voices, doctors or security information with
male names and voices), and give the option to select the gender
of the voice. It is also recommended to include non-gendered
names and voices (if available).

Languages coexistence: It is recommended not to assume
the user’s language and to try to detect it as far as possible. In
case of doubt, or continuous changes, it is recommended to con-
firm the language to be used with the user. The corpus available
in both languages should be similar in terms of their charac-
teristics, always considering possible regional variations of the
language, forms of expression or accents.

Terms in decline and inappropriate language: It is re-
commended to include it in the corpus in order to at least detect
it and, if desired, act accordingly. In this way, the VA can have a
pedagogical role, informing about the accepted terms, notifying
in case of detection, or redirecting the conversation.

Other features of the virtual assistant: It is highly re-
commended to include functionalities for safely aborting and
for alerting medical professionals or relatives (more or less in-
trusive). It is also recommended to include explanations about
the real possibilities of the solution to get rid of preconceived
ideas and to fight against frustration.

Dynamic solutions: AI-based VAs are evolving products,
in need of improvements and adjustments, that benefit greatly
from real usage data. Collaboration between medical profes-
sionals, users and stakeholders needs to be extended and guar-
anteed throughout projects’ life, in order to monitor, detect eth-
ical issues and validate updates and new developments.

5. Conclusions
In this paper, we have proposed a set of recommendations for
the use of AI-based virtual assistants that extend or complement
those already existing in the European framework. To do so, we
have reviewed existing guidelines, assessments and regulatory
proposals for the use of AI in Europe, and we have reflected on
how to adapt these recommendations to deal with the issues that
have arisen in our experience of working with VAs for e-health.
Where guidelines or proposals do not provide a clear answer,
new guidelines have been proposed in line with existing ones.
This paper points out that existing guidelines need to be adapted
to specific applications and that new ethical issues are emerging
that need to be addressed. As future work, we plan to extend
the recommendations to high-risk VAs and VAs with AI-based
triggered actions.
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