
ACOUSTIC MODELLING USING
MODULAR/ENSEMBLE COMBINATIONS OF

HETEROGENEOUS NEURAL NETWORKS

Christos A. Antoniou and T. Jeff Reynolds

Department of Computer Science
University of Essex

Colchester, CO4 3SQ, UK
cantona@essex.ac.uk

ABSTRACT

We have been investigating for some time the use of
modular/ensemble neural networks to model phones, a
commonly chosen acoustic unit for speech. We have
demonstrated the advantage of using separately trained
MLPs to estimate each phone's probability, posterior on a
sequence of feature vectors representing the expression of
the phone over some window in time.  In this paper we show
how MLPs trained on different feature vectors, derived from
different pre-processing techniques, may be combined to
produce better estimates of phone posteriors and hence
lower word error rates. We also show how calculated
broad-class posterior probabilities may be used to provide
contextual information to train further nets. The combination
of these techniques results in significant improvements for
phone classification and word error rates on the TIMIT
corpus.

1  I N T R O D U C T I O N

Neural networks have been used in a number of speech
recognition systems [13][14]. In particular many systems
use an MLP to estimate posterior probabilities for acoustic
units such as phones.  These posteriors are converted into
scaled likelihoods for use with one-state-per-phone Hidden
Markov Models (HMMs). Input to the MLP is a sequence of
speech feature vectors centred on the current moment in time.
This allows the MLP to model the acoustic time stream with
the minimum of assumptions about the speech generation
process. Typically, a single monolithic MLP with thousands
of hidden nodes is used to simultaneously model all phones.
Minimising output error by several criteria will lead to the
MLP outputs yielding phone probabilities, posterior on the
input space. This is provided it has sufficient hidden nodes,
unlimited training data is available and training does not get
stuck in a local minimum. Three problems hamper this
approach:

1. Even when large amounts of training data are available,
satisfactory modelling will always be challenged by the
sparsity of data for some phones, in some regions of the
input space. This is because the data is scattered in a
highly non-uniform manner throughout the space. A
potential strength of an MLP classifier is its ability to
capture correlations in the high-dimensional space of

sequences of input features. Unfortunately as longer
sequences of input features are employed, the
dimension of the input space increases and the data
sparsity problem gets worse.

2. Best estimates of posterior probabilities are not
obtained by minimising error on a finite training set.
Instead, training is usually stopped early using a
minimum error criterion on a separate cross-validation
data set. The reasoning is that training must be
prevented from fitting too closely to a finite training set.
However, applying this procedure to a net with multiple
outputs is necessarily an awkward compromise. The
best stopping point for all outputs combined is not
necessarily ideal for any particular one. Work we
published in [2] supports this view as well as that in
[16].

3. A monolithic MLP is efficient in its use of network
parameters. However, such a network can be difficult
and time-consuming to train and impractical for
systems employing HMMs with many thousands of
states.

These observations have motivated work on decomposing
the acoustic modelling task. Hierarchical Mixtures of
Experts [10] and the ACID/HNN architecture [6] can be used
to decompose acoustic modelling in a data-driven fashion.
This has obvious merit and leads to encouraging results. The
decomposing algorithms for both these architectures depend
on a uniform feature extraction procedure for all acoustic
units.

Another approach is a modular decomposition guided by
existing acoustic units, such as phones. Phonemic neural
networks have some history [15] and there is some related
work in [1],[3] and [17]. We extend these approaches by
introducing a layer of separately trained combining nets.
Combining nets have been used by Hermansky and Sharma
[9], but to combine the outputs of monolithic MLPs.  A static
decomposition by phone or other acoustic units has a number
of advantages:

(1) We can match network resources and training to the
needs of each phone.

(2) Heterogeneous nets, trained on different feature vectors
can be combined. The feature vectors may be obtained
from different front-end pre-processing techniques or
by exploiting recent work on subband feature extraction
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[5], or other feature extraction methods directed at
particular classes of phone [7][11].

(3) Nets trained to other targets than phone posteriors may
be integrated into the same system, using ideas such as
developed in [12].

(4) We can estimate a phone probability posterior on a
much wider acoustic context than hitherto possible,
taking in the expression of the phones either side of the
target.

We have demonstrated the advantage of (1) in [2]. In this
paper we show how exploiting (2) and (4) can enable our
system to produce better phone classification results than
much more complicated context-dependent Gaussian
mixture systems.

A possible argument against modular decomposition by
phone is that it repeats the modelling of boundaries between
phones. This is true, and modular networks contain, in total,
a relatively large number of parameters. However, these
parameters are not extra degrees of freedom that might be
under-determined by the training data. They represent
merely the repetition of the same modelling. The extra time
taken to train redundant parameters is more than offset by
the fact that training modular nets may be distributed across
a large number of machines.  We literally use whole labs full
of PCs to do our training, and this proves an effective
experimental approach.

2  C O M B I N I N G  N E T W O R K S  T R A I N E D
O N  D I F F E R E N T  F R O N T - E N D S

Two very different methods of front-end pre-processing
have become common in speech recognition systems: Mel-
Frequency Cepstral Coefficients (MFCCs) and Perceptual
Linear-Predictive Coefficients (PLPs). The latter was
inspired by the older Linear-Prediction derived Cepstrum
(LPC). Using our architectural framework we can seek to
exploit any individual strengths of these three methods. For
each phone we train three different MLPs as primary
detectors, one for each front-end. Each primary detector
estimates the phone probability posterior on its particular
input space. We train a further MLP to combine the outputs
of the three detectors. This 'posterior net' has the task of
delivering a probability, understood now to be posterior on
the original observation.  Training of the posterior nets is
done to the same targets as the primary detectors, but with
them held fixed.

We use the TIMIT training set (3696 sentences) to train our
nets, while the test (1152 sentences) and core test (192
sentences) sets are used for cross-validation and evaluation
purposes respectively. For each front-end, log-energy along
with 15 coefficients from a 20ms window at a 10ms frame
rate are extracted. Additionally, we add delta information
computed over a window of 5 frames, to give a feature vector
containing 32 coefficients. For training the primary
detectors we use a sequence of 9 adjacent feature vectors,
centred on the current one. We assign 120 hidden nodes to
each primary detector MLP. This is adequate, as we reported
in [2].  We collapse the TIMIT 61 phone labels into 39,
following common practice [14].  This means 39 primary
detector nets are trained for each front-end.

We evaluate the performance of any set of nets using phone
classification and word error rates. Phone classification is
performed by allowing phone models to compete to label
each phone segment. To obtain word error rates the best
word string for each sentence is obtained from a Viterbi
beam search decoder. Either no grammar, a uni-gram or a
bi-gram are employed. The word error rate is delivered by a
standard dynamic string alignment procedure. The uni-gram
and bi-gram were estimated from the British National
Corpus, with a floor value to protect infrequent transitions
from becoming zero. A pronunciation model for the TIMIT
lexicon was created by the simple expedient of allowing all
plausible alternative pronunciations. Word error rates are
given in table 1, for sets of phone detectors used
independently, as well as combined in various ways using
posterior nets.

SYSTEM WORD ERROR RATE

No-gram   Uni-gram   Bi-gram
MFCC 38.2%      34.4%      28.9%
PLP 37.3%      33.2%      28.0%
LPC 39.8%      35.9%      29.7%
MFCC+LPC 37.0%      32.4%      28.0%
MFCC+PLP 36.2%      31.8%      27.7%
LPC+PLP 37.0%      32.6%      27.9%
MFCC+PLP+LPC 35.6%      30.9%      26.7%

Table 1: Comparison of word error rates for systems and
combinations

We can observe from table 1 the expected beneficial effect
on word error rates of using a grammar. All word error rates
in this paper, from now on, are obtained using a bi-gram.  It
is also clear from table 1 that all three front-end systems
have something to contribute, and the ensemble of all three
gives the best results. However, the improvements we obtain
might not be solely due to combining front-ends. It is also
well known that there is a gain to be had from simply
combining an ensemble of nets, even if the nets are trained
on the same input data [8]. To assess the gain from this
source we trained 4 sets of nets with different weight
initialisations, and combined them in the same way. Table 2
presents the results we obtained.

FRONT-END WORD ERROR

MFCC Random 1 28.9%
MFCC Random 2 29.1%
MFCC Random 3 28.6%
MFCC Random 4 28.7%

Posterior Combination 28.9%

Table 2: Combining nets trained with different random
weight initialisations.

The gain is modest, so we conclude that combining nets
trained on different front-ends provides the major benefit.



3  U S I N G  B R O A D - C L A S S  P O S T E R I O R S
A S  C O N T E X T U A L  I N F O R M A T I O N

It is well known that the expression of a phone is modified
by the context in which it is expressed.   Co-articulation may
be responsible for most of this variability. It follows that it
should be possible to estimate a phone posterior conditional
not just on the actual expression of the phone, but on its
observed acoustic context as well. Unfortunately extending
the field-of-view presented to a primary detector by simply
showing it more and more input frames of speech creates
practical problems. Another possible approach is to provide
a primary detector with a more concise indication of left and
right context, such as broad-class posterior probabilities.
One possible division of the 39 phones into broad classes is
the following:

Plosives (PL):  b d g p t k jh ch
Fricatives (FR): s sh z f th v dh h
Nasals (NA): m n ng
Semi-vowels (SV): l r er w y
Vowels (V): iy ih eh ae aa ah uh uw
Diphthongs (DP): ey aw ay oy ow
Closures (CL): sil dx

For any speech window of 9 frames we can calculate
posterior probabilities for each of these broad classes by
simply summing the posterior probabilities of their members.
To evaluate the quality of this information we can then treat
the broad-class posteriors in the same way as we do phone
posteriors. Table 3 shows the phone classification confusion
matrix which results for the 7024 phone segments in the core
test set.  There are 6884/7204 phone segments labelled
correctly i.e. 95.6%.

PL FR NA SV V DP CL

PL 872 1 0 0 3 1 1
FR 4 1030 4 0 2 0 5
NA 1 3 625 4 4 1 2
SV 0 5 2 951 13 11 3
VO 5 5 7 26 1716 7 0
DP 0 0 1 2 5 331 1
CL 0 3 2 3 2 1 1540

Table 3: Confusion matrix for broad-classes

These broad-class posteriors can be used to improve the
posterior estimate for each phone. This is because they can
be calculated not just for the current 9 frame context, but
also for as many adjacent contexts, either side of the current,
as we wish.  We trained sets of primary detectors with inputs
augmented with steadily increasing contexts of broad-class
posteriors. We combined the sets as before with posterior
nets and then used them to give us word error rates (using a
bi-gram) and phone classification rates. The results are
shown in table 4.

CONTEXT
USED

WORD ERROR
RATE

PHONE
CLASSIFICATION

5 frames 25.4% 82.8%
9 frames 25.0% 83.1%

15 frames 24.3% 83.5%
19 frames 23.8% 83.5%
23 frames 23.5% 83.7%
27 frames 23.3% 83.9%
31 frames 23.1% 84.0%

Table 4: Broad-class posteriors providing contextual
information.

We can see that the information on acoustic context provided
by the broad-class detectors produces better estimates of
phone posteriors, and hence lower word error rates.

4  C O N C L U S I O N

We have provided some illustration of how effective a
modular approach to acoustic modelling can be, even though
we have barely scratched the surface of what could be done.
Our results may also be interpreted more generally as
indicating that multi-class classification problems can
usefully be tackled in a modular style.  We have also shown
the utility of considering, and using, various pre-processing
methods for data to be presented to an MLP.

How good are our results, in absolute terms? We have no
direct way to compare our word recognition results on
TIMIT with others in the literature but we can compare our
phone classification results. Our final best figure of 84.0%
correct phone classification is better than the best we can
find, 83.5% for a context-dependent Gaussian mixture
system trained by a minimum classification error technique
[4].  This is a good result because HMM/NN hybrid methods
have historically compared well with standard context-
independent systems, but struggled for parity with context-
dependent systems.
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