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ABSTRACT

This paper describes an enhanced pruning technique

aimed at a further reduction of the active search space in

large vocabulary speech recognition, to speed-up decoding

while maintaining the accuracy. The method is based on

anticipating both the linguistic and acoustic contribution

of a phonetic arc, before expanding that arc in the search.

The decoder is based on a time-synchronous beam search

and a lexical tree. Cross-word HMMs and M-gram lan-

guage models are integrated in a single decoding pass. The

new algorithm has been evaluated for one-pass trigram de-

coding of Broadcast news. With respect to the baseline,

the search e�ort can be halved at almost no degradation.

When pruning more aggressively to get a speed-up of 10,

real-time decoding is achieved on Hub4 evaluation, how-

ever, with an increase of the base error rate by one third.

1. INTRODUCTION

This paper presents the integration of an enhanced look-

ahead pruning technique in a one-pass time-synchronous

decoder and its evaluation on large vocabulary speech

recognition tasks. The baseline decoder has been described

in [1]. This work aims at reducing the active search space

further by paying attention to the acoustic content of the

incoming signal, to get a signi�cant speed-up while main-

taining the accuracy as high as possible.

The principle of phoneme look-ahead (LA) is not new

and has already been applied to earlier versions of sim-

ilar decoders [2, 3]. It consists in estimating the likeli-

hood of producing a given phone in a short interval ahead

of the current time-index, to predict which phonetic arcs

are likely extensions of the active partial hypotheses. Un-

promising arcs are no longer expanded which reduces the

search space to be explored and leads to faster decoding.

The phonetic LA scores are usually computed with coarse

acoustic models as well as with simpli�ed time-alignments

[3, 4] such that the admissibility of this pruning cannot

be guaranteed. In practice, a tradeo� has to be found

between speed-up and accuracy.

The speci�c contributions of the present study are (1)

the combination of both the linguistic and phonemic LA

scores in one single anticipative pruning equation, (2) an

improved computation of the LA scores when the phoneme

realizations are shorter than the anticipative interval and

(3) a systematic evaluation on broadcasts news data.

The idea of cutting down the search complexity by

means of fast match techniques has been also considered in

the framework of other decoding algorithms with distinct

solutions. In the IBM stack decoder [5], a fast acoustic

match provides a short list of word candidates to extend

the most promising theory. Lexical constraints encoded

in a pre�x tree are used to carry out this fast selection.

In the BBN approach [6], the fast match component per-

forms a �rst decoding pass using some linguistic knowl-

edge as well, the results of which are exploited to prune

a second detailed pass based on whole-sentence likelihood

estimations. These examples show the wide range of time

intervals and knowledge sources that are involved in dif-

ferent applications of the fast match principle.

In the next sections, the baseline decoder is briey re-

viewed, making clear that the phonetic arc transitions are

the most convenient place to apply a fast acoustic match

working in conjunction with the linguistic LA scores. The

equations of this combined LA pruning are presented. The

phoneme look-ahead component is described and the cal-

culation of the fast phonemic match is explained. The LA

scores are no longer time-normalized over the anticipative

interval and may involve a subsequent phone to get a bet-

ter prediction of short phone utterances, i.e. shorter than

this interval.

This new pruning has been evaluated in the framework

of one-pass 64k trigram decoding. Experimental results

are presented for the North American Business (NAB)

corpus and the US broadcast news (Hub4) database. In

both cases, the e�ciency of the decoder is signi�cantly

increased, the search space being reduced by a factor of

more than two with very little degradation. More aggres-

sive pruning setups have been applied to the Hub4 system

for speeding up the �rst pass by a factor of 10, up to real-

time decoding, the base error rate being then increased by

about one third, from 21% to 28.3%.

2. BASELINE SEARCH OVERVIEW

The baseline search proceeds from left to right on a strict

time-synchronous mode and relies on a pre�x tree struc-

ture of the lexicon [1]. The search network to be explored

is dynamically expanded by re-entering the generic lexical

tree whenever a word-end hypothesis is generated and sur-
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vives pruning. Active hypotheses are made dependent on

their word history, the length of which is �xed by the order

of the language model (LM). The recombination step that

occurs at word ends is very e�ciently performed by asso-

ciating a hash index to each active LM state augmented

with the cross-word right phonetic context [1].

Linguistic look-ahead is part of the baseline decoder, a

technique that consists in factorizing the word probabili-

ties such that they can be applied incrementally at each

phone arc. In the present case, bigram probabilities are

spread on demand over the tree using the identity of the

immediate predecessor word and this leads to a very e�ec-

tive anticipative pruning that considers the linguistic con-

tribution of an arc before expanding it. The whole search

process is controlled by a double beam pruning technique

applied on the HMM states and also at word-end nodes,

after the exact LM scores have been included. Peaks in

terms of large number of active states or word-ends are

handled by histogram pruning to con�ne the search to a

maximum number of most promising hypotheses.

Given this architecture, most of the decoding e�ort is

spent in the �rst phonetic arc generations of the lexical

tree and, as shown by our experiments, the whole compu-

tational cost is roughly proportional to the average num-

ber of expanded arcs, everything being done \on demand".

Interacting with the phonetic arc transitions, as it was al-

ready done in [2], appears the most convenient choice to

integrate a fast acoustic match. However, working at the

phone level clearly limits the selection capabilities since

only short-range lexical or linguistic constraints can be

taken into account and the look-ahead time interval must

be kept relatively short, about 10 centi-seconds.

On the other hand, the computation of the acoustic log-

likelihood scores often represents an important fraction of

the overall decoding cost, especially with continuous mix-

ture HMMs. A number of known methods can be applied

to drastically reduce the complexity of mixture calcula-

tions [7]. Such techniques are integrated in the current

baseline system. Here we focus on cutting down the \pure"

search e�ort by combining the acoustic and linguistic ex-

pectations of a lexical tree arc to get more powerful prun-

ing possibilities.

3. COMBINED LINGUISTIC AND

ACOUSTIC LA PRUNING

Let \arc" denote any arc of the phonetic tree, \p arc" its

parent arc and �(arc) its phoneme label. Let W (arc) de-

�ne the set of words that can be reached from this phonetic

arc up to the tree leaves.

The overall probability of the best path up to time t and

HMM state s depends on the LM history and will be writ-

ten as Qh(t; s), where h = (u; v) in case of trigram de-

coding. The incremental contribution of a successor arc

to the cumulated probability of an active path can be de-

composed in an acoustic and linguistic part as following.

Given a look-ahead time interval of length �t, the proba-

bility estimation that phoneme � is produced by the acous-

tic vectors xt+1; :::; xt+�t
will be written as q̂(�; t;�t).

To de�ne the linguistic contribution of an arc, let's �rst

introduce

�v(arc) := max
w2W (arc)

p(wjv) ;

where p(wjv) is the bigram LM probability conditioned on

the predecessor word v. The incremental LM contribution

of an arc under bigram is then obtained with

ĝv(arc) =

�
�v(arc)

�v(p arc)

�

;

where  is the usual language model factor.

Using _s to denote the ending HMM state s of an arc, the

overall probability of the path extended from t to t + �t

with an arc whose phoneme label is �(arc) can be antici-

pated as

Q̂u;v(t+�t; _s(arc)) � Qu;v(t; _s(p arc)) � q̂(�; t;�t) � ĝv(arc)

De�ning fLA < 1 as the look-ahead pruning threshold, the

\successor" arc will not be further expanded if

Q̂u;v(t+�t; _s(arc)) < fLA �Q�
(t; �) � q̂�(� ; t;�t) ;

where Q
�(t; �) stands for the current best path score up

to t, q̂�(� ; t;�t) is the best phonemic match in the LA

interval, the best linguistic LA score being taken as unity.

Note that the acoustic LA scores q̂(�; t;�t) are only used

in this beam pruning equation as opposed to the linguistic

LA scores that are truly integrated in the scoring process

of the main search up to the word-endings.

4. PHONEME LOOK AHEAD

The phoneme LA scores q̂(�; t;�t) are computed from

coarse acoustic HMMs by running a second time-

synchronous Viterbi process, o�set by �t frames in the

future with respect to the \current" time index t.

4.1. Coarse Acoustic HMMs

To keep the additional cost of this LA stage as low

as possible, the acoustic models are chosen context-

independent with one state per phoneme. These models

can be either estimated in a separate training or directly

deduced from the detailed context-dependent models by

applying clustering on the mixture density components.

Using one-state HMMs o�ers the advantages that (1) the

number of density components can be reduced with respect

to the standard 3-states topology by eliminating the over-

lap that exists between distributions of neighboring states

and (2) the time-alignment computations are greatly sim-

pli�ed. Similar to [3], our results show that identical LA

performances are obtained with one state models made of

50% less densities compared to the 3-states models.

4.2. Computation of Phonemic Match

Basically, the phoneme LA scores are obtained by a

straightforward application of Viterbi algorithm on the

PDFs of the coarse acoustic HMMs in the time interval

[t+1; t+�t]. The length of the look-ahead interval (�t) is



an important parameter, however: if taken very short, the

selection capabilities are obviously limited while if taken

too long, the LA interval will be longer than the actual

phoneme utterances. In principle, the best results would

be expected by taking �t equal to the average phone dura-

tion, but this value strongly depends, among other factors,

on the phoneme category and the speaking style.

Even when using the average phone duration, a prob-

lem arises when a phoneme utterance is shorter than this

interval. In [3], the authors proceed by normalizing lin-

early over time the scores of the \short" alignments based

on their duration, to cope with the requirements of time-

synchronous beam pruning. In this study, another solution

has been considered that appears to be more accurate and

more robust with respect to the choice of �t. It consists in

looking for the best alignment of either one single phone or

a \short" realization of that phone followed by any second

phone, such that an acoustic match is always consistently

computed on the whole LA interval. This is actually what

occurs in the main detailed search, however, using context-

dependent models and applying the true lexical constraints

which are not taken into account in this fast match. In

practice, this solution is e�ciently achieved by exploiting

the ergodicity of one-state models. In this case, it simply

amounts to perform some \book-keeping" operations on

the partial LA scores that are stored in a ring bu�er.

5. EXPERIMENTAL RESULTS

This new pruning procedure has been tested in the

framework of one-pass 64k trigram decoding using speaker-

independent models without any kind of acoustic or lin-

guistic adaptation. All experiments have been made on

DEC stations running at 500 MHz using a general pur-

pose research software. The mixture log-likelihood calcu-

lations are sped up using density selection methods similar

to what is described in [7]. In addition, the 64-bits arith-

metic is exploited to compute either four or eight vector

components in parallel, this last case implying a slight loss

in the accuracy.

5.1. North American Business

This task concerns read speech dictation in quiet o�ce en-

vironment. One-pass decoding is performed on the joined

dev and eval 1994 sets with a 64k trigram achieving an

OOV rate of 0.64%. For the baseline system, the pruning

thresholds have been tightly adjusted to get the \nominal"

accuracy at the cheapest cost.

The inuence of the LA interval length �t has been

�rst investigated. Table 1 presents some typical results

obtained on the female portion of the test data (20 speak-

ers, 7770 spoken words). The �rst four lines relate to the

same pruning setup, the only varying parameter being �t

while the last line is obtained with a smaller value of the

fLA threshold. As expected, the search space reduction

measured from the average number of expanded arcs gets

larger when increasing the LA interval length up to 9 centi-

seconds. Looking at the error rates, it appears that the

best strategy is to prune somewhat more with a shorter

length of 6 instead of 9, leading to a relative degradation

by 3.7%. The overall decoding cost is more than halved as

indicated by the real-time factor (RTx) �gures.

�t Csec Av. # Arcs (ratio) RTx WER %

0 3409 (./1.0) 2.35 9.47%

3 2332 (./1.5) 1.63 9.55%

6 1695 (./2.0) 1.40 9.63%

9 1413 (./2.4) 1.21 9.90%

6' 1362 (./2.5) 1.15 9.82%

Table 1: Inuence of LA Interval Length �t

A second point concerns the e�ciency of the pruning rule

exploiting the anticipated phoneme matches. Phoneme

look-ahead is performed on 6 centi-second frames and the

acoustic scores are used for pruning either in \cascade"

after the linguistic LA scores, or in combination with, as

described by the last equations of section 3. As shown in

table 2, combining the acoustic and linguistic expectations

in a single beam pruning equation is the most robust strat-

egy, achieving the largest search reduction at the least er-

ror rate increase. This is due to the complementary nature

of the LM and acoustic contributions working in synergy.

LA Pruning #Arcs Rtx WER

Bigram LM only 3409 2.35 9.47%

Cascade LM, AC 2087 1.48 9.99%

Combined LM & AC 1695 1.40 9.63%

Table 2: Comparison of several LA pruning rules

To get more insight into the overall speed-up problem,

table 3 presents the breakdown of the decoding costs in

terms of search e�ort, log-likelihood computations and fast

acoustic match. The computations involved by the bigram

smearing process are included in the \Search" part while

the remaining costs for the trigram LM are quite small due

to a cache, between 2 and 3% of the whole CPU.

The �gures in table 3 have been computed on the male

portion of the test sets (20 speakers, 7803 spoken words)

for 3 di�erent pruning setups : a \safe" mode without sig-

ni�cant loss in accuracy, a fast mode with a relative loss of

5% and an \aggressive" pruning setup implying a degrada-

tion of 19%, from 10.5 to 12.5% error rate. The computing

resources are given in terms of CPU units.

mode CPU #Arcs Search Ac.Lik. FM

base 6180 3944 56.5% 41.5% 0.0%

safe 3955 2001 47.5% 48.5% 1.1%

fast 3020 1146 42.5% 54.0% 1.6%

aggr 1897 612 27.1% 67.5% 2.4%

Table 3: Breakdown of decoding cost in main parts

In the baseline decoder, the \pure" search costs are dom-

inant while in the other cases the acoustic likelihoods be-

come gradually the most intensive CPU part. In all cases,

the acoustic fast match represents an almost negligible

burden. Compared to the baseline, the search e�ort of

the \aggressive" mode is reduced by a factor of 7, from

3490 to 514 units.

Table 4 presents the evaluation results over the whole test

set for three di�erent pruning setups and shows the gain in



decoding e�ciency achieved by the combined LA pruning

method. Compared to the baseline, the error rate for real-

time decoding is improved by 1% absolute due to a better

focus of the explored search space.

THR Linguistic LA only Acoust. & Linguist. LA

#Arcs RTx WER #Arcs RTx WER

265 3500 3.1 10.0% 2100 1.9 10.0%

250 1600 1.7 10.9% 1100 1.3 10.6%

240 1100 1.1 12.1% 750 0.9 11.1%

Table 4: Evaluation on NAB : 40 speakers, 15573 words

5.2. US Broadcast News (Hub4)

The same algorithms have been evaluated on broadcast

news recordings, again in the context of a (�rst) one-pass

64k trigram decoding. The test data consists of the hand

partitioned Hub4 evaluation set of 1997 comprising about

3 hours with 32832 spoken words. Table 5 contains �g-

ures about the size of the search space that clearly show

the di�culty of this multi-style and multi-channel task as

opposed to read dictation using a single microphone.

LA-Pruning #Arcs Del-Ins-Sub WER % Rtx

2G-LM only 28395 4.52 2.16 14.37 21.05% 17.3

AC & 2G-LM 12353 4.56 2.17 14.40 21.12% 9.5

AC'& 2G-LM 5528 4.73 2.21 15.54 22.49% 3.3

Table 5: Combined Ac. & Ling. LA on Hub4 Eval'97

As shown in table 5, the combined acoustic and linguistic

LA pruning reduces the average number of expanded arcs

by a factor of 2.3 with little degradation in the accuracy

(0.4% relative). The overall decoding cost is reduced by a

factor of 1.8 due to the fact that the log-likelihood com-

putations are not reduced in the same proportion as the

search space. The last line of the table presents results

obtained with a tighter setup for the likelihood computa-

tions as well as with a more aggressive pruning, showing a

reduction of the search space and the real-time factor by

about 5, however, at the price of an error rate increased

by 6.9% relative, up to 22.5%.

These experiments are summarized in the two curves

shown below, which give the word error rate in terms of

the overall real-time factor for the baseline and the im-

proved decoder over a wide range of operating-conditions,

using the same set of acoustic models. The advantages of

combined look-ahead pruning are clear even though the

curve slope remains quite steep below two times real-time.

6. CONCLUSION

Although there is an obvious tradeo� between speed and

accuracy, the reduction of the search space appears quite

appreciable just by looking ahead of one phonetic arc and

less than one-tenth of a second of speech. Further improve-

ments are expected by replacing the context-independent

coarse models with left diphones as it has been done in

[5], to better model the across-phone coarticulation and to

capture some short-range lexical constraints.
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