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ABSTRACT

We propose and test a technique for speech enhancement based
on the computation of a harmonicity index, which is non
linearly related to the SNR. We assume this method is close to
"segregation" of speech and noise and it follows the aim of the
CASA approach. To carry out the performance evaluation, we
quantify the accuracy of reconstruction of the target speech
source. We vary factors including the size of the time-frequency
regions in which the enhancement process is applied and the use
of demodulation. We conclude that these factors have little
effect on reconstruction accuracy, but demodulation improves
the reconstruction and a process applied in 4 sub-bands with 128
ms time frame-duration is satisfactory. Then, using a
HMM/ANN model, we evaluate the recognition scores in
comparison with those obtained with unprocessed noisy speech,
J-RASTA-PLP pre-processing and training with a clean signal.
A gain of 3-4dB is observed in loud noise with GWN, and 3dB
with car noise, at WER=65%. We obtain the best gains after
training with clean processed speech, but a significant gain is
also obtained without such training.

1. INTRODUCTION

Humans are able to identify speech in loud noise, in a wide
range of noisy conditions (stationary or not), and can also
recognise speech mixtures produced by two speakers
simultaneously. Psycho-acoustical experiments succeeded in
characterising the "streaming effect" which is the perception of
separated sources as an organised set of isolated "auditory
objects". This motivates the CASA approach (Computational
Auditory Scene Analysis). In this field, a dominant hypothesis is
that this separation is the result of auditory processing of
complex sounds (i.e., not only speech) based on their primitive
characteristics: speech and background interference, possibly
another speech source, are isolated in order to recognise isolated
clean speech.

The conventional robust recognition approach, which is mainly
based on the pre-processing principle, has low recognition
performance in loud noise, in comparison with human
performance. This includes no processing step, nor any
representation of the primitive features grounding the
"streaming effect". So, one issue is to incorporate some of these
"auditory" processes in the recognition system. In this way, the
aim of a CASA front-end is to segregate the sources before
recognition and, moreover, before applying any pre-processing
other than a frequency decomposition of the signal. It uses
primitive information, which is not specific to the speech signal,
as part of a level of processing which is also not specific.

CASA techniques are based on representations of the signal and
extraction of primitive information, here the harmonicity cue. In
the present CASA front-end, an observable related to the SNR

(Signal Noise Ratio) is estimated in order to process the signal
before recognition. Note that the goal is not accurate SNR
estimation, but this approach aims to exploit the non linear
relationship existing between the SNR and an observable.

Here, this observable is a local quantification of harmonicity of
voiced speech in the time-frequency representation. In the
harmonic segments of speech, SNR estimation can be done in
the frequency domain [6] or using the auto-correlation [4].
Harmonicity is not fully speech specific, but it allows distinction
between speech and a large variety of noises, when these are a-
periodic signals. We successfully used this index in [2] in order
to distinguish and then to label regions of the time-frequency
representation where speech dominates. A specific characteristic
of our method of computation of this index is the demodulation
of the signal. In [1], the amplitude demodulation step was
required for segregating harmonic sources thanks to their
fundamental frequency difference. Here, we just try to improve
the reliability of the harmonicity index since this step is not
required. Thus, we will compare the two different computations
based on auto-correlation, with demodulation for proc1, and
without demodulation for proc2.

The "front-end" principle consists in feeding an enhanced (or
segregated) signal to the recogniser, which is a conventional
full-band ANN/HMM system. Using an early segregation
process allows a simplification of the model architecture: the
ASR (Automatic Speech Recognition) is fed sequentially with
segregated speech. By training, the recognition level can also be
adapted to the enhancement process, which produces distorted
speech. We will therefore test the adaptation method, which
consists in training the recogniser with clean processed speech.

2. MODEL DESIGN

We superimpose a parallel pathway on a "main speech
processing route" represented in classical ASR. In this
architecture, global robustness is provided by both pre-
processing and parallel processing of secondary features such as
harmonicity/voicing, or spatial localisation. The goal is to get a
cumulative gain thanks to complementary properties of different
sources of information. In our application, the ASR module
includes J-RASTA pre-processing, which is designed to be
specific to speech features and confers temporal adaptation [5].

This processing is performed in each TF region, which has a
fixed duration and bandwidth. We vary these two parameters in
order to optimise the enhancement process. Practically, after
reconstruction of the spectrogram, a waveform is re-synthesised
in order to feed the recognition module, which runs
independently. This signal can be heard, and the front-end could
be used for noise reduction in a context other than automatic
speech recognition.
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2.1. TF representation

We perform a FFT-based spectral analysis using a 8 kHz
sampling frequency. In order to divide the TF representation into
TF regions we vary the size, this is followed by the method of
filterbank decomposition proposed by Tessier et al. [8]. In the
temporal domain, each time-frame wave is multiplied by a
hanning window. To study the effect of duration, this has three
levels (512, 1024, 2048) bins. In the spectral domain, the
filterbank decomposition is based on the product of the Fourier
transform module by the transfer function of the i=1..nc channel
filters. We also vary the number of channels with 3 levels nc=(4,
8, 16). These filters are defined on a Bark scale, and we adopt
the definition proposed by [7]:

FBark =  13 atan(
0.76 FHz

1000
) + 3.5 atan(

FHz
2

75002 )

To define each filter Fi, we have chosen to warp a hanning
window defined on the Bark scale. This is centred on Fci, and to
derive Fci, we compute in Bark the interval separating two
filters Fint=(Fmax-Fmin)/nc, i.e., the width of the frequency
domain, divided by the number of filters. We have
Fci=Fmin+(i-0.5)*Fint. The nc-2 central hanning windows are
symmetric and they cover two intervals. The two extreme ones
have their half sides reduced to cover 0.5 interval. The case of
nc=4 filters is developed in Figure 1. The hanning windows
defined in the Bark scale are warped onto the FFT linear
frequency scale.
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Figure 1: Filterbank having 4 filters. With Fint=4.31 Bark, we
have Fci=[2.16, 6.47, 10.79, 15.10]Bark.

In each time frame of the spectrogram, the local spectrum is:

Xn, i (ω) = Fi(ω). Xn (ω)

2.2. Index and weighting factor estimation

The harmonicity index is locally estimated in each TF region
allowed by the filterbank decomposition, after auto-correlation.
For proc1, the signal is demodulated: after the decomposition,
the wave is re-synthesised, half-wave rectified and a trapezoidal
band-pass filter [0,90,350,1000]Hz is applied in the pitch
domain. For both proc1 and proc2, the harmonicity index is the
ratio R= R1/R0. R1 is the maximal value picked within an
observation window set in the pitch domain 1/[350,90] Hz. This

is normalised by R0, the zero time lag amplitude. This
harmonicity index is a measure of (periodic energy)/(total
energy), so this is related to the SNR for periodic signals [4]. To
use it as a weighting factor of the amplitude spectrum, the
positive square root is taken:

if (R1,i / R0, i ) > 0 then Ri = (R1,i / R0,i )

else Ri = 0

Wi(Ri) = Ri
0.5

  

 
  

 
 
 

  

The weight W varies between 0 and 1, and (1-W) is the weight
implicitly attributed to the background we forget. This estimate
allows, at each point in time, to give advantage to the frequency
channels where the harmonic signal dominates. The higher the
estimated SNR, the higher the weight attributed to a time-
frequency region. Then the global SNR is globally increased in
each time frame. A similar principle of Wiener filtering using
the localisation cue was proposed by ([3], [8]), and here, this is
transposed for the harmonicity cue. By varying the exponent, or
by taking another non linear function of R, the weighting can be
tuned in order to produce a more or less complete noise
suppression, and more or less enhancement, considering there is
a trade-off with distortion of the target signal. In the present
application, the distortion is minimised, but the output signal
remains noisy, so the pre-processing method included in the
speech recognition module is useful to remove this residual
noise.

2.3. Reconstruction

The weighting factor allows us to estimate the spectrum of the
clean source c from the spectrum of the noisy signal n. We
preserve the fine details of this spectrum. Again, the target
source is reconstructed according to an estimation, which is
done via a parallel representation. The output of this process is
applied locally on the mixture TF spectrogram in order to
estimate the local channel spectra:

ˆ X c ,i (ω) = Wi (Ri). X n,i (ω)

Then, the reconstructed spectrum is the sum of the local channel
spectra. For each time-frame of the spectrogram, we have:

ˆ X c (ω) = ˆ X c ,i(ω)
i =1

nc

∑

Hence, the FFT resolution is preserved and the filterbank
analysis only performs subband weighting. The re-synthesis of
the signal is easily carried out by inverse FFT.

3. MODEL EVALUATION

Two criteria are used to evaluate the performance of the model:
(1) at the signal level, the similarity between the output
spectrogram and the spectrogram of the clean signal, (2) at the
recognition level, the gain of recognition performance for the
enhanced signal (proc1 and proc2) in comparison with the
unprocessed signal (proc0).

3.1 Evaluation at the signal level

The clean signal c permits estimation of the accuracy of the
reconstruction obtained from the noisy signal n, using a
reference signal. We make a direct comparison at the signal level
between the reference and the product of enhancement, in the



spectral domain. Following [9], we define the Recognition
Accuracy (RA). This index results from the frame by frame
computation of a distance between the reference spectrum of the
clean signal c and the reconstructed spectrum, which is an
estimate of the clean signal. We complement this measure with
the SNR Improvement (SNRI). All spectra are pre-normalised:

2))(cX̂)(cX(

2
)(cX

 log 10 RA 
∫
Ω

−

∫
Ω=

ωω

ω

2))(cX̂)(cX(

2))(nX)(cX(

 log 10  SNRI
∫
Ω

−

∫
Ω

−

=
ωω

ωω

where Ω2π= 0,4000[ ]Hz

A statistic of RA and SNRI is established for all time-frames
(silence included) of the same 100 sentences of the test part of
Numbers95 (NB95), using a duration fixed at 1024 bins, close
to that of the recognition process (1000 bins). The effect of the
two factors (1) number of channels nc, and (2) length of the
processing window is analysed using additive stationary
Gaussian White Noise (GWN) at 0dB (Table 1). The nc factor
has a small negative effect for proc2 and the duration has a
small positive effect on both. We see proc1 is slightly better
than proc2, but there is no difference at 0dB for the main
condition of the study (nc=4,1024 bins).

nc/bins 512 1024 2048
4 6.1/6.0 6.4/6.3 6.5/6.4
8 6.1/5.8 6.5/6.2 6.7/6.4

16 6.0/5.3 6.3/5.6 6.5/5.8

Table 1: Average 0dB RA in dB for proc1/proc2, over all
frames of the 100 sentences of the test database. Row: variation
of the time-frame duration. Column: variation of the number of
channels (nc). The SNRI (not shown) is well correlated with the
RA.

Then, in the (nc=4, 1024 bins) condition, we vary the level of
the additive GWN from –18 to 21dB. The SNR is expressed in
dB RMS silence included relative to the clean signal c. Figure 2
shows that proc1 is better than proc2 for high SNR, above 0dB,
but not in loud noise. The SNRI has a maximum at about 6dB.
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Figure 2: Variation of RA and SNRI with the SNR (in dB
RMS, the noise is GWN). INF is the clean processed signal.

3.2 Recognition experiments

Recognition is implemented using the STRUT software package
from FPM lab. Mons, Belgium. The whole OGI Numbers95
database is a set of 15000 sentences produced by 1132 speakers
and transmitted by telephone, composed only of numbers. This
is sampled at 8kHz. A HMM is built for each of the 31 different
words, including probability of transition between the phonetic
states, to select the best word candidate within the limited
dictionary and correct it. We use a hybrid HMM/ANN, one state
HMM with duration modelling.

Three Multilayer Perceptrons (mlp0, mlp1, mlp2) were trained
on the same 3590 sentences of NB95 extracted from the train
part of the database. The mlpi i=0,1,2 were trained with the
respective proci data. These MLP are used to generate local
probabilities for HMMs. The fullband J-RASTA-PLP feature's
pre-processing was applied in all cases, with 10th-order LPC
analysis, 12 cepstral coefficients and energy. We extracted delta
and delta-delta of all previous parameters. This set of parameters
is taken for 9 successive frames of 25 ms shifted of 12.5 ms
(i.e., the input time frame duration is 125ms=1000 bins). The
MLP then have a total of 351 input units, 1476 hidden units,
and 27 outputs, one for each phoneme class.

We evaluate the performance of the enhancement methods by
comparison with the fullband mlp0 using the J-RASTA-PLP
only, fed with unprocessed signal proc0 (we note this
proc0>mlp0). The %WER (Word Error Rate) is established for
the same 100 sentences. The study of the nc and duration factors
was carried out with exactly the same proci data as in 3.1., and
the proci data feed their respective mlpi. We observe Table 1
and 2, that the RA is not very well correlated with the WER
when we vary these parameters. Now, in the nc=16 condition,
recognition is significantly degraded.

nc/bins 512 1024 2048
4 38/35 38/34 41/40
8 38/34 39/35 40/38

16 48/41 49/42 50/39

Table 2: Average %WER at 0dB for proc1>mlp1/proc2>mlp2,
for the 100 sentences of the test database. Column: variation of
the number of channels (nc). Row: variation of the time-frame
duration. WER of proc0>mlp0 = 47% at 0dB.

We also establish the relationship between the WER and the
global SNR using the same data as in 3.1. (using additive
GWN), in the (nc=4, 1024 bins) condition (Figure 3). Hence, the
RA is well (negatively) correlated with the WER, but we
observe that now, proc2>mlp2 is slightly better than
proc1>mlp1. We observe a significant improvement relative to
proc0>mlp0, but only for low SNR (in loud noise). This starts
between 3-6 dB. A gain is established in order to quantify in dB
the shift we observe with loud noise. We choose the WER=65%
point placed in the middle of the range [30-100]% where a shift
is observed.



−18 −12 −6 0 6 12 18 inf
0

10

20

30

40

50

60

70

80

90

100

GWN SNR (dB)

%
W

ER

Gain

proc0>mlp0
proc1>mlp1
proc2>mlp2

Figure 3: %WER response curve of the model with GWN in
comparison with the reference proc0>mlp0, and computation of
the gain |∆WER65|. %WER of proc0>mlp0 in clean (INF) is
7.3%.

A second simulation is carried out with Daimler-Benz stationary
car noise (closed windows, speed 80 km/h) in exactly the same
condition (Figure 4). The global characteristics are preserved
and proc1>mlp1 is close to proc2>mlp2. But the gain is lower
than for GWN and we observe a small degradation of
performance for proc1>mlp1 and proc2>mlp2 above 3dB. This
is probably due to the attenuation of unvoiced phonemes by the
processing. Surprisingly, this difference is not observed for
clean speech (labelled INF). Conversely, for the processed
signal, the WER does not reach 100% for very low SNR. This
can be attributed to the resistance of the vocalic core observed in
certain words, such as "oh".
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Figure 4: %WER Response curve of the model with car noise
in comparison with the reference proc0>mlp0.

Finally, we summarise in Table 3, the |∆WER65| gain we
observe after cross-feeding the mlpi with a proc1,2 signal. A
difference of 1 dB only is observed between proc1,2>mlp0 and
proc1,2>mlp1,2 which is attributed to the specific training. The
main effect of this training is to compensate for the attenuation
of unvoiced phonemes due to the processing.

GWN Car Noise
mlp0 3.0/3.0 1.9/1.9
mlp1 3.4/4.0 3.1/3.1
mlp2 3.2/3.7 3.0/3.0

Table 3: |∆WER65| of proc1/proc2 in dB, for GWN and car
noise. Reference points are taken from the proc0>mlp0 function
which is at -2.3dB (GWN) and -3.8dB (car noise) for
WER=65%.

4. CONCLUSION

This method of speech enhancement is a manner for re-
introducing voicing information in the recognition process. In
comparison with a J-RASTA pre-processing used alone, we
observe a significant improvement of recognition in loud
stationary noise after an enhancement of the signal applied in
four wide subbands only. The effect of this enhancement based
on a harmonicity index is to boost the vocalic segments of the
speech and the price to pay is a relative attenuation of the
unvoiced segments. Hence, this processing realises a
reinforcement of parts of speech, which are the most resistant to
loud noise. We show that the demodulation is optional with two
different noises as well as specific training. But this conclusion
cannot be generalised to other types of interference. Since the
index evaluation is local, we also expect a significant gain for
non stationary noise.
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