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ABSTRACT

If the acoustic models in an ASR system have been built using
standard pronunciations in the acoustic training database, dialect
speakers usually show in a test a lower ASR performance
compared to speakers of standard pronunciations. In this paper,
this degree of degradation is considered to be a measure for the
distance between dialect and standard pronunciation. We relate
this ASR-distance with a phonologically based distance between
dialect and standard pronunciation. It is concluded that
phonological and acoustically based distance measures are in line
with each other, but this conclusion is tentative due to the
degrees of uncertainty in all measurements. Simple lexical
modifications based on phonological knowledge to accommodate
with the dialectal pronunciations were only moderately
successful.

1. INTRODUCTION

Nowadays,  ASR systems perform with an accuracy of 85-95
percent word correct in a dictation task after a proper speaker
adaptation of the speaker independent acoustic models. This
performance level is feasible if a number of conditions is fulfilled,
such as good recording conditions, proper dictated speech
quality. Moreover, the test speaker should not deviate too much
from the standard pronunciation that was used to build the
speaker independent acoustic models. Without any acoustic
speaker adaptation, the ASR performance usually decreases
substantially in case of dialect speech (see e.g. Witt & Young,
1999; Fischer et al., 1998). A number of effects contributes to
this deterioration:

1. allophonic variations: these refer to phonetic changes
that remain small enough not to become phonological.
Both variations in vowel sounds (a common contributor
to dialect variation) and in consonant clusters lead to a
worse acoustic score during the ASR search, and thereby
to worse discrimination ability of the speaker-
independent (SI) acoustic models. Dialect studies for
many West European languages show that, within a
language region and for the same speaking style,
especially the vowels gradually change their acoustic
properties (such as timbre, length, mono/
diphthongization) geographically. One might speak of an
‘acoustic geographic gradient’ describing this gradual
vowel change. A large number of techniques (mostly
based on MLLR, and MAP) have been proposed to
adapt the SI acoustic models to these moderate phonetic

changes for a particular speaker or dialect (see e.g.
Fischer et al., 1998).

2. phonological (transcription) changes. Whenever the
acoustic changes cross phoneme boundaries, the acoustic
scores get generally even worse (not necessarily worse,
because most ASR systems do not aim at discrimination
between phonemes themselves.)  A number of
techniques has been described in the literature to ‘adapt’
the lexicon to the test speaker’s speech (e.g. Beringer et
al., 1998; Greutner et al. 1998, Cremelie et al., 1999,
Kessens et al., 1999, Schultz et al. 1998), most of them
based on a rule-based or data-based expansion of the
pronunciation dictionary followed by a constrained
recognition loop over the training set. In this paper, we
will deal with the simplest case, the phonological
changes within words. In e.g. Korean, Russian, Turkish,
where the phonotactic rules across morphemes are much
more elaborate than in English or French, dialectal
changes may also interact with these phonotactic rules.

3. dictionary and LM changes, i.e. use of other dialect
specific words or grammatical constructions. We won’t
deal with these effects in this paper.

In this paper, we will discuss a number of results for northern
Dutch as it is spoken in the Netherlands. Dutch itself includes
southern Dutch (Flemish), which is spoken in Belgium. Despite
the size of the region (approx. 250 by 400 km), very many
dialect variations exist. The traditional division divides Dutch
into the standard Dutch (spoken in the western part of the
Netherlands), Lower Saxon (north east and east mainly), Frisian
(in a northern region), Franconian (south and south east of the
Netherlands and part of Flanders), and Flemish (Flanders). This
division is rather crude; some dialectologists distinguish six main
groups rather than four.

Both along the north-south axis as along the east-west axis, the
differences between dialects are substantial. A prominent
difference between northern and southern dialects concerns the
voicing and place of articulation of the guttural fricative. The
western dialects underwent a diphthongization of high vowels
while the eastern dialects did not. Moreover, the eastern dialects
get close to the neighboring German dialects, showing /l/ in
opposition with western /u/ or /w/ (compare German ‘alt’
versus western Dutch ‘oud’ (Eng. ‘old’). In general, two
speakers from remote dialects do not easily understand each
other unless they both use the standard pronunciation.
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The organization of this paper is as follows. First, we discuss
the phonological distance as defined by Nerbonne and Heeringa
(1999) in their study of Dutch dialects. Next, a number of ASR
experiments will be described that give an ASR-distance between
a dialect and the standard pronunciation. We also investigate the
effect of a lexical repair on the basis of phonological knowledge
for the Limburg dialect. The final section contains the
conclusions.

PHONOLOGICAL DISTANCE

In a paper on computational comparison and classification of
dialects, Nerbonne and Heeringa (1999) used a method based on
the Levenshtein distance – a measure of string distance –
between narrow transcriptions, to define ‘phonological
distances’ between regions in the Netherlands and Flanders. The
Levenshtein distance between any two (narrow) transcriptions
is a measure for the edit-distance between strings and
comparable with the viterbi distance between the strings. Dialect
acoustic data have been collected for 20 (later 104) locations that
were geographically spread. For each location, speakers had to
read aloud a list of words and sentences, chosen such that all
words exist in all dialects. The utterances were transcribed using
a narrow phonetic transcription. The distance between dialects
is now defined as the average between-speaker distances, where
the between-speaker distance has been based on the average
Levenshtein distance between the corresponding transcriptions
of the utterances.

Although the authors indicate a number of possible
shortcomings of the model (such as: the distance matrix between
the atomic transcription symbols can be defined in more than
one way, the (in)consistency of the expert transcriptions –
especially when it comes to diacritics, the low number of
speakers), the results are in very good agreement with what
dialectologists consider to be a reasonable division of the Dutch
dialects into groups and subgroups (on the highest level: Frisian,
Lower Saxon, Franconian, and Flemish). Apart from the fact that
the authors found a significant correlation between phonological
distance and geographical distance, their results strongly support
the idea of gradually overlapping dialects. The division of the
dialect groups is not related to the state boundary between the
Netherlands and Belgium.

 From their study, two conclusions could be drawn:

1. There is a correlation of about 0.65 between the
‘Levenshtein’ distance between two dialects on the one
hand, and their geographical distance on the other hand.

2. A dendrogram of the ‘Levenshtein’ distance matrix
shows a clear picture of four main sub-trees,
corresponding with the classically known four main
dialect regions.

The phonological data suggest that the Limburg dialect is the
remotest of all dialects in the Netherlands from the standard.
This finding is supported by other studies by dialectologists.
Because of the quite remote position of ‘Limburgian’ to

standard Dutch, this region is taken as starting point for a
number of ASR experiments.

The Limburg dialects are a mix of sub-dialects. One of the
characteristics of ‘Limburgian’ is the use of ‘tone’ (in the
vowel), which is not used in other main dialects of Dutch. In
some subdialects, ‘tone’ is created by consistent differences in
length (e.g. in Weert). The use of tone is also related to
diphthongization. In southern Limburg dialects, a post vocal
fricative disappears with compensatory vowel duration. There
are a high number of umlaut vowels, vowels are nasalized more
frequently, and word final [k] tends to be a fricative.

In the next sections, we first describe the result of an ASR
recognition experiment in a number of specific choices for
training and test set. Next, we attempt to relate our outcome
with the phonological distance approach undertaken by
Nerbonne & Heeringa. Finally, we report on some additional
tests in which the lexicon has been modified in order to cope
with a few accent pronounciations, and we conclude with a
conclusion section.

ASR EXPERIMENTAL SETUP AND
RESULTS

Beside the phonological distance between dialects, ASR
provides a method to define a ‘distance’ between a dialect
region and its complement region. For a given acoustic model, a
given language model and a given pronunciation dictionary, the
difference between the ASR performance of an (average) dialect
test speaker and an (average) standard speaker can be considered
as a measure for the degree of deviation of the dialect speaker1.
In principle, one can think of the design shown in table 1.

Test speakers Region held out
acoustic model

Regionally
unbiased
acoustic model

From region A C

Outside region B D

Table 1. For an explanation see the text.

A, B, C and D denote ASR performance scores. The ‘region
held out’ model is an acoustic model based on the training data
excluding the speakers of that particular region. In general, A <=
B, A <= C, while B and D are comparable. Presently, we
consider the difference between A and B as a measure for the
distance between dialect and the pronunciation spoken in its
complement region. (The difference between C and D is related
to the difference between distances to the standard, rather than
to a distance itself). Following this scheme, one ‘regionally

                                                                

1 We assume here that the regionally unbiased acoustic models
reflect the standard pronunciations, which is evidently quite crude.



unbiased’ acoustic model has been trained on a balanced acoustic
training set, as well as 11 ‘held out’ models for each of the 11
provinces in the Netherlands (Groningen, Friesland, Drenthe,
Overijssel, Gelderland, Noord-Holland, Zuid-Holland, Utrecht,
Zeeland, Brabant, Limburg – the twelfth province Flevoland has
been discarded here). For the training database, 55 speakers were
recorded per region; the total data consisted of more than 60
hours of speech, and was equally distributed among the regions.
It has been attempted not to introduce a bias for age or social
status. The speakers were asked to read aloud sentences as if
they were dictating, in standard Dutch. Most pronunciations
bear a clear accent. The number of speakers in the training
database was balanced to allow a fair comparison between the
different models. Apart from this, all SI models have also been
adapted by using an ML-based/MAP based adaptation (cf.
Gales, 1996) scheme to enroll towards a dialect (DD, dialect
dependent), and towards the test speakers themselves (SD) (cf.
Witt et al., 1999).

This acoustic dataset was used to create models for the ASR
recognizer, allowing variable HMM-topology for each of the
5500 segments. The test set consisted of 4-8 speakers for each
of the 11 regions, without intentional bias for age or social status.
Recognition tests were set up according to table 2. For dialect
adaptation, speakers where chosen from the region outside the
test set. For speaker adaptation, 300 sentences per speaker were
used. For all these tests, the training and test lexicon were kept
the same. Also the language model used in the tests did not
change. To accommodate with the prominent difference between
the northern vs. southern pronunciation of the fricative /x/, the
training and test lexicon contained two

Training/acoustic
model

Test speaker
set

SI DD SD

Regionally

unbiased

All speakers

Outside Limb

Limburg

77

78

72

---

---

75

85-89

85-89

81

Limburg held out Outside Limb

Limburg

79

68

---

74

85-89

80

Limburg+Brabant

held out

Outside reg.

From region

79

70

---

75

86-88

82

Gelderland

held out

Outside reg.

From region

79

73

---

78

86-88

83

Zuid Holland

held out

Outside reg.

From region

78

74

---

78

85-88

83

Table 2. Set-up of region held out recognition tests. The first
column refers to the particular training. The second column
specifies the different test sets. The columns marked SI, DD,
and SD give word accuracies (%), without any adaptation, after
dialect adaptation and after speaker adaptation, respectively. All

accuracy figures are in percentages. The confidence interval is
about +/- 1.2 percent for the larger ‘outside region’ tests, and
+/- 2 % for the ‘inside region’ tests (at the 5 percent level).

variants for this fricative. The corresponding acoustic models
were bootstrapped by forcing the northern variant to be trained
on the northern acoustic tokens only. During subsequent
iterations of the training, the appropriate pronunciation variant
was chosen per word token by constrained recognition.

Comparing the SI outcome for the regionally unbiased acoustic
model, a serious degradation can be observed for Limburg
speakers, the difference being 6 percent compared to speakers
from outside Limburg (78 percent). If we held out the Limburg
training speakers, the Limburg test speakers drop another 4
percent (to 68 percent), while the non-Limburg speakers win 1
percent (to 79 percent). Comparing this difference (11 percent)
with the results for the held out Gelderland case, we see that the
difference between outside and inside the region is only 6
percent. Altogether, the SI and SD figures in the table show that
the inclusion of a region may be important for a good recognition
performance for speakers from that region. The more remote an
accent, the more relevant its inclusion in training. For Zuid
Holland, with its local accents closer to standard Dutch, the
difference further reduces to 4 percent. In general, the difference
between the ‘inside’ and ‘outside’ performance gets smaller by
speaker adaptation. The observations for the combined region
Limburg + Brabant is in line with the findings for Limburg.

A few observations are to be made here. First, the test is not
very strong due to the relatively broad confidence intervals for
the tests involving the regional speakers; tendencies, however,
are clear. Second, it is of interest to be able to relate these
observations with phonological observations. Third, a dialect
adaptation may already bring one third to one half of the
adaptation gain for a particular dialect speaker compared to full
speaker dependent adaptation2. And finally, it looks tempting to
consider the difference in ASR performance between ‘outside
speakers’ and ‘inside speakers’ for a ‘region held out’ trained
model as a measure for the ‘overall acoustic’ distance between
that region and its complementary region.

ASR AND PHONOLOGICAL DISTANCE

We have attempted to relate the distance matrix between 20
locations (as found by Nerbonne et al.) and the degradation of
ASR performance for each of the provinces. The procedure can
be described as follows. Based on the 20-by-20 distance matrix
that was based on the Levenshtein distance algorithm, a new
matrix has been evaluated by averaging the distances between all
locations in province A and province B, A and B ranging over all

                                                                

2 A speaker adaptation after a dialect adaptation (SI -> DD -> SD)
did not bring significant improvement over a direct speaker
adaptation (SI -> SD) alone. In most cases speakers don’t profit
from a prior adaptation to their dialect. Such a pre-dialect
adaptation makes sense only if the speaker’s dialect is
underrepresented in the training.



11 provinces considered. The distance between regions is just
defined as the average of the ‘Levenshtein’ distances between
locations in A and locations in B. Next, all 55 remaining
distances between the 11 provinces have been used to estimate
the 11 distances of the individual provinces to the average
location of all provinces, by applying a multidimensional scaling
(with linear stress). The resulting 11 distances are (up to a
scaling factor) presented in the second column (Ldist) of table 3.
The third column (Diff) is the difference between the
performance of the ‘held out’ acoustic SI model on ‘outside’
and ‘inside’ speakers. The fourth column (Sc) specifies these
scores for outside and inside speakers (separated by a dash).
(The speaker sets in the Levenshtein experiment and the ASR
experiment were independent.)  The correlation coefficient
between Ldist and Diff equals 0.70.

Province LDist Diff Sc

Groningen 3.5 5 77-72

Friesland 4.0 7 78-71

Drenthe 3.2 6 79-73

Overijssel 2.7 4 78-74

Gelderland 2.7 6 79-73

Utrecht 2.5 7 77-70

Noord Holland 2.5 7 81-74

Zuid Holland 2.9 4 78-74

Zeeland 3.3 6 77-71

Brabant 4.2 10 79-69

Limburg 4.6 11 79-68

Tabel 3. For a description see the text.

The match is far from perfect, and a good match could hardly be
expected. As already mentioned, the ASR tests are not very
powerful due to the large confidence intervals (2 percent per
test). The relation is quite weak for a number of regions,
especially Noord Holland and Utrecht. Given this fact, and the
fact that the method for defining the phonological distance has
certain degrees of freedom, the conclusion can only be tentative.
An effect working in the same direction in both acoustic and
phonological domain seems clear, however.

LEXICAL ADAPTATIONS

Based on a number of Limburg phonological phenomena
(fricative /x/, different vowel coloring, final /k/ sometimes turned
into fricative), the lexicon has been adapted to accommodate
these effects. The most positive effect on performance gave (1)
the introduction of the palatal /x/ besides the guttural
counterpart), and (2) the replacement of word final k by a graph

with /k/, /x/ and the null arc in parallel. The gain was 1 percent in
both cases for speaker independent models, which is
insignificant for this type of tests. A more rigid conclusion
would be possible with more test material; unfortunately
additional test material was not available during this study. (SD
is not tested.)

FINAL REMARKS AND CONCLUSION

In this study, we attempted to relate an ASR-based distance
measure between dialects with a phonologically inspired
distance. Although the test material does not allow rigid
conclusions, both distances are clearly related. By using
multidimensional scaling on the phonological distances and
‘region held out’ acoustic models to define the ASR-based
distance, the correlation between both distances equals 0.70. The
relation does not hold nicely for all regions; a high correlation
cannot be expected. Limburg is the most remote accent/dialect of
all 11 regions considered, according to both measures. In the case
of Limburg, two lexical modifications, inspired by phonological
phenomena in Limburg dialect, did not improve the ASR
performance significantly.
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