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ABSTRACT

The current generation of concatenative speech synthesis
systems rely on the selection of appropriate pre-recorded
speech units from a repository of sounds. This process,
commonly referred to as unit selection, is a critical step in the
production of natural sounding speech.  However the process
of unit selection is only as good as the labelling strategy used
and the quality and style of the recordings.  Simply stated, the
unit selection process cannot select that which isn't labelled
or recorded. These units once selected must be seamlessly
concatenated and prosodically modified to reflect the desired
rhythm and intonation.  Traditionally this has been viewed as
a signal-processing step.  The most popular algorithms are
based on (Pitch Synchronous Overlap Add) PSOLA or
Harmonic plus noise (HMN) models, each has its strengths
and weaknesses.  Some researchers are of the opinion that
signal processing should be kept to a minimum, as a result
they have concentrated on building systems with extremely
large databases of recorded speech.  Unit selection within
such systems has a vast amount of data from which to select
an appropriate unit.  As such, selected sounds tend to be close
to the desired phonemic and prosodic contexts, the result of
which is that little post selection signal processing is
required.  However such approaches have a number of
practical and commercial disadvantages.  Practically, large
databases are difficult to record, annotate and manage while a
large program footprint is commercially impractical for a
number of applications.
The Laureate Text to Speech system, originally developed at
BT Adastral Park, differs from the approaches discussed
above in that it does not use any acoustic properties of the
speech signal in the unit selection process.  Instead, it relies
solely on a rich phonological representation in the labels
associated with the speech data.  However, such an approach
does not take into account limitations in the post unit
selection signal processing.  The method described in this
paper extends the basic Laureate philosophy to include
sensitivity to the method of signal processing used within the
system.  In this technique, a systematic approach to the
addition of speech data is adopted, which enables the
developer to trade off quality against computational load and
storage.  The paper describes how multiple copies of the
repository of speech data used in the unit selection process,
recorded at different fundamental frequencies, may be used
within the selection process, and how these multiple
recordings are used to automatically control the degree of
signal processing applied to the selected units.

1. INTRODUCTION

Today’s TTS systems are capable of producing natural
sounding speech, but at the cost of flexibility.  Such systems
are unable to model different speaking styles and naturalness
has only been achieved through encoding linguistic
information rather than any significant ability to produce
generative models [6].  This inflexibility is further
exaggerated due to the way unit selection within
concatenative systems work, mixing as they do, different
aspects of speech production within one selection process.
This paper will describe an approach, which attempts to
provide a systematic method of selection, which
differentiates these different aspects of speech production.

To further emphasis this point consider figure 1.   In this
picture the speech signal has been decomposed into three
orthogonal properties; those associated with phonological
models, intonation models and speaking style models.  While
this is clearly an over simplification, it clarifies some of the
basic issues.  Figure 1 suggests that researchers working on
unit selection must consider three different, weakly
interacting, criteria. In the context of this paper, weakly
interacting simply means that the theories used to describe
each of these properties has little to say about the others.  In
other words, three separate models are needed to fully
describe the speech signal.   In this situation, the aim of unit
selection is to accommodate these different models within
one process, and that this process must attempt to maximize
the similarity of the selected unit to the target input stream in
all three dimensions.  Further more, unless a new approach is
used which unifies these three models, the selection process
should not tie the selection based on one model with that of
the other two.  For example, selection based on phonological
similarity should not be tied to that of intonation or speaking
style.  Each should be viewed as a separate step in the
selection process.
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Figure 1.
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As already stated, the current generation of signal processing
algorithms are unable to manipulate the speech signal without
introducing audible degradation.  The greater the
modification the greater the degradation.  This problem is
particularly acute for comparatively simple time domain
algorithms such as PSOLA, where large f0 movements cause
significant degradation in the processed speech signal.  As a
result, there is a trend to include fundamental frequency as
part of the selection process. This trend has resulted in the
speech databases ballooning in size.  The question addressed
in this paper is how best to include pitch as a unit selection
feature while minimizing the amount of extra speech needed
to be recorded.  Figure 1 suggested that the method of
selecting units based on phonological context should be
viewed as a separate process to the method of selection based
on intonation.  From this it follows that all the data needed to
specify context must be available at every frequency of
interest.   In other words, for every frequency value
represented in the selection process, there should exist a
complete set of context data at that frequency.  Stated in this
way, it is easy to understand why speech databases are
growing so large.

2. MULTI-PITCH CONTEXT TREES

Concatenative speech synthesis systems generate speech
from a unit inventory of sounds. The phoneme has proved the
most popular symbolic representation of sound in these
systems, but simply storing one sample phone for each
phoneme is not sufficient for good quality synthesis.
Coarticulation is one reason why this is so and has been the
major factor affecting the choice of units for concatenation.
The unit of the synthesis inventory is not standardized, since
the common models all suffer from coarticulatory effects.
Two of the most popular units are the diphone, and the
demisyllable. In adopting the demisyllable model, it is
assumed that coarticulation is minimized at syllable
boundaries, and that only simple concatenation rules are
necessary. However, the assumption is only partly valid, as
heavy coarticulation effects have been shown at syllable
boundaries [1].

The diphone model also has its own assumptions. If we
define a phone as consisting of an onset component, a steady
state middle component and an offset component, the
assumption is that we can capture the effects of coarticulation
within the transitory phase between one (steady state middle
component) phone and another. However, as coarticulation is
largely planned [2], coarticulation effects may take place
over several phones, rendering the diphone model only
partially valid.

One approach is to minimize these influences through the use
of contextually larger N-phone units (see Figure 2) as the
inventory standard, with the assumption that coarticulatory
effects can be captured. A second complimentary approach is
the use of a mixed unit inventory (e.g. 5-phones, triphones,
diphones etc).   The Laureate TTS system uses such an
approach.  A detailed description of the system may be found
in [3,4,5].
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Figure 2. Underlying model of N-Phone Units

When building an N-phone unit inventory of sounds Laureate
uses a fixed window of N units. The value of N is flexible
and can be defined off-line. Consider a stream of phonemes
in a recorded speech sample:

   # A B C D E F G H I J K L #

With a value of N=5 each individual phoneme is coded up as
shown below, with the window moving sequentially across
the input stream (underlining indicates the window, bold the
phoneme being coded)

# A B C D E F G H I J K L #
# A B C D E F G H I J K L #
# A B C D E F G H I J K L #
# A B C D E F G H I J K L #

This coding process defines the phoneme in context.  For the
phoneme “C” for example, the primary coarticulatory effects
on the surrounding B and D phonemes, and secondary
coarticulatory effects on A and E are captured.  If this process
is repeated across a large sample of speech, an inventory of
phonemes in context can be collected.  In reality, the process
of creating such an inventory of sounds in context does not
use phoneme symbols, but a vector of information [3,4].
This vector is constructed for each phoneme observed in the
input window, and is composed of a set of ordered phonetic
features which uniquely identify that sound, and in addition,
a set of phonological features which describe the syllabic
environment of the phoneme and any additional stylistic
information.  When building a context tree, it is these vectors
which are compared.  A new context is only stored in the tree
when both the primary and secondary coarticulatory effects
are unique.  This process is shown in figures 3.



Figure 3.  The context tree.

The base of the tree is simply a set of indexes which
represent the centre phoneme of a window.  Each node
below these Depth 0 nodes contain information on the first
order coarticulartory environment (Depth 1).  However it is at
the deepest level Depth 2 where most of the information is
stored (Table 1).  This level contains all the information on
the phones in a given N-phone context. In addition it contains
an index to all the information necessary to extract the
associated segment of speech data from the inventory of
speech sounds.   This data is termed the leaf data, and stored
in a structured array.  In the standard Laureate system, no
pitch or duration information is explicitly stored within the
Depth 2 nodes.  Duration information is adequately described
within the phonetic and phonological features.  That is,
information which controls the duration of a phone is already
captured with the existing features and as such the duration of
segments drawn from the database will have approximately
the correct value.  Pitch information, as discussed above,
should not, at this stage, effect the choice of unit and as such
was not recorded within the original tree structure.  However,
in a multi-pitch system, pitch information is required.  It is
not used as part of the unit phonological selection process,
but it is needed during the selection of units for
concatenation.

Depth 2 information Description
Window feature vectors The phonetic and phonological

information used to describe
each phoneme in the N-phone
window.

Leaf data pointers Pointers to the speech data for
the preceding and following
windows.

Context pointers Pointers to all the Depth 2
information for each phoneme.

Table 1.

During construction of the multi-pitch context tree, extra
information is recorded.  As before, a window of size N is
created, and a feature vector constructed for each phoneme
within that window.  However in addition to this information,
the average pitch of each voiced segment is also calculated

and recorded.  The context tree is then searched and modified
as follows.  If a unique phonological context has been found,
then a new Depth 2 node will be constructed to capture that
environment.  This node contains all the information
contained in table 1, and extra information on the average
pitch of the centre phoneme within that window.
Alternatively, if the input window contains an N-phone
context which has already been recorded, then a further test is
conducted to determine if the average pitch of the central
segment is the same as the existing context.  If it is then the
new N-phone context is discarded.  If not, a new leaf data
structure is created, and the index to this data stored within
the existing Depth 2 node.
The resolution of the pitch maintained by the context tree is
controlled by the way in which the data is stored.  The
modified Depth 2 node does not store pitch values, but for
efficiency only stores pointers to the different leaf nodes.
These pointers are stored in an array, the dimensions of
which are used to control the resolution of the differentiated
pitch interval.  Currently this pitch index array is of
dimension 10, which for a pitch range of 500Hz provides a
resolution of 50Hz.  Clearly the resolution can be both
increased and decreased by simply altering the size of the
pitch array.  However, increasing the size of the array will
result in an associated increase in the number of leaf nodes,
which in turn will affect the overall data foot print of the TTS
system.  The resolution of the pitch index array, should
reflect the capabilities of the signal-processing component,
providing a level of granularity which is just greater than the
effective performance range of the prosody modification
algorithm.

3. SELECTION AND CONCATENATION

During synthesis, the process of unit selection searches the
context tree for candidate units.  The selection process is
based purely on phonetic and phonological criteria with out
reference to the array of possible candidate pitch values.
This process is as follows. If we have a phoneme search
string A B C, and we are extracting B phonemes. In our
database we might have two close samples A B C and A B C,
but A and A have a good match (left bias in the A B search
context) and C and C have a good match (right bias context
in the B C search context). We extract the best left-, right-
and no- bias contexts for all search phonemes, at all levels in
the tree (i.e. we extend the contexts to one and two
phonemes, and beyond as appropriate).
This effectively gives us a matrix of possible units for
concatenation. For each window, each bias condition is
examined and a possible unit generated if:

1) left bias – a left context unit is generated if the nearest
neighbour left context score equals or exceeds a
minimum threshold, that is, an < X C _ > unit is
generated (where _ is a NULL/Don’t care component)

2) right bias – a right context unit is generated if the
nearest neighbour right context score equals or exceeds
a minimum threshold, that is, an < _ C X > unit is
generated

3) no bias – a full context unit is generated if the no bias
score equals or exceeds a minimum threshold for both
contexts, i.e. a < X C Y > unit is generated, or a
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degenerate context is created if a no-bias score equals
the threshold < _ C _ >

If such a matrix is defined as in Figure 3, then for a phoneme
string < # A B C B A # > a complete path could be < # A B >
< _C _ > < B A  > < A # >.

#A #AB ABC BCB CBA BA# A#
Left
Di-
phone

O O O O O O

Right
Di-
phone

O O O O O

phone
me

O O O O

Tripho
ne

O O O

Table 2.

Dynamic programming is used to determine the best path
through the matrix. Costs are introduced based on the nature
of the units, and the required joining method.

1. A weight is applied which indicates how well the
selected context matched the desired “target” context.

2. If units are small, then they are penalized. Paths such as
< _ C _ > will therefore be heavily penalized

3. Units are joined using overlapping, or soft
concatenation, when the right context element of the
first unit is the same as the left context element of the
second unit, e.g. be < # A B C > < C B >. Units are
abutted or hard concatenated, when the right context
element of the first unit is not the same as the left
context unit of the second, e.g. < _ C B > < _ C _ >, and
< _ C _ > < A # _ >. The cost of hard concatenation is
greater than for soft concatenation.

The path which minimizes the overall concatenation costs is
the one selected for concatenation. This sequence of units
contains multi-pitch alternatives.

Once the system has selected a set of units for concatenation,
these are passed to the realisation component.  In addition to
joining the selected units, this component translates the
symbolic prosodic information stored in Laureate’s linguistic
object into parametric information (e.g. the f0 contour) and
performs the required prosody modification.  Within the
multi-pitch system more than one instance of a given unit
may exist depending on the prosodic richness of the
underlying speech database.

When units are joined, the unit instance which most closely
matches the desired f0 contour is selected.  Time / frequency
modification is still performed, but the degree of signal
modification will be greatly reduced.
Figure 4. shows the distribution of fundamental frequency
within a single-pitch Laureate speech database.  In such a
system the requirement was to produced speech within a
narrow range, within the performance profile of the signal
processing.  In the multi-pitch system, the speaker is asked to

Figure 4.

reproduce the database at different f0 frequencies.  The aim
being to systematically cover the complete F0 range.
Multiple instances of the database are produced recorded at
different frequencies. Consider for example that a system,
which uses a simple time/frequency modification algorithm
wishes to improve the voice quality over the fundamental
frequency range 50Hz to 300Hz.  Given that such algorithms
work acceptably well with frequency modifications in the
range of an octave, then a minimum of two databases would
need to be recorded, one at 100Hz and one at 200Hz. As a
result the overall speech database would double in size.
However, the degree of increase can be calculated in advance
and sensible decisions can be made based on a trade-off
between voice quality and the size of the data foot print.
Clearly such a systematic approach is a significant advantage
to developers attempting to match existing technology to the
technical demands of a wide range of different applications.

4. REFERENCES

1. Portele, T., Höfer, F., Hess, W.,  A mixed inventory
structure for German concatenative speech
synthesis.  Proceedings of the 2nd ESCA-Workshop on
Speech Synthesis, New York, 104-107, 1994.

2. Whalen, D.H. Coarticulation is largely planned,
Journal of Phonetics, 18, pp. 3-35, 1990.

3. Breen, A. P., Jackson, P., A phonologically motivated
method of unit selection, Proc. ICSLP 98, 1998.

4. Breen, A. P., Jackson, P., Non-uniform unit selection
and the similarity metric within BT's Laureate TTS
system, Proc. Third International Workshop on Speech
Synthesis, ESCA, November, 1998.

5. Breen, A. P., Jackson, P, Issues in the Design of an
Advanced unit Selection Method for Natural
Sounding Concatenative Synthesis, Proc. 13th

International Meeting of the Acoustical Society of
America, Berlin, 1999.

6. Conkie, A., Robust unit selection system for speech
synthesis, Proc. 13th International Meeting of the
Acoustical Society of America, Berlin, 1999.

0

50

100

150

200

250

1 17 33 49 65 81 97 11
3

12
9

14
5

16
1

17
7

19
3

20
9

22
5

24
1

25
7

27
3

28
9

Freq. ( Hz )

N
o

. o
f 

O
cc

u
rr

en
ce

s


