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ABSTRACT

We present a novel approach to automatically learn and
synthesize head gestures using prosodic features extracted from
acoustic speech signals. A minimum entropy hidden Markov
model is employed to learn the 3-D head-motion of a speaker.
The result is a generative model that is compact and highly
predictive. The model is further exploited to synchronize the
head-motion with a set of continuous prosodic observations and
gather the correspondence between the two by sharing its state
machine. In synthesis, the prosodic features are used as the
cue signal to drive the generative model so that 3-D head
gestures can be inferred.

A tracking algorithm based on the Bézier volume deformation
model is implemented to track the head-motion. To evaluate
the performance of the proposed system, we compare the true
head-motion with the prosody-inferred motion. The prosody
to head-motion mapping acquired through learning is
subsequently applied to animate a talking head. Very
convincing head-gestures are produced when novel prosodic
cues of the same speaker are presented.

1. INTRODUCTION

A realistic computer-generated talking head can play an
important role in a natural human-computer interface. To be
able to synthesis lifelike facial and head gestures is critical to
the success of such interfaces. While facial movements,
especially the lip-syncing problem attracted much research
interest and effort in recent years [1-6], less attention has been
paid to the analysis and synthesis of the head-motion.

It is observed that considerable mutual information is present
between the acoustic speech signal and the head and facial
gestures. The task of relating acoustic information to
head-motion shares many similarities with the lip-syncing
problem, which involves generating appropriate lip movements
given acoustic speech. In both problems, the underlying goal
is to find a mapping between two coinciding temporal signals of
different modalities. Most lip-syncing systems realize this
mapping in the symbolic level. In such systems, the acoustic
speech is first transcribed into an intermediate phoneme or
viseme representation through speech recognition. The
resulting phoneme or viseme strings are then directly mapped to
a set of predefined mouth-shapes. This approach is effective
for the lip-syncing problem because the lip movements and the
corresponding acoustic speech are tightly coupled processes.
In fact, they are two parallel manifests of the same speech
production process; the underlying phoneme representation is

the nexus connecting them. However, it is not feasible to take
the symbolic approach to carry out speech to head-motion
mapping. Because unlike in the lip-syncing problem, the
coupling between the head-motion and acoustic speech is loose.
In addition, no plausible intermediate symbolic representations
are known to establish a straightforward correspondence
between the two.

Recent studies have shown that there is a consistent correlation
between the head-motion and prosody [3]. Indeed, the
mapping between the two domains is in essence many-to-many
and thus defeats rule-based or deterministic approaches. In
this work, we aim to identify a probabilistic framework that is
able to learn the correspondence between 3-D head-motion and
the basic acoustic features of prosody, and use the prosodic cues
to infer head-motion when new acoustic data are presented.

The fundamental frequency (F0) and energy are the fundamental
acoustic features of many prosodic events [8] and hence are
chosen as the prosodic cues in this work. It is more desirable
to use these prosodic-related acoustic features rather than using
the prosodic tokens explicitly as the cue signal, because the
latter introduce discontinuity, and therefore could obliterate
subtle motions and obstruct dynamics in the synthesized
gestures.

The recently proposed minimum entropy hidden Markov model
[7,8] is an extension to the familiar hidden Markov model
(HMM) framework. It expands the HMM’s ability of
discovering structures in the data generating source.
Comparing with conventionally trained HMMs, the minimum
entropy models are more structured and less ambiguous. For
this reason, they can be more confidently used as generative
models. The framework has found success in a number of
applications, including a novel approach to the lip-syncing
problem reported in [6]. In this experiment, we take advantage
of both the structure discovery capability and the generative
power of the minimum entropy HMM, and apply it to the
learning and synthesis of head gestures.

This paper is organized as follows. In the next section, we
introduce the minimum entropy HMM and briefly summarize
the learning algorithm. The voice to head-motion mapping
scheme is explained in section 3, followed by a discussion on
the visual tracking algorithm in section 4. We present the
experimental results in section 5 and conclude the work in
section 6.

2. MINIMUM ENTROPY HMM

The hidden Markov model (HMM) is a powerful probabilistic
framework and is widely used in speech and gesture recognition.
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In these applications, the models are usually trained through
supervised learning. Generally, it is the user’s obligation to
explicitly specify the structure of the state machine in terms of
the number of hidden states and the allowed transitions among
them. Although its ability to discover structures in a
generating process is rather limited, given a sequence of
observations, the HMM can also be applied to model the source
via unsupervised learning. For the purpose of learning and
synthesis of 3-D head gestures, we seek a probabilistic model
that can reflect the generating mechanism of the head-motion;
and wish to use the model to generate new motion sequence.
The conventional HMMs are not adequate for the task.

The entropy minimization algorithm [8] significantly enhances
the structure learning capability of the HMM framework by
introducing an entropic prior that favors unambiguous models
and solving for the maximum a posteriori (MAP) estimator.
The following is a brief review of its formulation.

2.1. Entropic Prior

Given a observation set X={x1, x2,… xN}, a model parameterized
by θ={θ1, θ2, θ3, …}, the Bayesian decision theory states that
the optimal model that maximizes the posterior is given by
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where the likelihood function )|( θXp measures accuracy in
modeling the data and )(θP encodes the prior probability of a
hypothesis θ. In conventional HMM learning, the structure of
the model is predefined, and the prior term is assumed to be
uniform, thus leaving only the likelihood function to be
maximized. In entropic learning, the prior is derived from the
entropy of θ. In particular, a minimum entropy prior can be
defined as
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where )(θH is an entropy measure assessed on the model’s
parameters. Entropy is a measure of uncertainty; therefore,
the entropic prior )(⋅P can be viewed as a bias for compact
models having less ambiguity and more structure.

2.2. Entropy Minimization in HMM

An HMM is composed of a set of state transition probabilities
and the output probability densities associated with the states.
If we represent the continuous observation density of each state
by a mixture of M Gaussians, then the likelihood function is
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where s(t) denotes the state at time t in a specific state sequence
s. P(j|i) is the transition probability from state i to state j.
N(⋅) is a multivariate Gaussian with mean vector µ and

covariance matrix Σ. The mixture weights cj,m are nonnegative
and add up to one. One possible choice of the entropy
measure is the sum of the entropies of model’s component
distributions. This allows us to decompose the MAP problem
and consider the entropic prior for each parameter in the HMM
separately.

For the table of transition probabilities, the entropy is of the
form
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and the corresponding entropic prior is
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Given a vector of ωωωω, the minimum entropy MAP estimation of θ
can be carried out iteratively using the following two equations,
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where W is the Lambert W function.

For the multivariate Gaussian with mean µ and covariance
matrix Σ, the entropy is

2
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The entropic prior is
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Given N samples from the random variable X, the minimum
entropy MAP estimator is
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The entropy minimization algorithm can be directly embedded
into the EM method by replacing the normalization step in the
re-estimation formulas with the minimum entropy MAP
estimators. In training, these estimators gradually extinguish
weakly supported parameters in the model. As a result, a
compact and highly structured model can be carved out from a
fully connected HMM with a large number of states. The
resulting model carries significant context about the structure in
the training data, thus can better reflect the mechanism of the
generating process.

In this experiment, we use a minimum entropy HMM to model
the 3-D head-motion of a speaker and subsequently use the
model to generate new motion sequence. This is viable
because of the deterministic nature of the low perplexity model.



3. VOICE TO HEAD-MOTION MAPPING

Head gestures accompanying the vocal speech regularly carry
linguistic information, and are an integral part of the speech
production process. It is observed that the head-motion of a
speaker is often synchronized with the tonal and stress changes
in the voiced speech. Moreover, for a given speaker, the
correspondence between the head-motion and the prosodic
changes usually follows a consistent pattern. A recent study
has shown quantitative evidences of these observations [3].

The above observations lead to two implications that are
essential to our system. First, the fundamental frequency
contour F0(t) and the energy contour E(t) and their time
derivatives are chosen as the cue signal. Second, we assume
that the cue signal and the head-motion evolve synchronously in
time. This assumption gives rise to the following mapping
scheme.

1. Given a training video sequence, we first train a minimum
entropy HMM that characterizes the head-motion. This
step can be viewed as establishing a mapping between
head-motion and a finite state machine.

2. Based on the motion training data X=(x1,x2,… xT) and the
model θ obtained in the first step, the a posteriori
probability of being in state i at time t is computed for
every state and every frame in the training sequence.
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where α is the forward variable and β is the backward
variable. γt(i) can be think of as a probabilistic
relationship between the state machine and time.

3. Now, let the prosodic observations O=(o1,o2,… oT) share
the same state machine of the motion HMM. This allows
us to compute the output density of the audio observations
for every state using the state-time relationship acquired in
the previous step. By doing this, a mapping between the
state machine and the prosodic signal is established.

Combining 1-3, we have in effect created a probabilistic model
that has two sets of output distributions and a shared state
machine. This model provides a time-synchronized mapping
between the acoustic and the motion domains.

In synthesis, we start with the prosodic observations; together
with the acoustic output distributions and the state machine, an
optimal state sequence can be found using the Viterbi algorithm.
Finally, using the Viterbi state sequence and the motion output
distributions, the corresponding head-motion can be generated.

4. HEAD-MOTION TRACKING

A head-motion tracker is implemented based the piecewise
Bézier volume deformation model [9]. In addition to 3-D
head-motion, the tracking algorithm is also able to track
non-rigid facial features such as the eyebrows and the lips. In

this model, a face is divided into multiple connected deformable
surfaces. Each surface is characterized as a deformable mesh
embedded in a Bézier volume. By moving the control points
of the volumes, the face mesh can be deformed. Given a video
segment, the tracking algorithm estimates the 2-D displacements
of the nodal points on the mesh using template matching.
Then from these displacement vectors, 3-D global motion
parameters (rotation and translation) and non-rigid motion
parameters (action units) are computed using a least square
estimator. An example of the head-motion tracking result is
shown in Figure 1.

Figure 1. Four frames of head-motion tracking results using
the piecewise Bézier volume deformation model.

In this experiment, the translation parameters are discarded,
because they are often noisy and in general, are less relevant
linguistically. In fact, most head gestures can be decomposed
into rotations with respect to the three axes. Therefore, we
extract the three rotation parameters to characterize the
head-motion.

5. EXPERIMENTAL RESULTS

The data used in this experiment consist of the video and the
audio of one subject reading a set of military command
sentences. To obtain prosodic features, we built a simple F0
tracker. In addition, the energy for each audio frame is
extracted and normalized within the sentence. Together with
their first order time derivatives, these acoustic observations
form the prosodic feature vector. The speaker’s head-motion
is tracked using the visual tracking algorithm described in the
previous section. We run the tracking program on an
8-processor SGI ONYX Computer with a VTX graphics engine.



The audio processing programs and the minimum entropy
training algorithm are implemented using Matlab.

We model the 3-D head-motion by a 12-state HMM trained
with the entropy minimization method. The output of each
state is modeled by a single Gaussian. Approximately 2
minutes of visual tracking results are used in the training. The
data rate of the motion features is 30 Hz. It is interesting to
notice that the mean outputs of the states in the resulting model
clearly resemble some of the frequently seen poses in the
training video, such as nodding and chin raising. This
suggests that the minimum entropy model has successfully
mapped the head-motion space onto its state machine.

A table of dimension 12×(total number of frames in the training
sequence) consists of the state occupancy probabilities are then
computed. Using this table and the sequence of prosodic
feature vectors, the acoustic output distributions of the 12 states
are computed. To synthesize head-motion for a given sentence,
we first obtain the Viterbi state sequence using the prosodic
features. Then for every time frame, the mean configuration of
the motion output density associated with the Viterbi state is
used to form a predicted head pose. The inferred head-motion
is generated by going through these mean poses in time.

To evaluate the system, we compare the prosody-inferred
head-motion with the true motion obtained from tracking. A
squared-error measure is used to gauge the divergence between
the inferred motion and the ground truth. The error measure is
given by

2

2

ˆ

ˆ

xx

xx

+

−
=E (13)

where x̂ is the predicted motion vector and x is the motion
vector obtained from tracking. Notice that this error measure
penalizes predicted motions that are in the wrong direction.
Tests are conducted on both the training set and approximately
1 minute of test data recorded from the same subject speaking
similar sentences. The average error for the training data is
0.2362. For the test data, the error is 0.2727. Finally, we use
the prosody inferred motion parameters to drive a talking head.
Subjective evaluations suggest that the prosody-inferred
head-motion is very convincing.

The use of low-level prosodic features in this system limits its
ability to learn head gestures that are associated with high-level
linguistic concepts. Furthermore, the proposed synthesis
method is sensitive to errors made in the Viterbi state sequence.
Such errors not only make the predicted motion deviate from the
true head-motion, but also can lead to erratic jumps in the
synthesized gestures, thus reduce the perceived naturalness of
the animation. These limitations will be addressed in the
future research. Future extension of the system will also
include the leaning and synthesis of facial gestures such as
blinking and eyebrow motion.

6. CONCLUSIONS

We propose that prosodic information extracted from acoustic
speech can be used to infer head gestures of a speaker. We
demonstrate this idea with a system that can automatically learn
and synthesize realistic 3-D head-motions from simple prosodic
features.

7. ACKNOWLEDGMENTS

We acknowledge the support from the Army Research
Laboratory. This work was also supported in part by National
Science Foundation Grant CDA 96-24396.

8. REFERENCES

1. Chen, T., and Rao, R. “Audio-visual integration in
multimodal communication,” in Proceedings of IEEE,
vol. 86:837-852, May 1998.

2. Yamamoto, E., Nakamura, S., and Shikano, K., “Lip
movement synthesis from speech based hidden Markov
models,” International Conference on Automatic Face
and Gesture Recognition: 154-159, 1998.

3. Kuratate, T., Munhall, K.G., Rubin, P.E.,
Vatikiotis-Bateson, E., and Yehia, H., “Audio-visual
synthesis of talking faces from speech production
correlates,” Proc. EuroSpeech’99, 1999.

4. Waters, K., and Levergood, T.M., “DECFace: an
automatic lip-synchronization algorithm for synthetic
faces,” Technical Report CRL 93/4, Digital Equipment
Corporation, Cambridge Research Lab, 1993.

5. Bregler, C. Covell, M., and Slaney, M., “Video rewrite:
driving visual speech with audio,” Proc. SIGGRAPH’97,
1997

6. Brand, M., “Voice puppetry,” Proc. SIGGRAPH’99,
1999.

7. Brand, M., “Structure and parameter learning via
entropy minimization, with application to mixture and
hidden Markov models,” Proc. ICASSP’99: 1749-1752,
1999.

8. Brand, M., “Structure discovery in conditional
probability models via an entropic prior and parameter
extinction,” in Neural Computation, July 1999.

9. Wightman, C.W., and Ostendorf, M., “Autimatic
labeling of prosodic patterns,” in IEEE Trans. Speech
and Audio Processing, vol. 2: 469-481, October 1994.

10. Tao, H. and Huang, T.S., “Bézier volume deformation
model for facial animation and video tracking,” in
Modeling and Motion Capture Techniques for Visual
Environments: 242-253, Springer-Verlag, New York,
1998.


