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ABSTRACT

Automatic Topic Segmentation is an important technology
for multimedia archival and retrieval systems. In this paper
we present an algorithm for topic segmentation which uses
a combination of machine learning, statistical natural lan-
guage processing, and information retrieval techniques. The
performance of this algorithm is measured by considering the
misses and false alarms on a manually segmented corpus. We
present our results on the widely used TDT2 and TDT3 cor-
pora provided by NIST. Most of the techniques described are
independent of the source language. We demonstrate this by
applying the algorithm on both the English and Mandarin
TDT3 corpora with only minor changes.

1. Introduction

With the explosive growth of online multimedia content,

automatic methods for organizing content in manner fa-

cilitating browsing, searching and retrieval has become

increasingly important. Automatic Topic Segmentation

is a important technology in these multimedia-archival

and retrieval systems. The goal of a topic segmentation

algorithm is to segment raw text, possibly corrupted,

typically the output of an automatic speech recognizer

(ASR), into its constituent topics.

The topic segmentation algorithm presented in this pa-

per is a two stage algorithm. The �rst stage is a proba-

bilistic model to compute the probability of a boundary

at any word position given the text surrounding the posi-

tion, P (segjtext). The second stage is a re�nement stage

that incorporates an information-retrieval based topic-

similarity measure to remove false segment boundaries

introduced in the �rst stage.

This paper is organized as follows: in the next section

we describe two probabilistic models for segmentation.

Section 3 describes the block diagram of the segmenta-

tion system. Section 4 describes the metric and corpora

used to evaluate the segmentation system and presents

results on the TDT3 english and Mandarin corpora. Sec-

tion 5 describes the e�ect of automatic speech recogni-

tion (ASR) errors in the segmentation performance.

�This work is partially supported by DARPA under SPAWAR

contract number N66001-99-2-8916.

2. Probabilistic Models

Our goal is to construct a conditional model, P (f jh), to
predict whether or not the current location is a topic

boundary given the \history," h. In this conditional

model the history is the text surrounding the current

location and the \future," f , is 0 or 1 indicating the pres-

ence or absence of a topic boundary. We consider two

models: one a decision-tree model, PDT (f jh), and the

other a conditional maximum-entropymodel,PME(f jh).
Both models use a variety of lexical, prosodic, semantic

and structural features extracted from �nite windows to

the left and right of the current point in the text. These

features are selected automatically.

2.1. Decision Tree Model

The decision tree, [2], is grown using three principal

types of features. The �rst type of features is the du-

ration of silences and events marked as non-speech in

the ASR transcript. These tend to be longer between

stories. Upon examining the decision tree we �nd that

this is the single most important feature in the model.

The next group of features is based on the presence of

words and word pairs (bigrams) which are highly cor-

related with the document boundaries. These features,

called key unigrams and bigrams are learned automat-

ically from the training data based on a mutual infor-

mation criterion. A related feature incorporates their

average distance from the boundary. The �nal group of

features is targeted to capture the degree of di�erence

or similarity of the material in the windows to the left

and right of the current point. Changes in subject mat-

ter are often accompanied by the introduction of many

new nouns (i.e. nouns exclusively in the window to the

right of the boundary.). These features count the nouns

appearing exclusively in the left and right window and

in both of them. A similar feature is based on left and

right window semantic overlap, estimated using a sym-

metrized version of the Okapi formula [3].

The top three layers of the decision tree are shown in

Figure 1.
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Figure 1: Top nodes of the segmentation decision tree

2.2. Maximum Entropy Model

The conditional maximum entropy model, PME(f jh),
has three components: a �xed prior model, P0, a vector

of binary feature functions, �, and their corresponding

weight vector, �:

PME(f jh) =
P0(f jh)e

���(h;f)

P
f P0(f jh)e���(h;f)

(1)

P0 captures prior knowledge. Given �, � is chosen to

maximize the likelihood of a training corpus [1]. Features

are selected and trained in batches using an integrated

section and training procedure.

The ME model uses three categories of features. First,

there are features described in the previous section. The

next group of features looks for n-grams (n � 3) ex-

tracted from windows of text to the left and right of

the current point. Table 1 shows examples of n-gram

features counter-indicating (�) and indicating (+) the

presence of a boundary. Finally we have structural fea-

tures such as speci�c time slots for commercials, rate of

speaking (Fig. 2), and sentence lengths (Fig. 3).

window n-gram indicator

right sport +

right weather +

right be next +

right time for +

left story and more +

right we come back +

right talk of �

right one eight hundred �
left so �

left yeah �
left rest of the �

Table 1: Examples of ME model n-gram features, indi-

cating (+) and counter-indicating (�) boundaries
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Figure 2: Rate of Speech Di�erence at Boundaries (o)

and Non-boundaries (*)

3. Model Fusion, Decoding and

Re�nement

The architecture of our English segmentation system is

depicted in Fig. 4. The upper �ve components form

a feature extraction pipeline which converts ASR tran-

scripts into input features for the probability models.

The sentence detector chunks the transcript into \sen-

tences" consisting of a string of words delimited on ei-

ther end by non-speech events such as silence. These

sentences are tagged by an HMM part of speech tagger

and then stemmed by a morphological analyzer which

uses the part-of-speech information to reduce stemming

ambiguities. The feature extractor extracts the required

features from this input stream. A weighted linear com-

bination of the two models, � � PDT + (1 � �) � PME,

is used to compute the probability of the presence of a

story boundary at any given position. The weight, �,

is trained based on a development set. A peak-picking

algorithm with given threshold makes the segmentation

decision based on this probability. We also have a re-

�nement stage, in which we remove posited boundaries
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Figure 3: Sentence Length at Boundaries (o) and Non-

boundaries (*)
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Figure 4: Components of the Segmentation System

between stories that are topically very similar. The re-

�nement step is applied iteratively. The reduction in

false-alarms is of course partially o�set by an increase

in misses with this re�nement scheme. Interestingly, a

similar document-similarity decision tree feature is not

an important feature in the �nal decision trees.

4. Evaluation Metric, Corpora, and

Results

The performance of a segmentation algorithm is mea-

sured by considering the miss and false alarm rates on

a manually segmented corpus. Misses and false-alarms

are computed using a sliding window as described in [4].

A weighted combination of the miss and the false-alarm

probabilities is also considered to quantify the perfor-

mance by a single number Cseg. We also report a nor-

malized score Cnorm. We used the TDT2 corpora for

training and development and evaluated the segmenta-

tion system on the TDT3 corpora.

4.1. Results on the English Corpus

Table 2 compares the performance improvements

brought by the di�erent categories of ME features.

The results of our TDT3 story segmentation experiments

are summarized in Table 3 and Figure 5. The results

show the following two e�ects: �rst, the performance

of the segmentation system improves by combining the

decision tree and maximum entropy models. Second,

in the English task, the performance of the maximum

entropy model is stronger than that of the decision tree

model.

4.2. Segmentation for Mandarin Data

We train our models for the Mandarin part of the cor-

pus in a manner very similar to the English subsystem.

Cnorm %

DT 0.5622 |

DT ! ME 0.5203 8.0

1-grams 0.4780 8.9

1-grams! 3-grams 0.4651 2.8

sentence length 0.4385 6.1

rate of speech 0.4346 0.9

position in the show 0.4209 3.3

Table 2: Comparing ME Model Features on the TDT2

dev-set

The most important di�erences arise from the fact that

we do not (yet) have a tagger and a morphological ana-

lyzer available for Mandarin. This means we are not able

to identify nouns in the Mandarin transcript. Instead,

features inquire about the distribution of content words.

We use a simple set of rules to identify content words: i)

First we use a list of 1975 \stop" words and 568 content

words. ii) If a given word in not found in either of the

two lists, we check it for the presence of one of the 306

\stop" characters. iii) If it contains any of them, the

word is considered to be a \stop" word; otherwise, it is

marked as a content word.

Results on the Mandarin task are summarized in Table 4

and Figure 6.

5. E�ect of ASR Errors

We have investigated the e�ect of speech recognition er-

rors on segmentation cost by segmenting the manually

transcribed (close-captioned and FDCH) text with our

system. For a fair comparison, it is necessary to con-

trol for the e�ects of the most important prosodic fea-

ture, the length of non-speech events. In order to control

for this feature, we used a Viterbi alignment algorithm

based on individual letters to �nd corresponding word

positions in the ASR and manual transcripts. Then, for

each non-speech event in the ASR, we inserted a non-

speech event at the corresponding word boundary in the

manual transcript. We note that the alignment is not

perfect because the transcripts occasionally paraphrase

the spoken information, and for some stories the tran-

Pmiss Pfa Cseg Cnorm

DT 0.2148 0.2131 0.1092 0.5200

ME 0.1501 0.1818 0.0832 0.3962

DT + ME 0.1430 0.1814 0.0810 0.3857

Table 3: Summary of TDT-3 English segmentation ex-

periments
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Figure 5: Performance characteristic - TDT3, English

scripts are very short or missing. With the ASR and

manual transcripts thus aligned, it is possible for us to

include the duration of non-speech events, which is an

important source of information, as a feature in models

trained on manually transcribed text. Table 5 and Fig-

ure 7 compare the performance of our models on ASR

and manual transcripts. There was little degradation.

6. Conclusions

We presented a statistical topic segmentation algorithm

which is portable across languages as demonstrated by

its e�ective application on the TDT3 English and Man-

darin corpora.
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Pmiss Pfa Cseg Cnorm

DT 0.1719 0.1245 0.0777 0.3701

ME 0.2288 0.0647 0.0822 0.3916

DT + ME 0.1528 0.1009 0.0670 0.3192

Table 4: Summary of TDT-3 Mandarin segmentation

experiments
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Figure 6: Performance characteristics - TDT3, Mandarin
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Figure 7: Performance characteristic - ASR vs Manual

Transcripts

Pmiss Pfa Cseg Cnorm

ASR 0.1430 0.1814 0.0810 0.3857

transcripts 0.1561 0.1963 0.0881 0.4194

trans.+non-sp. 0.1492 0.1768 0.0819 0.3900

ASR+transcripts 0.1249 0.1734 0.0739 0.3519

Table 5: ASR vs Manual Transcripts, TDT-3, English


