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ABSTRACT1

An accurate database segmented and labeled at phonetic, sub-
word or word level is very important for speech research.
However, manual segmentation and labeling is a time
consuming and error prone task. This paper describes an
automatic procedure for the segmentation of speech in a set of
acoustic sub-words units: given either the linguistic or the
phonetic content of a speech utterance, the system provides unit
boundaries. The technique is based on the use of an acoustic
sub-word unit Hidden Markov Model (HMM) recognizer in
order to provide a coarse segmentation based on Viterbi
alignment, which is refined later by means of an acoustic
segmentation and a small set of rules based on acoustic features.
These rules represent phonetic knowledge and address the
correction of unexpected segmentation errors which are a major
problem of such HMM recognizers. In addition, these rules are
useful to analyze sequences of sounds including sonorants or
several successive vowels. Segmentation experiments have been
conducted in a Galician speech database to check the reliability
of the resulting system.

1. INTRODUCTION

Segmentation and labeling of continuous speech databases
according to the phonetic transcription represents a fundamental
task in many areas of speech research. Having a large corpus of
accurately transcribed speech is required for many purposes
included training of phoneme or sub-word based speech
recognizers, extracting prototypes and duration information for
a speech synthesizer design and speech analysis. Such databases
are uncommon and contain many variations regarding the
choice of phones, type of utterances, triphone coverage and
consistency and quali ty of the provided transcription.

Especially when the goal is the location of phoneme-like unit
boundaries, manual segmentation and labeling can be used but it
has two major drawbacks:

• The process is laborious, tedious and time
consuming.
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• Due to the subjective nature of a manual
segmentation, there will be inconsistencies from
trial to trial, even for segmenting the same
utterance.

In order to overcome these problems several automatic
procedures for segmenting speech into sub-words units have
been proposed in the literature. Most of the methods has
followed one of two basic approaches to the problem. The first
approach is to utilize the information that is known a priori,
such as the correct phonetic transcription of the utterance [1,2].
The second approach does not require any transcription
information and only utili zes the acoustical information that is
included in the speech [3,4,5].

Segmentation methods belonging to the first class split up the
incoming utterance into segments that are explicitly defined by
the phonetic transcription. Examples of such methods can found
in [1] and [6]. In general, these segmentation techniques show
the disadvantage that they require reference patterns or some
kind of models that have to be obtained previously. As they use
phonetic and linguistic information about the utterance it could
be possible to believe, in principle, that  these methods perform
accurately. However, the reference patterns or models do not
always fit well the utterance to be segmented and, in addition,
they do not account, in general, for all the variabili ty of the
speech signal.

Segmentation methods included in the second approach do not
assume any type of segment linguistic categories. They only
rely on speech acoustic features and acoustically-related
knowledge. Therefore, the segments must be obtained from only
acoustic information that is local to them. These techniques are
always more or less associated to a certain measure of distortion
between acoustic observations.

Both segmentation approaches almost have complementary
global characteristics, which indicates that a combination of two
such methods can provide better performance than considering
each method separately. Thus, in this paper we propose a
system that attempts to improve the final segmentation using an
hybrid approach of the two segmentation categories.

Since the application for the automatic segmentation is both the
training and assessment of a speech recognizer and the design of
a text-to-speech (TTS) system, we will assume that the phonetic
transcription of the utterance is known to the segmentation
approach, and only the location of the phone boundaries has to
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be provided automatically.

The paper is organized as follows. In section 2 we give the
overall architecture of the proposed system. Then, in section 3
we briefly present the database that has been used. Finally, in
section 4 we describe a series of experiments performed to
assess the performance of the proposed approach.

2. SYSTEM DESCRIPTION

The automatic segmentation system here described derives from
a speech recognizer based on a specific set of acoustic-phonetic
HMMs. Figure 1 shows a block diagram of the proposed
automatic segmentation system. The input to the system consists
of a speech signal and the corresponding phonetic or
orthographic transcription. The output is a set of temporal
instants which bound the units included in the given phonetic
sequence.

First, the speech signal is acoustically analysed to define the
acoustic space where the segmentation algorithms will work.
Afterwards, using the available set of HMMs a first
approximation of the unit boundaries is obtained by Viterbi
alignment.

Figure 1: Block diagram of the segmentation system.

At the same time, a segment boundary set is calculated by
acoustic segmentation. The objective is to delineate the speech
signal into segments that are acoustically homogeneous on the
spectral characteristics by associating a given frame to one of its
immediate neighbors. Finally, using such boundaries the coarse
segmentation given by the Viterbi alignment will be refined.

The module which implements this task can be considered as a
“mixer” of the two segmentations.

In the following each module of the system is described in some
detail .

2.1. Acoustic analysis

The acoustic analysis module provides observations for both
segmentation algorithms.  The observation vector consists of
acoustic features.

The Viterbi alignment module uses the same parameters that the
available HMMs. For this module the acoustic analysis is
performed every 10ms using a 20ms Hamming window. A pre-
emphasis filter is applied to the signal and for each frame the
following parameters are computed:

� �
 12 mel scale cepstral coeff icients computed

from the  output of a 24 triangular band-pass
filter-bank.

� �
 The corresponding 12 first order time

derivatives.
� �

 The normalized log-energy and the
corresponding first order time derivative.

For the acoustic segmentation and segmentation refinement
stages the acoustic analyzer provides also a set of acoustic
features. Specifically, it gives both time and frequency domain
parameters obtained every 1ms. For each frame the following
parameters are computed:

� �
 The zero-crossing count.

� �
 The log-energy contour.

� �
 The fundamental frequency.

� �
 An averaged spectral variation function (SVF).

� �
 The average energy output of a set of mel scale

filters, which gives a measure  of the
distribution of spectral energy.

Each parameter was normalized over the utterances under
analysis to take values into the [0,1] range.

2.2. Viterbi alignment

As discussed above, the problem of automatic speech
segmentation consists in finding the most likely boundaries
corresponding to the acoustic-phonetic units contained in the
utterance itself. This module provides the boundaries or
temporal landmarks of the transitions between the model units
in the sentence to segment. The method is based on a forced
recognition between the acoustic vector sequence and a global
HMM obtained by joining the unit HMMs referred to the
orthographic transcription of the whole sentence. This is
equivalent to find the state sequence that better matches the
sequence of the observed parameter vectors. To do this an
alignment using the Viterbi algorithm is applied. If HMMs are



well trained, the boundaries obtained are expected to be located
close to the transitions between the acoustic-phonetic units.

2.3. Acoustic segmentation

The main reason why automatic speech recognition (ASR)
based systems may not necessarily provide the best route
towards high-accuracy segmentation is that they are built to
identify phonetic segments, not to detect boundaries between
phonetic segments.

The aim of this stage is to obtain a set of li kely boundaries that
allows to fix the optimal boundaries by using the segmentation
resulting of the Viterbi alignment and a set of acoustic-phonetic
rules.

Basically, the procedure implemented is based on an acoustic
homogeneity criterion which evaluates the probability for one
acoustic segment to correspond to a unique phonetic segment
according to its spectral variations. That is, this module is
intended to compute a probabili ty or confidence measure of that
in a given location there was a spectral transition, si, given that
si-1 is the preceding boundary and given the acoustic evidence. It
is worth noting here that boundary missing and additional
boundary insertion are unavoidable. Then, it is fundamental to
design an algorithm which has very low missing and insertion
rates and also very low boundary position error rate.

At each boundary it is assumed that a given parameter can
increase, decrease or remain the same, while between
boundaries the parameters are approximately constant. The rate
of change of each parameter therefore exhibits changes at a
boundary. These changes are usually very robust and
independent of the speaker variation.

The method proposed here to implement the acoustic
segmentation is based on a “combination” of several spectral
variation functions (SVF). Each one of such SVFs takes into
account the spectral evolutions corresponding to significant
acoustic changes and is used as a measure of similarity between
consecutive frames.

2.4. Boundary refinement

This section describes a “combination” approach for the results
of the two segmentations.

Since the two previous segmentations have characteristics
almost complementary it is feasible to develop a system that use
simultaneously both segmentation techniques with the objective
of increase the segmentation accuracy. A combination strategy
is then proposed which “mix” the results of both segmentations.
The approach takes also into account contextual information.

As combination approach of the two segmentations obtained
previously, a rule-based mechanism has been designed with the
purpose of transferring the acoustic/phonetic knowledge into the
automatic segmentation system. The procedure consists in
moving a boundary to a new position given the set of rules.

Each rule refer to a transition class and represent knowledge in a
declarative form. A generic rule is expressed as follows:

Premises and Context    ➪   Conclusion(s) and Action(s)

Premises test acoustic measures as well as conclusions from
other rules. Conclusions are sequences of actions in the form of
procedures refining the initial segmentation.

Premises are expressed in terms of “acoustic parameters” ,
“conditions” and “operators” .

A “condition” allows to determine either a specific frame or an
interval of values for a given parameter, where a rule can be
applied.

The “operators” are symbols used to combine logically the
above mentioned conditions on the acoustic parameters.

As an example, a rule can be expressed as follows:

#defrule   left_rule    [transition class]    right_rule

where “left_rule” and “ right_rule” may be:

P1 == V1 operator P2 <X1,X2>

The first condition (P1 == V1) searches for the frame where the
parameter P1 assumes the closest value to V1. The second
condition (P2 <X1,X2>) verifies if in a given frame the value of
the parameter P2 is inside the interval [X1,X2]; finally, operator
links logically the two conditions, so as the rule is applied only
if the logical constraints imposed by operator are satisfied.

The transition class specifies the left and right context to which
the left rule and right rule are applied, respectively.

For example, the following segmentation rule:

SVF==0.0 & E<0.8,1.0>

[vowel fricative]     E==0.0   &   Dur<0.3,1.0>

applies to all vowels followed by fricatives; the left boundary is
placed at the frame where the SVF parameter takes its minimum
value, only if the energy parameter is within the range 80-100%;
the right boundary is positioned at the minimum energy frame,
only if it is around the central part of the fricative, in the range
30-70 % of the phone duration. If all the conditions are satisfied
the rule is applied, otherwise it is skipped.

 3. SPEECH DATABASES AND
EXPERIMENTAL FRAMEWORK

The segmentation system proposed was applied to a Galician
prosodic database. Different training and test material has been
considered. All the utterances were manually transcribed
(segmented and labeled) by a human expert transcriber.

The HMMs training started off a set of “seed” HMMs that were
retrained using 160 read sentences all spoken by the same male
speaker. The used Galician speech unit contains 26 context-
independent phonetic units  shown in Table 1. Such units have
been modeled using 3-states left-to-right continuous density
HMMs. In addition, a set of 4 Hmms has been used to take into
account silence, lipsmack, breath, and background noise.



Key SAMPA
p p
b b, B
t t
d d, D
k k
g g, G
m m
n n
J J
N N
C tS
f f
T T
s s
S S
l l
Z jj
R rr
r r
i i
e e, E
a a
o o, O
u u
x h

Table 1: List of the reduced set of 26 phones.

The test data, which was not used in training the models consist
of 509 read sentences all spoken by the same male speaker. The
test utterances were manually transcribed (segmented and
labeled) by an expert phonetician. Table 2 refers to the number
of acoustic-phonetic unit occurrences in the test material.

4. EXPERIMENTS AND RESULTS

A preliminary evaluation of the automatic segmentation
procedure for the Galician speech showed that the major
problems remaining concern vowel/vowel and
consonant/consonant transitions. To evaluate the segmentation
method, the positions of the automatic phoneme transition
marks were objectively compared with the manual segmentation
reference marks. For comparison purposes, the system
performance when each segmentation technique is applied
separately was obtained.

As a result, a preliminary evaluation showed that transitions of
phonemes belonging to the same phonetic class are generally
less accurately localized than are phonemes belonging to
different classes.
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Number of occurrences  Phone

 301  B

 313  D

  84  E

 112  G

  41  J

 232  N

  90  O

 116  S

 243  T

  48  Z

1310  a

  56  b

 117  d

1144  e

 119  f

  16  g

 840  i

 361  k

 323  l

 363  m

 442  n

 969  o

 291  p

 866  r

 795  s

 611  t

 332  u

   2  x

Table 2: .Number of phonetic unit occurrences in the test material.




