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ABSTRACT
This paper describes ongoing work which aims to produce a
methodology for automatically deriving several prosody models,
each suited for text-to-speech synthesis of a specific text type.  As
part of this work an experiment is described in which human
readings of documents covering 10 common text types (news,
weather forecasts, etc) were analysed for their acoustic/prosodic
properties. This was carried out in three languages – Dutch
(Belgium), English (USA) and French (France). The results
confirm that there is substantial variation in prosody across
different text types.

1. INTRODUCTION

It is widely accepted that unnatural prosody remains one of the
key problems with many TTS systems. Even the best systems
currently available are prone to producing the occasional ‘bad’
sentence. Much progress in the field has come about as a result of
interest in data-driven approaches to prosody modelling (for
example [2],[4]), in which large databases annotated for prosody
are used, in conjunction with a machine learning algorithm, to
automatically produce prosody models. If the prosodic annotation
is also automatic (such as in [8]), the potential exists for rapid
development of prosody models from corpora of recorded speech.
Furthermore, it then becomes possible to easily make several
prosody models, each suited to a specific type of speech synthesis.
This is the focus of our current work.

All TTS systems currently available can produce speech in a
neutral tone suitable for declarative sentences and questions.
However, the variety of speaking styles rarely extends beyond
these two modes of prosody. Interest has been growing in finding
ways of modulating the behaviour of a TTS system to mimic the
sorts of modulation used by human speakers. Most commonly, the
main interest has been in making the connection between emotion
and speech. This is unsurprisingly a difficult task, since the
acoustic/prosodic correlates of emotion are not yet clearly
understood [6], so implementing them in a TTS system is difficult.
Furthermore the collection of emotional speech data itself poses
practical problems.

An alternative direction, but one which would also be extremely
useful in TTS, is to be able to modulate TTS prosody according to
the type of text being read. Although it is intuitive that news items
are read by humans in a very different way to children’s stories,
this information is seldom used in TTS systems, and there has so
far been little work done in this field. In [2] it was reported that
automatically-trained regression tree models for predicting
syllabic prominence in American English have the same topology
whether they are trained on radio news or narrative stories. In [1]
readings of three text types (novel, advertisement and
encyclopedia) in Japanese were analysed from a spectral as well
as a prosodic (duration) viewpoint. Rules were then postulated

which controlled the formant frequencies, phoneme durations and
power in a speech synthesizer, so that the output speech adopted
the appropriate speaking style. Listening tests confirmed the
potential of this approach.

The ultimate goal of our current work is to develop a methodology
for going from recorded speech databases of different text types to
prosody models for these text types in a fully automatic way. This
comprises the following steps:

1. the construction of databases each containing recorded
readings of passages of a particular text type,

2. the automatic annotation of the databases with prosodic
labels (e.g. prosodic boundary strength, word prominence,
duration, intonation),

3. the automatic construction of text type specific prosody
models from these annotated databases (using e.g. regression
trees, multi-layer perceptrons, recurrent neural nets)

4. the development of a TTS system which can switch between
prosody models depending on the type of text to be read.

Steps 2 and 3 are shown schematically in Figure 1 and step 4 is
shown schematically in Figure 2.

This paper describes a pilot experiment that was carried out in
order to choose several text types which elicit a variety of
prosodic styles from human speakers. Section 2 describes the pilot
experiment in detail: the databases that were used (the text types
and languages that were involved), the acoustic/prosodic features
that were measured and the conclusions that can be drawn from
analysing the measurement data. Section 3 describes how the
results of the pilot experiment are being incorporated in the design
of large (6 hours per language) databases for further investigation
into the variation of prosody with text type, and concludes with an
outline of the work remaining in this project.

2. PILOT EXPERIMENT

In order to gauge the levels of prosodic variation occurring in read
speech originating from different text types, a pilot experiment
was carried out in which material was collected for 10 commonly–
occurring text types, listed in Table 1.

For each text type, three documents were chosen from the Internet.
They were selected according to some simple criteria like the size
of the document (minimum and maximum document lengths) and
the diversity of the sources (no two documents could come from
the same website). After having expanded the text (so that
acronyms, telephone numbers etc. were rewritten in a way which
could be unambiguously read), the documents were recorded
using the L&H RealSpeak  voice talents. Only one speaker per
language was used.

����������	�
��	���������������������
�	���	����������
��������������

��
�
�����
�	

���� ���!�"��������

ISCA Archive
����#$$%%%&
��	"������&���$	���
'�

10
.2

14
37

/I
C

SL
P.

20
00

-5
20



Type code Type code
Adult’s story as Weather wt
Children’s story cs News nw
Curriculum Vitae cv Advertising ad
Dictionary dc Recipe rc
FAQ fq Technical document td

Table 1 The ten text types and their ID codes as used in this paper.
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Figure 1 Methodology for prosody modelling for an arbitrary text
type 'A'. (RT=Regression Tree, NN=Neural Network).
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Figure 2 Methodology for prosody prediction (RT=Regression
Tree, NN=Neural Network).

The recorded speech was segmented into phrases delimited by
significant pauses, so that the start and end times of each phrase
and pause were available for further processing. An auditory-
model-based pitch analysis [7] was carried out to produce pitch
values for voiced frames of the speech files. A grapheme-to-
phoneme system was used to generate a phonotypical phonetic
transcription from the orthography. The sole purpose of this
transcription in this pilot experiment was to determine the number
of syllables in each phrase. Discrepancies between the automatic
transcription and the spoken recordings (usually in the form of
phoneme substitutions) are thus assumed to be unimportant.

2.1. Speaking rate
We chose to measure the speaking rate (SR) per speaker, per text
type, in syllables-per-minute (spm) rather than the more
commonly-used words-per-minute measure because SR is
relatively insensitive to the large variations in word length which
exist between the different text types (e.g. Technical Documents
contain much longer words than Children’s Stories). Pauses were
not included in the SR calculation.  To account for inter-speaker
variations, each speaker’s SR (in spm) is expressed as a Z-
normalised speaking rate (ZSR) defined by ZSR=(SR-µ)/σ where µ
and σ are the estimated mean and standard deviation respectively
of the 10 speaking rates for that speaker. Table 1 shows these
estimates. It is evident that the French speaker generally speaks
much faster than the other two, but that the English speaker shows
the most variation in speaking rate across text types.

Language µ  (mean) σ  (SD)
Dutch 328 9.5
English 325 36.6
French 367 17.1

Table 2 Estimates of the means and standard deviations of SR.

Figure 3 shows how the ZSR varies for the three different
speakers/languages. ZSR values greater than 1 indicate ‘faster than
average’ and less than 1 indicate ‘slower than average.’

The figure indicates that the News (nw) type elicited the fastest
speech from both the Dutch and French speakers, while for
English the FAQ (fq) type was spoken fastest. It is interesting to
note the high variability between speakers for each type – only for
three of the ten types (CV(cv), Dictionary (dc) and News (nw))
did all three speakers modulate their speaking rate in the same
direction relative to their average (i.e. faster than average for CV
and News, slower than average for Dictionary).
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Figure 3 Variation of speaking rate (Z-scores) with text type.
The text type codes are explained in Table 1.

2.2. Phrase and pause durations
Further differences in prosodic structure become apparent from
studying the median phrase and pause durations (in Figures 4 and
5 respectively). The median is preferred over the mean as a
measure of average duration because the duration distributions are
skewed.

From Figure 4 it can be seen that certain text types (CV (cv) and
Dictionary (dc)) elicit very short phrases. This is to be expected,
because these types contain many one- or two-word phrases such
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Figure 4 Variation of median phrase duration (in ms) with text
type. The text type codes are explained in Table 1.
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Figure 5 Variation of median pause duration (in ms) with text type.
The text type codes are explained in Table 1.

as headings. Types associated with longer sentences (e.g. News
(nw) and Technical (td)), tend to elicit much longer phrases. There
are substantial differences between median phrase durations
between text types

Figure 5 shows the variation in median pause duration with text
type. The Dutch speaker generally used long pauses for all text
types, with quite some variation, while the French speaker used
much shorter pauses, with much less variability between types.
Pause lengths are probably a matter of personal speaking style and
are therefore likely to vary from speaker to speaker. However, in
the absence of data for more speakers, it is impossible to
determine whether this effect is really speaker-dependent or
whether there is also a language-dependent component.

2.3. Acoustic/prosodic features
After having investigated the above summary measures of
prosody, we extracted a number of acoustic/prosodic features for
each phrase, and calculated inter-type distances per
speaker/language on the basis of these features. The features
extracted are listed in Table 3.

For each language, the extracted feature vectors were used to
calculate the Mahalanobis distance [5] between each text type.
Again, since there is only one speaker per language, the
differences between speakers cannot be separated from the
differences between languages. This should be borne in mind
when considering the results which follow.

property features details
pitch mean and standard

deviation pitch of
voiced frames

determined from auditory
model analysis

duration phrase duration in
ms

determined from phrase
segmentation

phrase length in
syllables

determined from automatic
phonetic transcription and
phrase segmentation

length

phrase length in
words

determined from
orthography and phrase
segmentation

Table 3 Features used in phrase analysis.

Figures 6-8 show greyscale plots of the Mahalanobis distances
between text types for each of the three languages. In each figure
only the upper triangle is shown. The same greyscale is used in all
figures. Considering only those pairs of text types for which the
distance is greater than 3 (shaded black in the figures) it is evident
that for Dutch the largest inter-type distances occur between the
pairs cv:as, cv:cs and td:cs. For English the largest distances occur
between cv:cs, ad:cv and td:cs, and for French between cv:td.

3. LARGE DATABASE DESIGN
The above results illustrate that the variation in prosody between
text types can be large, and this provides motivation to pursue the
idea of making individual prosody models for different text types.
Based on previous work on prosody modelling for individual
sentences, we believe that a prosody model for a particular text
type can be developed automatically on the basis of a 1 hour
database of recorded speech representative of this text type.

Although the data presented here clearly suggests that there is
substantial variability in prosody across different text types, the
results do not clearly indicate any types that exhibit consistent
prosodic characteristics for our 3 speaker/language combinations.
However the results suggest that by choosing four categories more
or less arbitrarily we will introduce sufficient prosodic variation in
our databases. We subsequently chose four text types for which
speech data has been recorded. The four types are Stories
(amalgamation of Children’s and Adult’s stories), News,
Instructions (widening the definition of Recipes) and Technical
documents. These represent a compromise between the types
which have been found to be prosodically varied in the pilot
experiment, and the likely applications for which prosodic
variation with text type will be used in the TTS system.

An additional facet of the databases which have been constructed
is that the source material is taken from the Internet in HTML
format. This makes it possible to make use of text markup to
influence the prosody – for example it is likely that markup such
as bold and italic (<B> and <I> respectively) lends extra
prominence to words, while markup such as ‘new paragraph’ (<P>)
and ‘horizontal rule’ (<HR>) leads to larger prosodic boundaries.

For each language 90 minutes of speech for each text type has
been recorded, and the automatic phonetic segmentation and
labelling, and prosody labelling (described in [9] and [8]
respectively) is planned. The next step will be to use the prosody
modelling algorithms (described in [4]) to produce models for
PRM and PBS. Results of this research will be reported in the near
future.
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Figure 6 Distances between types for Dutch. Greyscale levels are
at 0 (white), 1, 2, 3 (black).
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Figure 7 Distances between types for English. Greyscale as in the
previous figure. Text type codes explained in Table 1.
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Figure 8 Distances between types for French. Greyscale as in the
previous figure. Text type codes explained in Table 1.
  

4. ACKNOWLEDGMENTS

Elements of this paper were published previously in [3]. The
authors would like to acknowledge the contribution of the
members of the language groups in the Corporate R&D Division
at L&H, Ieper in collecting the data described in this paper. This
research is supported by the Flemish Institute for the Promotion of
Scientfic and Technological Research in Industry (IWT contract
no ADV/980277).

5. REFERENCES
[1] M. Abe, "Speaking Styles : Statistical Analysis and Synthesis

by a text-to-speech system," in J.P.H. van Santen, R.W. Sproat
and J.P. Olive (eds.) Progress in Speech Synthesis, pp.495-510,
Springer, New York, 1997.

[2] I. Bulyko, M. Ostendorf, "Predicting Gradient F0 Variation:
Pitch Range and Accent Prominence," in Proc. of Eurospeech
99, Budapest, Hungary, pp.1819-1822, 1999.

[3] J. Fackrell, H. Vereecken, J.-P. Martens, B. Van Coile, "The
variation of prosody with text type," in Proc. of IEE
Colloquium on 'State of the Art in Speech Synthesis', London,
UK, pp.5/1-5/9, 2000.

[4] J.W.A. Fackrell, H. Vereecken, J.-P. Martens, B. Van Coile,
"Multilingual prosody modelling using cascades of regression
trees and neural networks," in Proc. of Eurospeech 99,
Budapest, Hungary, pp.1835-1838, 1999.

[5] B.F.J. Manly, "Multivariate Statistical Methods : A Primer,"
Chapman & Hall, London, 1994.

[6] I.R. Murray, J.R. Arnott, "Toward the simulation of emotion in
synthetic speech: A review of the literature on human vocal
emotion," J. Acoust. Soc. Am., 91, pp.1097-1108, 1993.

[7] L. Van Immerseel, J.P. Martens. “Pitch and voiced/unvoiced
determination with an auditory model,” J. Acoust. Soc. Am. 91,
pp.3511-3526, 1992.

[8] H. Vereecken, J.-P. Martens, C. Grover, J. Fackrell, B. Van
Coile, "Automatic prosodic labeling of 6 languages," in Proc.
of ICSLP, Sydney, Australia, pp.1399-1402, 1998.

[9] A. Vorstermans, J.P. Martens, B. Van Coile, "Automatic
segmentation and labelling of multi-lingual-speech data,"
Speech Communication, vol.19, 4, pp.271-293, 1996.


