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Bojana Gajić 1� Richard C. Rose 2

1Norwegian University of Science and Technology (NTNU), Trondheim, Norway
2AT&T Labs-Research, Florham Park, NJ, USA
gajic@tele.ntnu.no rose@research.att.com

ABSTRACT

This paper is concerned with applying hidden Markov model com-
pensation techniques for improving the performance of automatic
speech recognition (ASR) based services on hand-held mobile de-
vices. The implementation and evaluation of an ASR based task
for a mobile, hand–held device is presented, along with a set of
compensation techniques that are used to compensate speaker in-
dependent hidden Markov models with respect to environmental
and transducer variability. A technique for combined environ-
ment/transducer compensation is shown to significantly reduce
the effects of environmental mismatch. The overall performance
degradation with respect to clean conditions was reduced from
41.7 percent to 10.4 percent for speech spoken through a far–field
microphone in an office environment, and from 79.2 percent to
39.8 percent for the same transducer in a noisy cafeteria environ-
ment.

1. INTRODUCTION

This paper is concerned with applying hidden Markov model com-
pensation techniques for improving the performance of automatic
speech recognition (ASR) based services on hand-held mobile
devices. Rapid increase in the use of cellular telephones and
increased interest in offering voice–enabled services on mobile,
hand–held devices have introduced a variety of issues in the de-
velopment of ASR systems for use with these devices.

The major focus of this work is on how aspects of mobility
and personalization of a mobile device impact ASR. Mobility will
make environmental acoustic noise a far greater concern than it
is currently considered to be for desk-top computer or wireline
telephony applications. Furthermore, understanding the trade–
offs between the design and placement of microphones and the
computational cost of compensation algorithms for reducing the
impact of received noise on ASR performance is extremely im-
portant. On the other hand, the fact that a device can be “per-
sonalized” to a given user represents an opportunity to acquire
representations of speaker, environment, and transducer variabil-
ity through the normal use of the device.

It is generally assumed that ASR will add the greatest value
in situations when competing input modalities are limited. Hand-
held devices, or personal digital assistants (PDA’s), can generally
be characterized as having a small limited resolution display, lim-
ited pen or mouse input modalities, and no keyboard as one might
find on a desk-top workstation. The general interest in this work
is in investigating applications where limited speech input capa-
bility may augment the limited input modalities available on a
typical hand–held device.

� This research was conducted while B. Gaji´c was a visiting re-
searcher at AT&T Shannon Laboratory

This paper is divided into three major parts. The first part,
given in Section 2, describes the implementation of a prototype
ASR based service for a mobile device, the system architecture
for this implementation, and the use of this system for speech
data collection. Then, a speech corpus is described that was col-
lected from users interacting with the prototype service, speaking
simultaneously through a head-mounted and a device-mounted
microphone in two different background environments. The sec-
ond part of the paper, given in Section 3, presents a set of ro-
bustness techniques used to compensate speaker independent hid-
den Markov models (HMM) for the impact of environmental and
transducer mismatch. A technique known as Parallel Model Com-
bination was applied for environmental compensation. The idea is
to integrate the clean speech HMMs with the acoustic background
HMM estimated during the use of the device to obtain better rep-
resentation of noisy speech. This technique was combined with
a maximum likelihood linear regression approach for transducer
compensation. Finally, the third part of the paper, given in Sec-
tion 4, presents the results of an experimental study which show
the degree to which different acoustic environments degrade ASR
performance, as well as the effects of applying the compensation
algorithms presented in Section 3.

2. TASK AND DATABASE

This section is divided into two parts. First, the implementation
of a prototype ASR based service for a mobile, hand–held device
is described. Second, the speech corpus collected from users in-
teracting with this task in multiple environments is described.

2.1. A Prototype ASR Based Service

One important class of applications that are of interest on hand–
held devices is the set of form–filling tasks that are very easy to
configure using an internet browser on a desk-top workstation, but
might be more difficult to implement with only the limited input
and output modalities available on a hand–held device. Using a
combination of pen and speech input, a simple display can pro-
vide context for a user–machine dialog and speech input would
potentially be much easier than handwriting or selecting options
from menus.

The application used for this work is AT&T Labs employee
directory access with 3400 different database entries. Users inter-
act with the application by clicking on individual data fields for
a database entry and speaking the entry for that field. The recog-
nized result is then displayed in the field as confirmation. Possible
data fields include first name, last name, location, and telephone
number. Once enough fields have been entered to uniquely dis-
ambiguate the desired directory entry from all other entries in the
database, the entire database entry is displayed on the device.
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Figure 1: Architecture for implementation of ASR based service
on hand-held wireless mobile device.

The block diagram in Figure 1 is a simplified version of the
target architecture for implementing this service in a wireless tele-
phony context. The hand–held device runs a thin client that might
include the application. It is assumed that feature analysis would
be performed on the device. The speech recognizer and the di-
alog manager would exist as servers in the network as they do
in the prototype implementation. Speech recognition is imple-
mented as a server rather than on the device due to limitations in
both the computational resources of the device and the available
bandwidth in a mobile wireless environment. These limitations
make it difficult to build recognition networks on the mobile de-
vice that are associated with very large databases.

As is usually the case, the state of users’ accounts would be
stored in the network. In addition to more traditional account in-
formation, acoustic parameters associated with the speaker, de-
vice, and acoustic environment would also be continually up-
dated and stored in the network. These parameters would then
be applied to compensating and adapting the speaker independent
HMMs associated with the network based ASR server. The tech-
niques discussed in Section 3 can all be implemented in a manner
that is consistent with this scenario.

2.2. Speech Corpus

A corpus of speech utterances was collected from users interact-
ing with the above prototype application implemented on a mock-
up of a mobile device. The utterances were collected in both
office and cafeteria environments from users speaking simulta-
neously through a close-talking and a far-field microphone. Ta-
ble 1 summarizes the utterances in the subset of this corpus that
are used for the experimental evaluation in Section 4. The utter-
ances used for the study were isolated utterances of proper names.
The Sennheiser HMD410 headset with dynamic pressure gradi-
ent transducer was used for the close–talking microphone, and

Information Vocabulary Test utterances
Field Size Office Cafeteria

48 Speakers 21 Speakers

First Name 1904 1970 877
Last Name 2908 1963 874
Location 64 1859 823

Table 1: The speech corpus used in the experimental study

the Lucent Intelligent Audio SDM 1100 microphone mounted on
the device at a distance of approximately 0.75 meters from the
speaker was used for the far–field microphone.

The signal–to–noise ratio (SNR) for noisy speech utterances
was measured from histograms computed from frame based fil-
terbank energies in the mel scale filterbank domain. The SNR for
each speaker was computed as the average difference between the
peak speech energy and the average background energy over the
set of mel scale filter bands. The speech collected through the
close-talking microphone had an SNR of 42.2 dB and 36.5 dB
when averaged over all speakers for the office and cafeteria envi-
ronments respectively. The speech collected through the far-field
microphone had an SNR of 23.5 dB and 19.2 dB for office and
cafeteria environments. In Section 4 it will be shown that, while
the difference in SNRs for the far-field microphone in the two en-
vironments is only 4.3 dB, we observed a great difference in ASR
performance.

3. HMM COMPENSATION TECHNIQUES

This section describes a set of simple techniques that were eval-
uated in terms of their ability to improve ASR performance for
the task described in Section 2. The procedures that are applied
here include parallel model combination (PMC) for environmen-
tal compensation, a maximum likelihood (ML) linear regression
based method for transducer compensation, and a combination of
the two applied in an iterative manner.

A relatively simple model of noise corruption is assumed,
where clean speech signal,S, is first corrupted by additive noise,
N , and then passed through a transducer with a linear character-
istic,W . The resulting corrupted speech,X, can be described as

X =W (S +N) (1)

A model for the filtered noise�WN is estimated from those re-
gions of the input signal where no speech is present. It is also
necessary to estimate transducer characteristics,W , from the cor-
rupted speech and then compensate the speaker independent clean
speech model,�S , for the effects of bothN andW .

3.1. Application of Parallel Model Combination

The objective of PMC is to integrate the clean speech model with
the background model in order to obtain a better representation of
noisy speech. It is assumed that speech and noise are additive in
the linear spectral domain.

Procedures for searching through integrated models of speech
and background were first introduced in [1, 2]. Noise robustness
for these procedures is obtained in speech recognition by search-
ing through a combined speech and noise model state space. These
procedures were designed to serve as an alternative to techniques
which seek to directly compensate noisy observations. Gales and
Young showed in [3] that, by making assumptions about the way
in which speech and noise interact, these techniques can be imple-
mented without impacting the form of the model used for recog-
nition. For this to be true, one has to assume that the addition of
noise to speech does not affect the maximum likelihood alignment
of observation frames to HMM states, and that the acoustic back-
ground can be represented by a single Gaussian mixture. These
assumptions are made in our study.

The noisy speech model,�X , is obtained by combining each
speech Gaussian mixture with the noise Gaussian mixture in lin-
ear spectral domain. However, the parameters of the clean speech
model,�S, and background model,�N , are typically given in cep-
stral domain. Thus, a procedure for transforming these parameters



from cepstral to linear spectral domain and vice versa is needed.
To transform an observation vector from cepstral to linear spectral
domain, a cosine transform,C, is applied to obtain a log-spectral
domain observation vector, followed by an exponentional trans-
formation to obtain a linear spectral domain observation vector.
The corresponding transformations for a cepstral mean vector,�,
and covariance matrix,�, with their components�i and�ij are

�log = C � (2)

�
log

= C � CT (3)

and

�lini = exp(�logi +�
log
ii =2) (4)

�
lin
ij = �lini �linj

h
exp(�

log
ij � 1)

i
(5)

where superscriptslog andlin denote log-spectral and linear spec-
tral domain respectively [3]. The resulting distribution in the log-
spectral domain will still be normal, while the distribution in the
linear spectral domain will be log normal. Finally, the parameters
of the corrupted speech model,�̂ and�̂, are obtained as

�̂
lin

= g �
lin

+ ~�
lin (6)

�̂
lin

= g
2
�
lin

+ ~�
lin (7)

where� and� are clean speech model parameters,~� and~� are
noise model parameters, andg is an environment dependent scale
factor. By approximating the sum of two log-normal distribu-
tions to be log normal itself, the compensated parameters can be
mapped back into the cepstral domain using the inverse of the
transformations given in Equations 2–5.

The issues of dynamic cepstrum parameter compensation and
the effect of compensation of model variances has been investi-
gated by Gales and Young for simulated distortion conditions [4].
These issues were also investigated in our study for both the simu-
lated and actual distortion environments. It was found that, while
compensation of dynamic cepstrum parameters and model vari-
ances always improved performance on simulated distortion con-
ditions, the results were inconsistent for actual distortion environ-
ments. Thus, only the mean update in Equation 6 is used for the
model compensation in the experimental study described in Sec-
tion 4.

3.2. Application of Transducer Compensation

Use of a large variety of head-mounted and device-mounted mi-
crophones with hand-held mobile devices implies the need for a
transducer compensation technique. A simple ML linear regras-
sion based algorithm is applied in this study, where the ML es-
timate of the transducer distortion,W , is found from the small
amount of input speech with the corresponding transcriptions as

Ŵ = argmaxWP (Xj �S;W ) (8)

Since a convolutional distortion in the linear spectral domain is
equivalent to an additive bias in the cepstral domain, the clean
speech model means can be compensated with respect to the trans-
ducer distortion in the following way

�̂ = �+ Ŵ (9)

In this study, only a single utterance from the task domain with the
corresponding transcription was used for adaptation. However,
in a real application, where the transcriptions are not known, the
estimate can be continuously updated using previously recognized
speech data. In order to obtain a reliable estimate, the adaptation
data would be chosen according to a confidence measure based on
the knowledge of the task and/or the recognition likelihood score.

3.3. Combined Noise / Transducer Compensation

In any real application one has to deal with a combination of en-
vironmental and transducer distortions. The following iterative
procedure, which is very similar to that described in [5], is used
to simultaneously compensate the clean speech model for the ef-
fects of both environmental noise and transducer distortion.

Each iteration consists of two steps. In the first step a ML
estimate of transducer distortion is obtained using Equation 8. In
the second step, the clean speech model means are first compen-
sated with respect to the transducer distortion using Equation 9
and then with respect to the environmental noise using Equation 6.
The resulting model of noisy speech,�X , is then used in the next
iteration for finding the new estimate for the transducer distortion.

Since the two step procedure requires an initial estimate of
the corrupted speech model, there is a potential to further improve
parameter estimates by iterating the procedure. However, there is
no theoretical guarantee that the procedure will converge. In prac-
tice, it was found that performing multiple iterations of the above
procedure did not improve ASR performance. Thus, a single iter-
ations is used in the experimental results described in Section 4.

4. EXPERIMENTAL RESULTS

An experimental study was performed to evaluate the performance
of the HMM compensation algorithms described in Section 3.
This section is divided into three parts. First, the training of a
speaker independent HMM for clean speech is described. Then,
the baseline performance of this model on the test corpus de-
scribed in Section 2.2 is given. Finally, the performance of the
model compensation algorithms on the test corpus is presented.

4.1. Speaker Independent HMM Training

Speaker independent acoustic HMMs were trained from a sub-
set of the DARPA North American Business speech corpus. This
consists of utterances read from the Wall Street Journal in a high
signal–to–noise ratio (SNR) environment through a wideband mi-
crophone. The WSJ0 subset of the corpus was used which con-
sists of 7200 utterances or 15.3 hours of speech. This is roughly
one fifth of the training data in the NAB training set. Continu-
ous density Gaussian distributions were trained with a maximum
of six mixtures per state. Feature analysis was performed using
mel–frequency cepstrum coefficients along with first and second
difference cepstrum with no cepstrum mean normalization. Deci-
sion tree based state clustering was used to obtain an HMM with
10542 states and 20609 HMM units. A baseline performance of
80.5% word accuracy (WAC) was obtained using this model on
the WSJ 1995 evaluation set.

4.2. Baseline Performance

Speech recognition was performed using the speaker independent
HMM described in the previous section. No utterances collected
from this task domain were used for model training. A set of pro-
nunciation rules derived from text–to–speech were used to gen-
erate a set of pronunciation baseforms for each vocabulary word.
Table 4.2 summarizes the baseline performance on the mobile ap-
plication task for the office and cafeteria environments using the
close–talking (C-T) and far–field (F–F) microphones. We observe
relatively low word accuracy (WAC) for the first and last names,
which is partly due to the difficulty of recognizing isolated utter-
ances of personal names, many of which are only a single syllable
in length. It is also due to the fact that user pronunciations in the



Information Office Cafeteria
Field C-T F-F C-T F-F

First Name 70.2 33.1 65.3 11.0
Last Name 72.2 42.1 71.1 14.8
Location 98.2 80.7 99.2 35.7

Table 2: Baseline ASR word accuracy measured in Office and
Cafeteria environments for close–talking (C-T) and far–field (F-
F) microphones

database are often inaccurate due to the large procentage of for-
eign names. Next, we see a very large decrease in performance for
the F–F microphone relative to the C–T microphone for both envi-
ronments. However, it is dramatically more severe in the cafeteria
environment. This is true despite the fact that there is less than a
5 dB difference in SNR, as measured in Section 2.2, between the
office and cafeteria environments for the F-F microphone. Hence,
it is clear that it is the time varying characteristics of the back-
ground noise as well as the average noise level that determine the
degree to which ASR performance will be affected.

4.3. Model Compensation

This section is divided into two parts. In the first part the per-
formance of the compensation algorithms described in Section 3
on artificially corrupted data is presented. In the second part the
performance is given for the data recorded in actual conditions as
described in Section 2.2.

Creating simulated distortion environments using artificially
corrupted data provides a controlled setting for evaluating the per-
formance compensation algorithms. Samples of environmental
noise recorded through the F–F microphone and estimated F–
F transducer distortions were used to corrupt speech recorded
through the C–T microphone. Table 3 summarizes the perfor-
mance of background compensation (PMC), transducer compen-
sation (TC), and the combined approach for artificially distorted
speech. The first row displays the word accuracy for office C–
T microphone speech distorted by additive noise. Noise samples
were generated by a noise model estimated from the silence re-
gions of the office F–F microphone data. The second row shows
the performance for speech distorted by a simulation of linear
convolutional distortion, which is an approximation to the linear
filtering introduced by the F–F microphone. Finally, the third row
of the table shows the performance of the different compensation
algorithms when applied to uncorrupted speech. It is clear from

Noise No Compensation Compensation Alg.
Type Base- Mis- PMC TC Comb-

Line Matched ined

Additive 72.2 54.0 63.7 60.3 64.5
Conv. 72.2 62.1 65.9 72.1 71.9
Clean 72.2 n/a 71.6 72.5 71.9

Table 3: Model Compensation Performance forsimulated distor-
tion conditions on “Last Name” grammar.

Table 3 that the effect of PMC dominates for the simulated addi-
tive noise distortion, while TC dominates for the simulated trans-
ducer distortion. Finally, applying the combined method to the
uncorrupted speech has only a very small effect on performance.

Table 4 presents the performance of the compensation algo-
rithms on the speech collected in the actual office and cafeteria
environments through the far-field, device mounted microphone.
Looking at the relative impact of PMC and TC in the two dif-

ferent environments, it is clear that additive noise distortion is
more dominant in the cafeteria environment then in the office en-
vironment. We also see that the combined approach showed a
significant improvement beyond that achieved for either PMC or
TC separately for both environments. Finally, the overall per-
formance degradation with respect to the C–T microphone per-
formance was reduced from 41.7 percent to 10.4 percent for the
office environment, and from 79.2 percent to 39.8 percent in the
cafeteria environment.

Envir- No Compensation Compensation Alg.
onment Base- Mis- PMC TC Com-

Line Matched bined

Office 72.2 42.1 61.0 58.9 64.7
Cafeteria 71.1 14.8 37.7 26.2 42.8

Table 4: Model Compensation Performance for far–field micro-
phone in office and cafeteria environments on the “Last Name”
grammar.

5. SUMMARY

A speech corpus was collected from users interacting with a pro-
totype ASR task for a hand–held mobile device in office and cafe-
teria environments speaking through close–talking and far–field
microphones. It was found that for the baseline ASR perfor-
mance in the two environments, there was significant reduction
in performance for the far–field microphone with respect to the
performance for the close-talking microphone. This was partic-
ularly severe in the cafeteria environment, with a degradation of
nearly 80% WAC. The results of an experimental study evaluating
the performance of a combined environment/transducer compen-
sation algorithm on this task for the far–field transducer was pre-
sented. Significant performance improvements were obtained us-
ing these techniques with respect to uncompensated performance.
These initial results have provided insight into how the struc-
ture of acoustic background models can be improved and how
the compensation procedures can be more efficiently applied to
compensating HMMs for evolving background conditions.
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