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ABSTRACT
It is well known that HMM is ineffective in modeling the
dynamics of speech due to the piecewise stationary and the
independent observation assumptions. In this paper, we propose
an analytically tractable framework in which the two modeling
techniques are combined to reach a jointly optimal decision in
both training and recognition. The combination is achieved by
coupling the hidden processes from the HMM and the segment
model. To take the full advantage of the segmental approach,
phone-pair units are used as the basic acoustic units for segment
models. In addition, we construct context-dependent phone-pair
units to account for acoustic variations in context. The superior
quality of phone-pair segment models contributes to an 8.2%
reduction in error rates on the WSJ dictation task.

1. INTRODUCTION

Frame-based hidden Markov models (HMMs) have been
successfully deployed for large vocabulary continuous speech
recognition (LVCSR) systems. While the HMM is proven to be
an effective and efficient framework for speech recognition, it has
a number of well-known limitations. The most troubling ones are
the piecewise stationary assumption within a HMM state, and the
conditional independence of the observations. Although the non-
stationary speech might be modeled quite sufficiently with a large
number of states, several papers [1,2] have indicated that the
regions in which salient speech features are present are far from
stationary. While the use of the time derivative features (e.g.,
delta and/or delta-delta features) alleviates these limitations to
some extent, the use of such longer time-span features may render
the conditional independence assumption invalid.

Figure 1. Diagram showing HMM's output observation
hopping between valid trajectories.

The other potential problem of the frame-based HMMs is the
arbitrary transitions among the Gaussian mixture components
between adjacent HMM states [3]. Fig. 1 illustrates two HMM
states both with two mixture components. The solid lines denote
the valid trajectories actually observed in the training data.
However, in modeling these two trajectories, the Gaussian

mixtures inadvertently allow two phantom trajectories, shown in
dash lines in Fig. 1 as a result of no constraint being imposed on
the mixture transitions across the state. It is likely that such
phantom trajectories degrade recognition performance because the
models can over-represent speech signals that should be modeled
by other acoustic units.

Segment based methods [1-2, 4-7] were proposed to alleviate the
modeling deficiencies described above. Although these methods
generated encouraging results for small vocabulary or isolated
recognition tasks, their effectiveness on LVCSR remains
unproven partly because segment-based approaches usually
require heavily computations. In [8], we proposed a unified
mathematical framework to combine both segment and frame-
based methods for jointly modeling the acoustic observations, and
preliminary experimental results were quite encouraging. In this
paper, we further report the recent experimental results of the joint
model using context-dependent segment models.

The rest of the paper is organized as follows. In Section 2, we
present the general framework for unifying HMM and segment
models. In Section 3, we discuss the phone-pair segment units and
the overlapped evaluation. In section 4, we describe how we
extend context-independent phone-pair units to context-dependent
phone-pair units. In Section 5, we report experiment setup and the
recognition results on the WSJ dictation task using this
framework. In Section 6, we discuss how the parameters of both
HMMs and SMs can be jointly estimated. Finally, major findings
are summarized and future works are discussed in Section 7.

2. Unified HMM & Segment Models

HMMs are very effective and efficient to model subtle details of
speech signals by using one state for each quasi-stationary region.
However, the transitions between quasi-stationary regions are
largely neglected by HMMs because of their short durations. In
contrast, segment models (SM) are powerful in modeling the
transitions and longer-range speech dynamics, but usually require
many compromises so as to reduce the computational complexity
in implementation. Assumptions and compromises must be
carefully made in order not to cancel any potential benefits
segment models stand to offer.

Our proposed joint model [8] is to combine HMMs and SMs into
a complementary framework. The acoustic model ( | )p O W ,

where W is a word string hypothesis for a given acoustic signal
O , can be considered as two joint hidden processes as in the
following equation:

state 1 state 2
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where hq represents the hidden process of the HMM and sq , the
segment model. The conditional probability of the acoustic signal

( | , )s hp O q q can be further decomposed into two separate terms:

( | , ) ( | ) ( | )s h h s ap p p=O q q O q O q (2)

where a is a constant is called segment model weight. The first
term is the contribution from normal frame-based HMM
evaluation. We further assume for the second term that
recognition of segment units can be performed by detecting and
decoding a sequence of salient events in the acoustic stream that
are statistically independent [9]. In other words,

( | ) ( | )s s
i i

i

p p q= ∏O q Y (3)

where iY denotes the ith segment.

It is also assumed here that the phone sequence and the phone
boundaries hypothesized by HMMs and SMs agree with each
other. Based on the independent segment assumption, this leads to
a segment duration model as

1( | ) ( , 1 | ),s h
i i i

i

p p t t += −∏q q Y (4)

where it is modeled by an ergodic Poisson mixture distribution in
this paper.

It is evident that, by treating the combination as a hidden data
problem, one can apply the decoding and iterative EM re-
estimation techniques commonly used in HMMs and SMs to the
combination framework as well. This unified framework enables
both frame and segment based models to jointly contribute to
optimal segmentations, which should lead to more a efficient
pruning during the search. The inclusion of the SMs should not
require massive changes in the decoder's design because the SM
scores can be handled in the same manner as the language model
scores; whereas the segment evaluation is performed at each
segment boundary.

3. Phone-Pair Units & Overlapped Evaluation

Many techniques have been proposed for segment models, a
comprehensive review of which can be found in [4]. Our
approach, first proposed in [8], is based on the trajectory segment
models similar to the works in [1,5]. Basically, each segment unit
is modeled by a mixture of trajectory models, and each trajectory
is approximated by a curve fitting parameter matrix kC and a
covariance matrix kΣ of the fitting error. The segment likelihood
can be expressed as

1

( | , )
K

k k k k
k

w p
=

Σ∑ Y C (5)

and directly computed from the acoustic observations. In contrast
to the two-step methods involving an inter-trajectory and an inter-
trajectory likelihood computations in [5], our method avoids an

extra curve fitting on acoustic observations, and thus improves the
computational efficiency significantly.

Since sub-phonetic HMMs are included in our unified framework,
we can really afford using long units for segment models. As
studies have shown that phone transitions play an essential role to
human’s perception, we propose to use the phone-pair unit, which
spans over two adjacent phones, as the basic segment unit. The
effectiveness of phone-pair units was demonstrated in [8], where
phone-pair segment models outperform phone-pair HMM models
by 24% in a phone-pair classification experiment. This encourages
us to apply phone-pair trajectory models to LVCSR, where care
must be taken to properly factor in the contribution from phone-
pair segment units.

Suppose ie and ti denote the phone and the starting time of the ith

segment. For a phone-pair (ei-1, ei) segment between ti and ti+1, the
segment likelihood can be computed as follows:

1
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Rather than applying segment evaluation every two phones, we
develop an overlapped evaluation scheme, shown in Figure 2(a),
where a phone-pair segment model evaluation is applied at each
phone boundary. The overlapped evaluation implies that each
phone is evaluated twice in the overall score. Most importantly,
the overlapped evaluation places constraints on overlapped
regions to assure consistent trajactory transitions. This is an
important feature as trajectory mixtures prohibit phantom
trajectories within a segment unit but there is still no mechanism
to prevent arbitrary trajactory transitions between adjacent
segment units.

Figure 2 Overlapped evaluation where (a) a phone-pair
SM is used, or (b) back off to two phone units when the
phone-pair (ei-1, ei) SM does not exist.

As is in the case for statistical language models (n-gram), some
phone-pairs might not have sufficient amount of training data.
Furthermore, units containing silence might have obscure
trajectories due to the arbitrary duration of silence portion. As a
result, back-off mechanisms are needed. In this work, we handle a
back-off by replacing a phone-pair unit (ei-1, ei) with two phone
units, as shown in Figure 2 (b). The phone units could be context-
independent (monophone) or context-dependent (generalized
triphone) [11]. Thus, the segment model evaluation becomes:

1
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where β is the backoff weight, generally smaller than 1.0. The
use of backoff weight has the effect to put more preferrence on
phone-pair SMs than two phone-based backoff SMs.

(a) phone-pair SM

(b) two phone (monophone
or gen. triphone) SMs



For either the beginning or the ending phone segment in a
sentence, an extra phone SM evaluation is performed, as shown in
Figure 3, to assure all acoustic frames are indeed evaluated twice
and avoid an additional normalization of SM scores in Eq. (2).

Figure 3. Overlapped evaluation for the beginning and
ending phone segments in a sentence.

4. Context-Dependent Phone-Pair Units

Context-dependent modeling has been proven to be one of the
most important techniques in speech recognition [10]. In
particular, the immediate left and right contexts are the most
contextual effect for subword modeling. For phone-pair units to
be more effective in continuous speech recognition, context-
dependency might be a necessity.

For the WSJ training database, a simple context-dependent model
that considers only the immediate left and right context will lead
to more than 150,000 context-dependent (CD) phone-pair units.
To reduce the modeling units to a more manageable number, we
use the CART (classification and regression tree) algorithm
proposed in [11] to group the CD phone-units into equivalent
clusters. The context-dependent phone-pair clusters are created in
the following procedures. First, all the training data are forced
aligned against the baseline HMMs to generate phone
segmentation. Second, the acoustic data associated with each CD
phone-pair unit are extracted from the speech database based on
the segmentation to train the corresponding CD phone-pair HMM.
Here we use a 6-state HMM to model each CD phone-pair unit.
Finally, we generate a phone-pair clustering decision tree based on
the trained CD phone-pair HMMs and a phonetic question set
regarding neighboring phonetic contexts. The decision tree is used
to associate any CD phone-pair (including unseen ones) with
appropriate phone-pair cluster.

In forming the decision tree, we also include word boundary
contexts in the question set. There are 4 different word boundary
contexts in our system – first phone in word beginning position;
second phone in word ending position; first phone in word
beginning and second phone in word ending; phone-pair crossing
word boundary. Our experiment shows that the fourth context is
the most frequently asked question during the tree construction.
This observation clearly agree with the intuition that a cross-word
phone-pair boundary likely have distinct trajectory characteristics
compared to the corresponding within-word phone-pair.

Note that our phone-pair modeling technique is quite different
from others (e.g. multiple-phone or syllable modeling) in which
no acoustic data are shared among modeling units. Because of the
overlapped evaluation in our system, every phone segment is
shared and used twice for training the respective phone-pair units.
The use of shared data in training should lead to more robust
models than other techniques with the same amount of training
data.

5. Experiment Results

Our experiments are conducted on the WSJ database for female
speakers. We use WSJ 5K dictation task and the ARPA Lincoln
Lab 5K bi-gram as the language model. To have a bigger test set,
we combine both November 92 5K-word dictation evaluation test
set and 94 s0 development set. The baseline system uses a
decision tree with 6000 senones, in which each senone is modeled
by a distribution with 20 Gaussian mixtures. Our recognition
experiments use N-best rescoring technique as in [7]. The top
100-best sentence hypotheses are generated by the HMM, and
these hypotheses are then re-scored based on the combination of
HMM scores and SM scores using Eq. (1) and (2). The baseline
word error rate for the test set is 7.19%, while the lower bound of
the word error rate for the 100-best list is 2.2%.

To train segment models, we first forced alignment training
database against baseline HMMs by using the Whisper [6]
recognizer to generated phone segmentation. The segmented
phone-pair segments are then extracted to train the corresponding
phone-pair trajectory mixture models. To assure there are enough
training data, we only model the 850 most frequently occurred
phone-pairs in the database. The counts of these 850 phone-pairs
range from 33458 to 200. The trajectory models use acoustic
feature containing 12 MFCC, 12 delta-MFCC, power and delta
power, while 33-dimension feature vectors, including additional 6
delta-delta-MFCC and delta-delta power, are used in the baseline
HMMs.

ERROR ERROR REDUCTION

Baseline HMM 7.19% N/A

+phone-pair SM

+monphone SM
6.97% 3.3%

+triphone SM 6.78% 5.7%

+phone-pair SM

+triphone SM
6.60% 8.2%

Table 1. 5K-word WSJ dictation results using various segment
models. The third row shows the results using only generalized
triphone segments in conjunction with HMM, where the second and
fourth rows involve phone-pairs with monophone and generalized
triphone back off, respectively.

Two sets of back-off phone-based models are created. The
monophone segment models are trained only on those phone
segments where the formation of phone-pair fails (either because
of one of the phone is silence or the phone-pair is scarce). This
treatment makes monophone SMs to better account for contexts
in which they are actually used. The second set of back-off models
is 2,000 generalized triphone SMs, which are created using
triphone decision trees, generated according to a similar procedure
described in Section 4. In our test set, there are about 25% of the
phone-pair units requiring back-off. The rescoring results of the
combined models are summarized in Table 1.

(a) the beginning phone

(b) the ending phone



The results of the two back-off schemes indicate context-
dependent modeling is clearly critical. Naturally, we should be
able to improve the results further by using context dependent
phone-pair models. In our preliminary attempt of using CD
phone-pair models, 4,000 generalized CD phone-pair models are
trained based on the decision trees generated in Section 4.
However, this configuration does not yet produce any
improvement over context-independent phone-pair SMs.
Insufficient training or lack of covariance matrix smoothing could
be the cause. We are currently investigating ways to improve the
robustness of the CD phone-pair SMs.

6. Unified Training

The experiment in Section 5 does not take the full advantage of
the unified framework as the training of HMMs and SMs are
disjointed. More precisely, the training of SMs is based on the
segmentations determined by the HMMs alone. As mentioned in
Section 2, the most important feature of this approach is that, by
tightly coupling the models, the HMM training and decoding
could also benefit from its segmental counterpart, and vice versa.
To achieve this goal, we first implement the unified training
mechanism, in which we incorporate the phone-pair overlapped
evaluation in the Viterbi HMM training. The phone-pair (or
backoff) SM evaluation is performed at each phone boundary and
the score is added in the same manner as applying the language
model probabilities at each word boundary in Viterbi decoding. At
the end of each Viterbi training, the new Viterbi segmentation
jointly determined by both models is used to update HMMs and
SMs. This process can be iteratively proceeded until both models
converge.

Our preliminary experiment on unified training does not generate
significantly different segmentations from those determined by the
HMM alone. Accordingly, the models do not alter much the
experimental results in Table 1. We suspect it could be due to an
overly aggressive pruning strategy in the training process. Because
of delayed application of SM scores, the pruning criteria may need
to be further relaxed so as to minimize sub-optimal segmentations.
We are in a process of adjusting the pruning thresholds.

7. CONCLUSIONS

In this article, we present a framework that unifies HMMs and
SMs for LVCSR. In addition, a new effective segment model –
phone-pair segment models enhanced by overlapped evaluation, is
introduced to complement the frame-based HMMs. The unified
models show an 8.2% gain in WSJ dictation task.

To incorporate the context dependent modeling, we also employ
generalized CD phone-pair units based on CART clustering.
Although our initial experiments have not yielded meaningful
improvements, we are confident that the CD phone-pair should
produce improved results with more robust training and
smoothing techniques. In particular, the number of phone-pair
clusters and number of trajectory mixtures per cluster might not be
optimal. As observed in [8], the number of mixtures required for
phone-pair trajectory model is generally much fewer than that for
Gaussian HMMs. Since some of these trajectory mixtures are used
to model context variation, the number of mixtures required for

CD phone-pair models could be even reduced. It is reasonable to
believe that fewer mixtures might lead to more robust models.
Finally, smoothing could be more critical for CD units since there
are generally fewer data for each CD unit. We plan to interpolate
the covariance matrices of CD phone-pair units with that of the
corresponding CI unit to enhance robustness.

Our results strongly support many speech scientists have
advocated that long-range acoustic evolution patterns in the time-
frequency domain is the key for speech recognition. The fact, that
recognition errors are correlated to phone SM (monophone or
generalized triphone) back-off rates, suggest that phone-pair is
indeed an effective segment unit. The combination of phone-pair
units and overlapped evaluation seems to somewhat alleviate the
phantom trajectory problems as illustrated in Fig. 1. Extended
studies, however, are needed before definite conclusions can be
made.

In addition to robust training and smoothing techniques
mentioned above for CD phone-pair models, future works include
relaxing pruning in unified training to attain optimal unified
models and the use of mixture distributions for modeling the
residual errors [8].

8. REFERENCES
[1] Deng L., Aksmanovic M., Sun X., and Wu J., "Speech

Recognition Using Hidden Markov Models with Polynomial
Regression Functions as Nonstationary States", IEEE Trans.
on SAP, pp. 507-520, Oct. 1994.

[2] Siu M., Iyer R., Gish H., and Quillen C., “Parametric
Trajectory Mixtures for LVCSR” ICSLP-1998, Sydney,
Australia

[3] Iyer R., Gish H., Siu M., Zavaliagkos and Matsoukas S.
“Hidden Markov Models for Trajectory Modeling” ICSLP-
1998, Sydney, Australia

[4] Ostendorf M., Digalakis V., and Kimball O., "From HMM's
to Segment Models: A Unified View of Stochastic Modeling
for Speech Recognition", IEEE Trans. on SAP, Sep. 1996.

[5] Gish H. and Ng K. “A segmental Speech Model With
Applications to Word Spotting”. ICASSP-1993, Minneapolis,
MN

[6] Holmes W. and Russell M., “Probabilistic-Trajectory
Segmental HMMs”. Computer Speech and Language, Jan.,
1999.

[7] Goldberger J., Burshtein D., and Franco H., "Segmental
Modeling Using a Continuous Mixture of Nonparametric
Models", IEEE Trans on SAP, pp. 262-271, May 1999.

[8] Hon H., Wang K., “Unified Frame and Segment Based
Models for Automatic Speech Recognition”, ICASSP-2000,
Istanbul, Turkey

[9] Wang K. and Goblirsch D., "Extracting Dynamic Features
Using the Stochastic Matching Pursuit Algorithm for Speech
Event Detection," Proc. IEEE Workshop on ASRU, 1997.

[10] Huang X., Acero A., Alleva F., Hwang M.Y., Jiang L. and
Mahajan M. “Microsoft Windows Highly Intelligent Speech
Recognizer: Whisper”. ICASSP-1995, Detroit, MI

[11] Hon H., Lee, K. “CMU Robust Vocabulary-Independent
Speech Recognition System”, ICASSP-1991, Toronto,
CANADA


