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ABSTRACT

This paper describes our efforts towards cross-domain acous-
tic training for Large Vocabulary Continuous Speech Recog-
nition (LVCSR) systems. We used weighted multi-style train-
ing by pooling insufficient telephony landline and cellular
data with down sampled wide band clean data to develop
better hybrid acoustic models. We explored the effects on
decision tree size to accuracy by approximately 10%. The
results show that by fixing number of parameters, system
with smaller number of context dependent HMM states yields
better accuracy. It leads to a smaller phone set design. We
then investigated the performance degradation on two re-
duced phone sets for Spanish. Based on these studies, we
are able to develop a hybrid system for 8KHz closing talking
microphone, telephony landline and cellular phone environ-
ments. The acoustic model is evaluated on both flat gram-
mars, digit and name at department, and language model
tasks, ATIS and general dictation, using the IBM ViaVoice
product engine.

1. INTRODUCTION

Advanced speech recognition technologies and affordable
compute power has made spoken language man-machine
interfaces increasingly attractive. More and more speech
enabled applications has been deployed. There is a need
to provide a single acoustic model to support applications
across different domains and robust to all channels. Also,
more the speech recognition applications will be deployed
outside USA for different languages. Unlike English, there
is not much Spanish telephony training material available.
This motivates us to explore the possibly of cross-domain
robust acoustic training via developing a general purpose
telephony Spanish LVCSR system.

To support a new language on telephony LVCSR, train-
ing data is a one of the critical issues. Due to large chan-
nel variations in telephony environment, the training data
should be broad enough to cover all the conditions, e.g. dif-
ferent handset brand name, different time and location to
represent network channel variations. It requires a huge

efforts to collect sufficient training data to develop a ro-
bust acoustic models. The context covered in the training
data should be rich enough in order to maintain good per-
formance across different domains. In this paper we de-
scribe our efforts for a hybrid system for close talking, land-
line, and cellular condition under different domains includ-
ing language model decoding on ATIS and general purpose
dictation and grammar decoding on digit and names.

2. LVCSR SYSTEM AND THE TEST SETS

2.1. IBM LVCSR System

An IBM product level HMM-based stack decoder is used
to conduct our studies[2]. The system uses MFCC-based
front-end signal processing for a 39 dimensional feature space.
Words are represented as sequences of phones. Each phone,
modeled by a three states HMM, is further divided into three
sub-phonetic units with context-dependent tying. For each
sub-phonetic unit, a decision tree is constructed from the
training data and the terminal nodes of the tree represent
collections of instances of these classes grouped according
to context. These context-dependent leaves are modeled by
a mixture of Gaussian pdf’s with diagonal covariance ma-
trices. The acoustic feature vectors are labeled according
to the subphonetic units, which are constructed using a de-
cision tree. Then detailed match decoding with context-
dependent units follows a fast match decoding using self-
loop, single state HMM for context independent allophones.

2.2. The Spanish Test Set

Two test sets for language model decoding are used to evalu-
ate our Spanish systems. The first one is Spanish ATIS (Air-
line Travel Information Systems). This air travel-related
scripts are translated from English ATIS. Unfortunately, these
scripts contain a few un-natural, very complicated sentences.
This can cause some impacts on language models score.
Ten thousand of Spanish ATIS scripts, which are translated
from English ATIS, are used to build a trigram class lan-
guage model. The second one is an in-house Spanish dic-
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tation test script. The ATIS test set has a smaller vocabu-
lary size, approximately 3000 words, and a tighter language
model than dictation tasks. The vocabulary size for dicta-
tion is more than 50,000. These test sets were collected us-
ing simultaneous recording. The first channel was through
a telephony handset and through a real telephone network;
the other one was simply via an Andrea close talking micro-
phone. This simultaneous recording gives us a way to com-
pare the performance degradation from the down-sampled
close talking environment to the telephony environment.

Additional test sets for grammars decoding are also col-
lected. The tasks include seven digit string, first name and
last name at departments. The test sets are collected via
landline and cellular conditions. Each speaker reads the
scripts twice. The name at department test set is decoded
by 1k and 20k flat grammars.

These sets were collected in local. The speakers come
from all different places, e.g. Spain, Columbia, Mexico,
and Cuba. This covers a big variety of accents and speaking
styles.

3. ACOUSTIC MODELING ON TELEPHONY
LVCSR SPANISH SYSTEM

Prior to exploring the telephony Spanish system, we need to
establish a narrow band (8KHz) Spanish baseline for boot
strapping. We have a great deal of context-rich wide band
ViaVoice Spanish training data, which is recorded by close-
talking microphone and part of which was used to develop
IBM’s ViaVoice Spanish system. Additionally, we have
many hours of Spanish-Spanish telephony training data, which
contains short phrases, digit, and some long sentences, in
the early stage of our study. This telephony data is not rich
in context, i.e. covers only a small number of phonetic con-
texts from a limited domain. This telephony data alone is
insufficient and not context-rich to train a sophisticated tele-
phony system from scratch. Also, we do not have ATIS
domain acoustic training data in both telephony and clean
environments. The wide band close talking training data is
first down-sampled to 8KHz and is used to developed the
narrow band baseline. A common approach for the tele-
phony system is either to employ the adaptation schemes to
adapt the telephony system or to boot strap from the 8KHz
system. We would rather pool all the training data together
instead of an adaptation based on the following reasons. 1.
Our telephony training data is not as context-rich as dicta-
tion training data. Some models may be less effective on
adaptation. 2. The prior information is normally unchanged
in these adaptation schemes, 3. The telephony data is more
than enough for adaptation. 4. Moderate degradation is seen
in mismatched condition decoding, it suggests that it may be
alright to add some narrow band data in the telephony train-
ing set. Therefore, we proposed to use multi-style training

System developed using Dictation task
Telephony data only 20.7

Down-sampled + 17.0
telephony data

Mixing weights on telephony 16.7
and narrow band data

Table 1: Word Error rate on various Spanish telephony sys-
tems.

with mixing weights to retrain the telephony system from
scratch.

Many reports show multi-style training[3] improves the
robustness of speech recognition. This scheme pools all
data from different acoustic environments to compensate for
all different kinds of environment. In our weighted multi-
style training, more importance is given to telephony data
combined with less importance with regard to narrow band
data. This strategy implies that the context covered by tele-
phony training data will not be diluted by clean data. Con-
text not covered by telephony data can be modeled by the
narrow band data. Table 1 illustrates results on three tele-
phony systems we developed using different strategies.

The first system was built purely on telephony training
data. The second system was by combining all narrow band
and telephony band data together with equal weights. The
last system was mixing the weightings of telephony and nar-
row band data by combining 50% of narrow band data and
three times repetition of telephony data. These systems are
decoded on a general dictation test set. The last system has
the best performance. The narrow band context-rich train-
ing data is very effective on dictation tasks. Relatively more
than 15% performance improvement from system 1 to 2
(20.7% vs. 17.9%). 2. Lesser additional improvement is
achieved in system 3. This is due to insufficient context in
our telephony training set. These results indicate that by us-
ing some context rich down-sampled data we can improve
the accuracy of the models when the training data is not suf-
ficient and is not rich in context.

3.1. Effects on Number of Context Dependent HMM

While building the decision tree, more classes can be clus-
tered when the new classes produce enough likelihood score
improvement. The number of Context Dependent HMM
(CDHMM) is then depended on the decision tree splitting
threshold. By fixing the decision tree growing thresholds,
when more training data is used the decision tree can be
is bigger. However, a bigger tree may not represent the
best context information for decoding. We examine the
contents of the decision tree, some of the context depen-
dent leaves does not have meaningful context. This sug-



Hybrid System 1 Hybrid System 2
Dictation 23.7% 21.5%

Table 2: Error rate for dictation task on two Landline and
Cellular Hybrid systems.

gests to use large threshold to eliminate these leaves. It
requires lots of efforts to examine the leaves one by one
and set the threshold individually. Instead we used a global
threshold to evaluate the performance accuracy vs. number
of CDHMM using the same number of parameters. Ad-
ditionally, many hours of telephony Spanish training data,
collected in Southern American region, are available. Some
of them is collected through cellular channel. This data is
used to develop a pilot hybrid systems to handle both land-
line and cellular environments using the weighted multi-
style training. Two systems are developed with the same
number of parameters, approximately 37K Gaussians. The
first system, hybrid 1, has 2834 leaves, the other one, hy-
brid 2, has 2290 leaves. The systems are tested against the
same landline dictation test set. The results are shown in
Table 2. Clearly, the 2300 leaves system out-performs the
2800 leaves system by approximately 10%. These results
suggest constraining the decision tree size. The most effec-
tive way is to reduce the phone set size. In additions, the
high frequency components have been attenuated or even
eliminated by telephone network, heuristically, the phonol-
ogy should be as simple as possible in telephony applica-
tion. The variation in dialect should be models via more
parameters and the context related phones can be handled
by decision tree.

Also, by comparing the absolute word error rate be-
tween Table 1 and 2, the hybrid system encounter huge
degradation. These probably reasons are: 1. The additional
cellular data hybrid system degrades the landline perfor-
mance. 2. The Southern American dialect is very different
to our testset speakers. 3. The quality of the training data
is worse than the first training set and the context coverage
is different either. There are mismatch between the training
scripts and the audio, the signal to noise ratio is pretty low
for some utterance. This leads our efforts to clean up the
training data.

4. REDUCED PHONE SET

Since a system with smaller number of context dependent
states yields better results, we decided to use a smaller phone
alphabet. As high frequency information (beyond 3.5KHz)
has been eliminated by the telephony channel, the acoustic
differences in several phone pairs is diminished. The confu-
sion between these HMM states can be reduced by merging
these pairs.

Narrow band (8KHz) systems with
cline2-4 52 phones 42 phones 36 phones
8K ATIS 9.59% 8.98% 8.70%
Tel ATIS 12.13% 11.30% 11.48%

8K Dict 11.61% 10.88% 11.44%
Tel Dict 17.82% 17.07% 16.71%

Table 3: Word error rates of narrow band Spanish systems
with different phonologies on ATIS and dictation test sets,
which are recorded by closing talking and telephony en-
vironment simultaneously. Huge performance degradation
encountered under channel mismatch conditions.

4.1. Less-Aggressive Spanish Phone Set Reduction

In original Spanish phonology, different phones are used to
handle some particular phones at particular positions. For
example, “AA” is the unstressed “A”, not in final position,
as in “mAdrid” or “ álAva”, and “AO” is the unstressed “A”
in final position, as in “barcelonA” or “ álavA”. The acoustic
difference is not significant in telephony channel, we think.
Also this context difference can be handled by a decision
tree. These phones are merged. Also, the “DF” is the voiced
fricative ”D”, as in ”aDorar” or ”eDad”, and “DO” is the
post nuclear fricative ”D”, as in ”ciudaD” or ”ardiD. They
sound similar in telephony channels, and can be merged.
The total number of phones is reduced from 49 to 39.

4.2. More Aggressive Phone Set Reduction

The stressed phone is also handled by a special alphabet
in our standard approach. For example, “AS” represents
the stressed “A”, as in “́Alava”. Since, the pitch informa-
tion is not included in the feature vector; the acoustic model
is not acute enough to distinguish these stressed and non-
stressed vows. Although it may encounter higher perfor-
mance degradation by merging “AS” with “AA”, we ex-
plored the possibility of merging it. Also, the “NH” phone
for nasal ”N”, as in ”Nombre” and ”aN´arquico”, the “NO”
phone for the post nuclear ”N”, as in ”cueNto”, ”naci´oN”
are merged. By this approach, the total number of phones is
further reduced to 33. We can use HMM state quality mea-
sure for future study to reduce the impact on this merger.

Both reduced phone sets are evaluated at 8KHz systems.
The systems are developed using down-sampled clean-training
data. The system is tested on both ATIS and dictation test
sets. The results are shown in Table 3.

From Table 3, the less aggressive reduced phone set sys-
tem yields better results in the ATIS test. In dictation test-
ing, this system is slightly better then the baseline. This
demonstrates that less aggressive phone set reduction has
almost no impact on accuracy. For a more aggressive phone



Telephony hybrid systems with
52 phones 42 phones 36 phones

Tel ATIS 7.42% 6.95% 6.59%
8K ATIS 8.19% 7.20% 7.23%

Tel Dict 11.67% 10.56% 12.04%
8K Dict 11.96% 11.15% 12.36%

Table 4: Word error rates of telephony Spanish landline-
cellular hybrid systems with different phonologies on ATIS
and general dictation test sets. Much smaller performance
degradation than the results in Table3 encountered under
channel mismatch conditions.

set reduction system, performance is slightly degraded in
dictation task, but is slightly better in ATIS task. This sug-
gests that even with more aggressive phone set reduction,
the performance degradation is not significant. From this
table, the dictation performance is very close to ATIS. This
is probably due to the cross domains issues. We do not have
ATIS data in training.

From the above results, we are ready to move on to tele-
phony hybrid landline cellular Spanish acoustic modeling
using the reduced phone set.

5. SPANISH HYBRID SYSTEM FOR CLOSE
TALKING AND TELEPHONY ENVIRONMENT

When the additional Spanish training data, collected in USA,
is available, and based on the above studies, we are ready
to use all available training data to develop our hybrid sys-
tem. The training data includes down sampled wind band
data, Spanish telephone data collected from Spain, Southern
American and USA. We used weighted multi-style training
with smaller number of CDHMM states to train the sys-
tems using both reduced and original phone sets. Higher
weights were applied to the cellular data (for robustness to
cellular channels), while lesser weights were used for the
down-sampled wide band data. Addition efforts was made
to reject those training sentences with defective transcrip-
tions. We use grammar decoding on the training data. Mis-
alignment of speech and the reference scripts can be elimi-
nate by a likelihood score threshold. After eliminating the
bad data, a dramatic performance improvement is achieved.
The results shown in Table 4 demonstrate the performance
improvements obtained across different channels. The Tel
and 8k represent telephony and down-sampled wind band
data, respectively.

The reduced phone set phonologies are better than orig-
inal phonology in ATIS test set. The error rate of 6.5% on
ATIS Spanish is very close to English ATIS. It imply that
this model is able to Handel cross domain decoding. There

Landline cellular
testset testset

1K name@department 1.96% 2.52%
20K name@department 3.22% 4.23%

7 digit string 1.58% 2.65%

Table 5: Word error rates on different grammar decoding.

is no ATIS data in training materials. The 39-phone system
is the best in dictation testset. In dictation, several errors in
reduced phone set systems are due to accent errors. We need
to rework on language model to match the new phonolo-
gies. Limited degradation yielded while decoding 8KHz
close talking ATIS testset since these systems are built using
part of down-sampled wide band clean data. By comparing
to Table 3, this hybrid system outperforms the narrow band
system on down-sampled testset. It implied that more tele-
phony data is actually help on the narrow band testset.

The hybrid system are then evaluated by grammars test-
set under landline and cellular conditions. The results are
shown in Table 5. The results demonstrate reasonable degra-
dation on cellular testset. We can conclude that our hybrid
system is very robust to channel variations and is suitable
for cross domains decoding.
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