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ABSTRACT

This paper discusses the integration of various language model
(LM) adaptations. Ways of integrating Maximum A Posteriori
(MAP) adaptation and linear transformation of bigram
probability vectors are introduced and evaluated. This method
leads to little improvements for adaptation corpora of less than
15,000 words. Another method, based on a data augmentation
technique by means of a distance between history vectors in a
reduced space is also proposed. This method allows us to
improve the results when using adaptation corpora larger than
30,000 words.

This research is supported by France Telecom’s R&D under
contract 971B427

1. INTRODUCTION

Most of the existing automatic speech recognition (ASR)
systems generate word hypotheses by computing the probability
of a sequence of words as a product of conditional probabilities
of words with their context (a). Therefore the probability of a
sequence of N words W1

N is computed as follows :

Considering that wi is the i-th word of the sequence and Hi is its
history. History classes are considered because computing the
conditional probabilities for all possible histories is
unrealizable. Language models (LMs) provide probability
distributions P(wi|hj) for each word wi of the vocabulary and for
each history class hj, including the null history.

The probabilities P(wi|hj) are computed on a training corpus. In
practice their values and their precision depend on the corpus,
its appropriateness to the application domain, and its size.
Indeed using a LM computed on a domain D1 gives poorer
results than a LM computed on a different domain D2 when the
application domain is D2. Furthermore, below a certain size, a
corpus doesn’t contain enough data to compute correctly a LM.

In practice, when developing a new application in a specific
domain D2, the available corpus size could be insufficient. In
such case a solution could be based on the utilization of a large
amount of data coming from an other domain D1. In order to get
a sufficient amount of appropriate data for the new application,
it is possible to adapt the data coming from D1 to the
observations coming from D2. There are many methods for

adapting a LM to a new domain:

• Linear interpolation between a general domain
and the specific domain [1]

• Log-linear interpolation [2]

• Back-off from the application specific domain to
a general domain [3]

• Retrieval of documents pertinent in the
application domain [4]

• Maximum entropy and minimum discrimination
adaptation [5]

• Maximum a posteriori adaptation [6]

• Linear transformation of vectors of bigram
counts in a reduced space [7]

Furthermore the data sparseness increases with the vocabulary
size, and linguistic events may be unobserved, even in a large
corpus. For that reason, we want to develop an adaptation
algorithm that compute probabilities even for events unobserved
in the application training corpus. The aim of the adaptation is
to decrease the w.e.r. of the new application ASR, by using
adapted data rather than only the observed ones in the specific
domain.

2. THE LINEAR TRANSFORMATION IN
A REDUCED SPACE

A criterion widely used to compare LMs is the measure of their
perplexity on a test set, considering the lowest perplexity as the
best one. But there is no theoretical proof that using the LM
with the lowest perplexity in the same ASR will lead to better
recognition results. Nevertheless there is empirical evidence that
a substantial perplexity reduction leads to better recognition
results.

A new approach is proposed to adapt data coming from a
general domain to a new application from a specific domain.
This adaptation is based on a linear transformation of the
linguistic events. The optimization criterion of this
transformation consists of minimizing the perplexity of the
adapted LM, that is measured on a part of the observation
corpus.

Let P={pij} be a IxJ matrix where the generic element {pij}
represents the observation frequency of the word wi with the
history hj . Let Wi

P the i-th vector of the matrix P, its J elements
are the probabilities of the word wi with all possible histories.
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For each vector we compute a matrix Ai such that the adapted
probabilities vector could be computed as follows :

Wi
a = Ai . Wi

P  (b)

The generic element {aijk} of the matrix Ai is computed by an
optimization process which tends to minimize the perplexity of
the LM and that satisfies the following constraints :

- The elements of the vectors are positives:

- The probabilities of each history must sum to one :

By using the adapted LM whose probabilities are computed by
this linear transformation, the perplexity could be computed as
follows :

Na is the corpus size, i.e the number of words, and nij the
number of observations of the word wi with the history hj .

In [7] it is shown that the adaptation using the perplexity
minimization as an optimization process leads to compute
probabilities that are similar to those observed in the adaptation
corpus. Consequently if the available corpus is limited then
many linguistic events are not observed and the corresponding
probabilities may not be computed nor adapted. Nevertheless, in
practice, to overcome this, each bigram counts vector is
projected in a reduced space and then the transformation is
computed.

This reduced space is obtained by a singular value
decomposition (SVD) of a matrix representing a general corpus,
and followed by a selection of vectors corresponding to the
most important singular values. The general corpus must
contain many of the linguistic events representing the
considered language. Using a reduced space allow us to adapt
the information that contributes as much as possible to the
linguistic structure of the domain, and to approximate the
others. Therefore it is possible to estimate probabilities of
events, even if they are not observed in the adaptation corpus,
when computing the adapted LM.

In [7] a method has been proposed to estimate one or more
class-based affine transformations A* that adapt the Wi

G vectors
of a general corpus to the Wi

P vectors of the adaptation corpus.
The transformation is computed on the bigram counts matrices;
this is equivalent to the utilization of the corresponding
probabilities (expect when using back-off techniques), but doing
this way make it easier to respect constraints (c) and (d).
Significant reductions in perplexity have been observed with
data belonging to the AGS dialogue corpus [8] provided by

France Télécom R&D, when the adaptation corpus size is less
than 15,000 words.

3. COMBING THE LINEAR
TRANSFORMATION AND MAP

In [9] it is shown that MAP adaptation of LMs can be
performed by a linear interpolation of relative frequencies.
Furthermore in [6] the adaptation of unigrams LMs is performed
by a linear interpolation of the a-priori probabilities provided by
a general model and the probabilities observed in the adaptation
corpus.

Let’s compute the MAP using the following formula:

cMAP = λcA + (1-λ) cB (f)

And :

Considering that cA and cB are respectively the adapted counts

(computed by the linear transformation) and the observed
counts. mA and mB are the weights of corresponding data ,
respectively the adapted counts and those observed. Obviously,
this approximation is only possible if the weights of each set are
comparable. For that matter [9] have introduced an additional
parameter to reduce the relative difference between weights but
it still remains a linear interpolation.

As a result, the adaptation process becomes :

 Projection of data in a reduced space

 Linear transformation adaptation

 Data fitting using MAP between previously
adapted data and those observed in the new
application corpus (adaptation data)

4. EXPERIMENTS AND RESULTS

The experiments have been realized using an application
specific corpus (70,000 words) made of dialogue sentences of
the AGS system of France Télécom R&D, and a general corpus
made of articles from the french newspaper Le Monde (40
millions words)

The vocabulary contains 823 words coming from the adaptation
corpus, and 102 part-of-speech (POS) used by the LIA’s POS
tagger system.

The matrix representing the general corpus is computed by
keeping only the bigrams containing the words of the
vocabulary, as a result it remains only 7 millions bigrams. When
using the classes the whole corpus has been used : each word
has been tagged.

The reduced space is obtained by a SVD of the matrix
representing the general corpus, and by the selection of vectors
corresponding to the q most important si singular values. q is
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chosen in such way that s1/sq ≈ 103. The base of the reduced
space is made by the q corresponding vectors. In practice, when
using the classes q=43 and q=412 for the words.

The LMs are computed with back-off using the Good-Turing
method, by the CMU-SLM Toolkit [10]. During the recognition
experiments the fudge factor, combining acoustic and linguistic
scores, is computed on raw data.

The aim of the experiments is to determine for which corpus
size combining the linear transformation and MAP leads to
better results. In order to do that, for each size the adaptation
corpus is limited to the N first words of the main adaptation
corpus. So for a 500 words corpus size, the 500 first word of the
AGS corpus are kept.

First, we measured the perplexity of LMs on a test corpus of
400 sentences and about 2,000 words. Then we measured of the
w.e.r. on 393 lattices obtained by the AGS system.

 4.1. Perplexity results

Two experiments are presented ; one using POS and the other
using words to compute the LMs.

For both experiments, for each corpus size, a corpus made of the
N first elements (words or POS) of the adaptation corpus is
considered, and a LM is computed with the following
techniques:

• The ‘RD’ LM corresponds to the raw data LM
computation. This is the reference LM.

• The ‘LT’ LM corresponds to the adapted data
using the linear transformation with a single
class.

• The ‘LT+MAP’ LM corresponds to adapted
data combining the linear transformation and the
MAP as described previously.

Then the perplexity of each LM is computed on the test corpus.

Figure 1: Comparison of adaptation techniques by representing
the perplexity as a function of the corpus size (POS)

The figure 1 shows the evolution of the perplexity of POS
bigram LMs, for the considered techniques, in function of the
corpus size. It also shows that the MAP improves the perplexity
results of the linear transformation. Therefore combining the
linear transformation and the MAP gives a sensible
improvement of the perplexity results compared to the
utilization of raw data. Nevertheless this improvement has been
observed only for POS corpora of less than 15,000 words.
Beyond this size, utilizing the raw data to compute the LM
probabilities is more efficient. The maximal improvement
observed with a POS corpus is about 16 % with the linear
transformation and about 19 % when combining the two
techniques.

Figure 2: Comparison of perplexities of raw data LMs and
adapted LMs depending on the corpus size. Words are
considered

The figure 2 shows the results of the second experiment: words
instead of POS. This improvement has been observed only for
word corpora of less than 15,000 words. Beyond this size, the
observed data are sufficient. The maximal improvement
observed with a word corpus is about 18 % when combining the
two techniques.

 4.2. Recognition results

 Recognition tests have been performed on 393 lattices coming
from the AGS system. The w.e.r. average is high because 16 %
of the sentences were truncated by the recognizer before the end
and each truncated word contributed to a deletion error.
Obviously, it is unlikely that an improvement can be observed
in these cases by just performing a better estimtation of LM
probabilities. The table 1 show these results. The w.e.r. of
adapted LMs is close to the raw data LMs for every corpus size.
Nevertheless, the adaptation is useful for corpora of less than
5,000 words. Beyond this size, no improvement is observed .

 
 Corpus size (number of words)  Raw data  Adapted data

 4000  44.2 %  40.4 %
 8000  38.5 %  38.7 %
 16000  36.9 %  37.3 %
 32000  36.2%  37 %

 Table 1: Word error rate as a function of the corpus size



5. DATA AUGMENTATION BASED ON
DISTANCES BETWEEN WORD

REPRESENTATION

The previous methods give little improvements only for small
corpora. This is due to the difficulty of generalizing the
adaptation data even when using the reduced space. This leads
us to study another solution: the augmentation data which aims
to compute probabilities for unobserved events. The count
attached to each bigram is augmented according to its distance
between its history and all the possible histories.

Let cij be the count of times the word wi has been observed in
the adaptation corpus with the history hj. Let pij be the count for
the same word and history after data augmentation. Let be
Γj

α(θ)  the set of hj history vectors having the θ propriety (it
could be the words having a distance lower than or equal to a
certain threshold, or the k-nearest neighbors) in the reduced
space Sα based on a general corpus. Let djk

α be the distance
between vectors representing histories hj and hk in a reduced
space Sα.. The augmented count is obtained as follow:

where f(djk
α) is a suitable weighting function. Such a function

should be equal to 1 when djk
α=0 and should decrease with djk

α.
A reasonable assumption is the following:

where D can be used for tuning the system.

The Euclidian distance between each pair of history vectors was
computed in the reduced space. The angle between each pair of
history vector was also considered because it is used in
Information Retrieval but it was abandoned because it produced
poor results.

An experiment was performed using a function defined by (i)
with D=1 and a contribution from the K histories represented by
the K nearest vectors of the vector representing that history.
This approach will be indicated as the K-nearest histories
augmentation and resulted in a w.e.r. of 34% (instead of 34.8%)
when all the training data is considered.

 
 Corpus size  Raw data  Augmented data

 8000  38.5 %  39 %
 16000  37 %   37 %
 32000  36.2%  35.1 %
 48000  35.1 %  34.6 %
 70000  34.8 %  34 %

 Table 2: Word error rate as a function of the corpus size

6. CONCLUSIONS

Combining the linear transformation and the MAP leads to
significant improvements in perplexity but these improvements
are more moderate when comparing the w.e.r. , and only for
small size of adaptation corpus. In another hand, the data
augmentation method improves the w.e.r. for adaptation corpora
larger than 30,000 words. Nevertheless the results might be
improved by using a more suitable general corpus. Le Monde is
a newspaper corpus, this is far, in term of linguistic events, from
a dialogue corpus. In addition we have observed that perplexity
improvements could be obtained up to 35,000 words when
using a reduced space based on the whole observed corpus.
Obviously many data are used twice. So to verify this trend, it
would be interesting to use a general dialogue corpus, however
there is an availability problem.
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