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ABSTRACT
In this paper, we compare the conventional Network Speech
Recognition (NSR) and the newly established Distributed
Speech Recognition (DSR) concepts for mobile communica-
tions. These implementation approaches to Automatic Speech
Recognition (ASR) are analyzed from three aspects. First, the
effect on the speech recognition accuracy of ASR systems with
various complexity. Second, usability in different operating
environments (environmental noises). Finally, the resilience to
erroneous transmission (radio channel). Our experimental results
show that DSR reduces the error rate of ASR systems by 17-
25% on average compared to NSR, depending on the recogni-
tion task. The error resilience of DSR provides up to 37% error
rate reduction over NSR under severe channel error conditions.
In non-stationary environmental noise, DSR may outperform
NSR by as much as 41% in terms of error-rate reduction. Based
on these results and considering the low complexity implemen-
tation of DSR in the mobile terminals, it is concluded that DSR
provides a viable, robust and economical alternative to the tra-
ditional NSR approach, especially in real-life mobile operating
environments.

1. INTRODUCTION
Speech recognition technology is becoming increasingly im-
portant in mobile communication systems. This is partly due to
the ease of use it can provide for accessing conventional and
newly emerging mobile services. Another important reason is
the rapid increase in the number of mobile subscribers, which
represent a solid market for both manufacturers and service
providers [1,2].

Even though the basic speech recognition technology deployed
in mobile systems is essentially the same as in other application
areas, there are certain characteristics of mobile systems that
have an impact on the design and implementation of speech
recognition systems. Noisy usage environment, limited compu-
tational and memory resources, radio transmission, cost sensi-
tivity and personalization of mobile terminals fall into this cate-
gory [1].

Many of today's existing speech recognition applications are
based on the Network Speech Recognition (NSR) approach,
where the speech recognition engine resides in the telecommu-
nications network and mobile terminals are used just as any
wireline terminal for accessing the services. An alternative ap-
proach, Distributed Speech Recognition (DSR), has attracted a
great deal of interest during the recent years. DSR divides the
speech recognition task between the network server and the
terminals. There already exists a standard for DSR front-end
processing using mel-frequency cepstral coefficients [3].

In this paper, we compare the NSR and DSR approaches on
three different recognition tasks using clean and noisy speech, as

well as error-free and simulated erroneous radio channels.

The remainder of the paper is organized as follows. Section 2
describes the NSR and DSR principles in general. Section 3
outlines the experimental setups we used to implement NSR and
DSR. It also describes the recognition tasks, noise environments
and channel error conditions that were used. In the experimental
section (Section 4), the details of each recognition experiment
are clarified and the results are presented. Section 5 concludes
the study.

2. DESCRIPTION OF NSR AND DSR
A typical NSR setup is shown in Figure 1. Here, multiple mobile
terminals access a shared recognizer engine situated in the net-
work. Speech is first encoded at the terminal side (COD).
Speech coder parameters are next transmitted through the radio
channel.

Figure 1: Block diagram of NSR

In this context, the radio channel includes all the functionalities
from the output of the speech source encoder to the input of the
speech source decoder. These functionalities are: channel cod-
ing, modulation, transmission, demodulation, and channel de-
coding. At the receiver side, the speech is decoded (DECOD),
and feature extracted parameters, or feature vectors, are com-
puted by the front-end (FE). The feature vectors are fed to the
recognizer engine (BE) which finally decodes the recognition
result. Depending on the application, the recognizer output can
either be transmitted back to the user terminal in textual format
(TXT), or further processed by, e.g., a dialogue manager (DM)
which makes database (DB) queries, and provides user feedback
through a text-to-speech engine (TTS), or as text (TXT).

In this setup, the complete speech recognition system (high-
lighted by the shaded blocks) resides in the telecommunications
network. This approach has the advantage of being able to util-
ize conventional voice-only mobile terminals, as well as wire-
line phones. Its major disadvantage lies in the fact that feature
vectors are generated from the decoded speech, hence they are
influenced by speech coding artefacts and transmission errors
that are difficult to localize.
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Figure 2 shows the alternative DSR approach. In this case, the
computationally simple feature extraction is carried out at the
terminal side (FE), producing speech recognition parameters
from high quality, undistorted speech. The feature vectors are
then compressed for transmission (CMPR), and transmitted as a
data stream through the radio channel, defined above. At the
receiver side, the feature vectors are reconstructed from the data
stream (DECMPR), and after post processing (not indicated) fed
into the recognizer (BE). Post processing typically includes the
computation of time derivatives of the speech recognition pa-
rameters, as well as other simple techniques such as parameter
normalization to increase the noise robustness of speech recog-
nition. This technique is called distributed because speech rec-
ognizer functionalities are distributed between the terminal and
the network (see the shaded blocks). DSR is particularly well
suited for applications where the implementation of the recog-
nizer back-end in the handset is infeasible.

Figure 2: Block diagram of DSR

In DSR, the user terminals need to support feature extraction
and compression in a well-defined way (see the recent ETSI
standard [3]). Speech recognition parameters are computed from
high quality, undistorted speech, and are transmitted as a data
stream. Even if the transmission is not error-free (under severe
channel conditions the Forward Error Correction alone may not
be sufficient), the transmission errors are well localized in time
which makes it easier to minimize the effect of corrupted feature
vectors on the recognition accuracy. In addition, it has been
shown in [4] that feature vectors can be compressed effectively,
and thus, they usually occupy a significantly smaller bandwidth
than speech coding parameters.

3. EXPERIMENTAL SETUP
Experimental evaluation included the following three test set-
ups:

•  Connected digit recognition with whole-word digit models.
The experimental setup corresponds to the one set by the
ETSI STQ Aurora DSR Working Group for the selection of
the best DSR front-end candidate for a standard.

•  Small vocabulary (120 words) isolated word recognition
with monophone HMMs.

•  Large vocabulary continuous speech recognition. Here we
utilized the DARPA Resource Management database with a
vocabulary size of approximately 1000 words.

In the two first cases, we used clean and noisy speech with dif-
ferent noise types. The third system was tested only with clean
speech. To study the effect of speech coding on the recognition

performance (NSR), we used the GSM Enhanced Full Rate
(EFR) speech coder [5] with error-free and simulated erroneous
radio channels. The DSR system was based on the ETSI stan-
dard [3], except for the server side where we applied a cepstral
normalization algorithm similar to the one described in [6] to
increase the noise robustness of the systems. Error free (EP0)
and three simulated channel error conditions corresponding to
different Carrier-to-Interference (C/I) ratios of 10dB (EP1), 7dB
(EP2), and 4dB (EP3), respectively, were used.

4. EXPERIMENTS

4.1. Connected-Digit Recognition
In the Aurora experiments, multi-environment digit models are
trained using clean and noisy speech with 4 different noise types
and 5 different noise levels. The noise types are: exhibition hall
(N1), babble (N2), train (N3), and car (N4). The SNR values
are: clean, 20, 15, 10, and 5 dB. For testing, the same environ-
ments are used, but the noise levels are extended by SNR=0dB
and –5dB. The training (8440) and testing (28028) utterances
are distinct.

According to the Aurora FE selection criterion, the average rec-
ognition accuracy over all noise types and SNRs from 20 to 0
dB is used. In our first test we compared NSR and DSR per-
formance based on this criterion. Figure 3 shows the averaged
recognition accuracies for the baseline, EFR, and DSR proc-
essed speech under channel conditions (EP0..EP3).

Figure 3: Results for connected-digit recognition

The results show that the performance of NSR deteriorates fast
when the C/I ratio decreases in the communication channel. On
the contrary, DSR provides a performance close to the baseline
under almost all channel conditions. Under the most severe EP3
condition, however, the recognition accuracy degrades down to
79.69%. This is still well above the EFR performance (67.36%).
It is interesting to note, that under the error-free condition, the
EFR processed speech gives a better average recognition accu-
racy than the baseline (unprocessed) speech. By analyzing the
results, we observed that in stationary noises and low SNRs the
EFR processing provided improvements compared to the un-
processed baseline results. This, however, did not hold in non-
stationary noise conditions, or at high SNRs, where we observed
degradations, according to our expectations. The same effect can
also be noticed in small vocabulary isolated word recognition
(Subsection 4.2).
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The EFR speech codec does not have any explicit noise suppres-
sion functionality [6]. The filtering steps in the pre- and post-
processing stage of the codec cannot explain the improvements
either. Nevertheless, it is evident when listening to the speech
samples, that the ACELP coding has some kind of implicit noise
suppression effect. This holds only for certain types of noises,
typically of stationary nature. Intuitively, we can say that since
the codec was optimized for (perceptual) speech quality, it is not
equally well suited for modelling non-speech like events, such
as stationary background noises.

In the second set of experiments, we used EFR processed speech
also for training in order to minimize the mismatch between the
training and testing conditions. Since we observed a similar
pattern in the recognition results for all the four channel condi-
tions, only the average rates are presented. In Table 1, the un-
matched and matched results as well as the improvements are
shown in separate columns for EFR and DSR processed speech,
respectively. The seven different testing environments are repre-
sented by the seven rows.

Table 1: Comparison of matched and unmatched training

base/efr efr/efr impr. base/dsr dsr/dsr impr.
clean 93.62 95.51 1.88 97.05 97.10 0.05

20 93.01 94.04 1.02 96.43 96.30 -0.13

15 90.97 92.14 1.16 95.15 94.84 -0.31

10 86.54 87.24 0.71 92.02 91.42 -0.60

5 77.17 76.18 -0.99 83.03 81.96 -1.07

0 57.69 52.08 -5.62 58.79 57.36 -1.43

-5 31.33 27.91 -3.41 30.46 29.68 -0.79

The figures indicate clearly that matched training helps to im-
prove the performance only in the case of the NSR system. For
DSR, slight degradations can be observed. It can also be seen
that the improvements are more emphasized in clean and mod-
erately noisy conditions. The difference between the unmatched
and matched conditions is, however, not significant. This can be
attributed to multi-environment training which already intro-
duces robustness to the HMMs.

4.2. Small Vocabulary Isolated Word
Recognition

In the second setup, we utilized a speaker-independent sub-word
based recognizer. A set of 8-mixture monophone models was
trained using an extensive in-house database. Only clean speech
was used for training. The testing scenario was an isolated word
recognition task with a vocabulary size of 120 words. The test
set consisted of about 20K utterances. Testing was carried out in
three different environments: clean, car noise, and multiple
noise types. Car noise was added at a randomly chosen SNR
value between 5 and 15dB for each test utterance. Multiple noise
(multi) experiments used a randomly chosen noise type and
randomly chosen SNR values for each test utterance. Five dif-
ferent types of noises were available with equal probabilities
(p=0.2): high-speed car, low-speed car, café noise, music1, mu-
sic2. SNR values ranged from 20 to 5 dB.

Table 2 summarizes the word recognition rates obtained. The
columns correspond to the clean, car noise and multiple noise
environments, respectively. The first row represents the base-

lines obtained using unprocessed speech. The following 4 rows
show the performance on the EFR processed, and 4 rows on the
DSR processed speech, respectively.

Table 2: Experimental results in different environments under
different channel error conditions

clean car 5..15dB multi 5..20dB
baseline 98.23 89.65 85.66
efr_EP0 97.47 94.06 78.21

efr_EP1 96.98 92.66 75.14
efr_EP2 95.65 89.24 70.92
efr_EP3 87.13 71.86 57.25
dsr_EP0 97.99 88.89 85.68
dsr_EP1 97.99 88.88 85.68
dsr_EP2 97.94 88.70 85.29

dsr_EP3 91.02 75.97 73.56

It can be seen from the results that DSR performs equally well
in all environments in the case of error-free and moderately
erroneous channels. The performance deteriorates under the
severe, EP3, error condition. To the contrary, the performance of
the EFR seems to depend on the noise type. In clean environ-
ment and error-free condition, it provides performance about
0.8% lower than the baseline rate. Moreover, its performance is
continuously decreasing with decreasing C/I. In car noise envi-
ronment, the EFR processing increases the recognition accuracy
by almost 5% compared to the baseline. This improvement di-
minishes only under EP2 and EP3 error conditions. For multiple
noises (including music), the EFR performance is considerably
lower than either the DSR performance or the baseline.

4.3. Large Vocabulary Recognition
The full DARPA Resource Management training set (2880 sen-
tences) and the September92 test set (300 sentences) were used
throughout the large vocabulary experiments. The 3-state, 16-
mixture monophone models were trained on clean speech. Dur-
ing testing only clean speech was used. The back-end was im-
plemented using the HTK Toolkit. Here we used a fixed beam
search value and a range of grammar scale factor values. All
results presented here were computed as averages of eight ex-
periments with different back-end parameters. Numerical values
represent sentence level correctness (%Corr sent), word level
correctness  (%Corr), and word level accuracy (%Acc) figures.

First, we tested how the EFR or DSR processing affects the
system if unprocessed speech is used for training. Table 3 shows
the results obtained. The first row stands for the unprocessed
baseline, and then 4 rows follow for the EFR and 4 rows for the
DSR system in channel condition EP0..EP3, respectively.

As it can be seen from the figures, EFR processing affects the
recognition accuracies significantly. Even in the error-free
channel, the word-level scores drop by about 6 to 8%, which
results in a quite dramatic reduction in the sentence level, as
well. Part of this reduction can be explained by the unmatched
training and testing conditions, as we will see. Under simulated
error conditions, the performance of the NSR system decreases
continuously as the channel C/I deteriorates. In contrast, the
DSR system provides consistent performance in error-free and
moderately erroneous channels. In these cases the performance



is slightly below the baseline. Under the severe EP3 condition,
the system performance decreases, but it is well above the per-
formance of the NSR.

Table 3: Large vocabulary results

%Corr (sent) %Corr %Acc
baseline 42.75 82.89 85.03

efr_EP0 33.62 75.10 78.58

efr_EP1 31.38 72.99 76.86

efr_EP2 26.92 69.35 73.89

efr_EP3 10.09 44.85 54.34

dsr_EP0 43.21 82.31 84.60

dsr_EP1 43.17 82.28 84.57

dsr_EP2 41.92 81.28 83.76

dsr_EP3 23.33 64.36 69.20

We carried out a second set of experiments where the training
and testing conditions were matched by using the EFR and DSR
processed speech for training. Table 4 shows the results. As it
can be seen, the performance of the NSR system was signifi-
cantly improved. In the case of DSR, only a slight improvement
was achieved in word level scores. The sentence level correct-
ness figures are lower than those in the unmatched case. This
degradation cannot be considered as significant since the data-
base consisted of only 300 sentences. A slight degradation can
also be observed under the severe, EP3 channel condition.

Table 4: Large vocabulary results with matched training

%Corr (sent) %Corr %Acc
efr_EP0 41.83 81.46 83.74

efr_EP1 37.92 79.37 82.11

efr_EP2 34.17 76.08 79.44

efr_EP3 15.13 55.60 62.97

dsr_EP0 41.08 82.45 84.67

dsr_EP1 41.08 82.41 84.63

dsr_EP2 39.50 81.67 83.95

dsr_EP3 22.79 64.06 69.05

Even if the EFR system performance improves significantly, the
DSR system still outperforms it. In addition, the error depend-
ence of the EFR can be observed in these experiments, just as in
Subsections 4.1 and 4.2. It is in contrast with the consistent per-
formance of the DSR (except for the EP3 channel).

5. CONCLUSIONS
In this paper, we compared the NSR and DSR approaches in
three different recognition tasks using clean and noisy speech.
Transmission channel was modeled by error-free and three
simulated error conditions. Our experimental results show the
following:

•  DSR causes a slight or no degradation in the recognition
performance in the case of clean speech and error free
channel. EFR processing results in some degradation, but it
still maintains an acceptable level of performance, which
can be improved by using EFR processed data also for

model training.

•  In erroneous channels, the performance of DSR is nearly
unaffected except for the very severe C/I=4dB condition
(encountered usually outside the service cell). EFR per-
formance decreases continuously and is always below the
DSR performance.

•  For stationary noises (car or train noise), we observed an
increase in the recognition performance when the speech
was processed by the EFR speech codec. In case of non-
stationary noises (babble noise or music), on the other
hand, the same scenario resulted in a severe performance
degradation. DSR consistently provided good performance
under all noise conditions, as well as for clean speech.

•  The complexity of the recognition task influences the sen-
sitivity of the recognizer to coding effects and/or transmis-
sion errors. The digit string recognizer was the least af-
fected by speech or feature vector coding and erroneous
transmission followed by the small vocabulary sub-word
based system. The performance degradations were the most
emphasized in the case of the large vocabulary system.

•  Matched training and testing conditions improved the per-
formance the most in the large vocabulary system. In case
of the digit string recognizer where both clean and noisy
data were used during training, matched training did not re-
sult in consistent improvements. While some improvements
were observed in clean and moderately noisy testing con-
ditions, the performance was degraded in other conditions.

Based on the experimental results, we can thus conclude that
DSR provides a viable, robust and economical implementation
alternative to NSR.
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