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ABSTRACT
Two studies were conducted to measure the
comprehensibility of synthetic speech with current text-to-
speech technology. Baseline measurements for each subject
were obtained using recorded natural speech. The first
study was conducted in a quiet lab with no distractions.
Half the subjects were allowed to take notes while listening,
the other half were not. Findings showed that there was no
significant difference in comprehension of synthetic speech
among the five different text-to-speech engines used.
Subjects that did not take notes performed significantly
worse for all synthetic voice tasks when compared to
natural speech tasks.  In the second study, in addition to
measuring comprehension levels, driving performance was
examined. Findings suggest that under low workload
conditions (very predictable two-lane roads with minimal
traffic, no intersections and driving with cruise control),
listening to messages does not interfere with driving. This
holds for both natural and text-to-speech presentations,
though comprehension of natural speech is better and
subjects felt so.

1. INTRODUCTION
In this era of increasing mobility in the work force much
attention is being devoted to the development of pervasive
computing applications. Since in most cases, pervasive
computing devices lack a usable keyboard and have limited
display capability, both speech recognition technology and
speech synthesis are being used in the design of these
solutions. While extensive research has been conducted in
the past on the perception of synthesized speech, many of
these studies are out-of-date and were focused primarily on
segment intelligibility at a word or a sentence level. Even
though segmental intelligibility is a critical component in
the overall acceptability of a speech synthesizer, there is a
significant difference between the task of recognizing
words and sentences, and the task of understanding the
intended meaning of the message or spoken passage.

This paper reports on two user studies that measured
comprehension levels for synthetic speech, focusing on
longer passages of text with word counts between 100 and
500 words. Both studies collected quantitative and
qualitative data on the comprehensibility of synthetic
speech; examining how comprehension performance was
effected by the nature of the message and listening
conditions. The goal in varying the message type was to
understand if certain types of messages are better suited for
use with synthesized speech than others. The listening
conditions varied dramatically from one study to the other.
The first study was conducted in a lab and the second in a
driving simulator.  In both cases the comprehension of
messages with a recorded human voice (natural speech) was
used as a baseline for each subject.

In the first study, five commercially available text-to-
speech (TTS) engines were used for the delivery of
messages.  A total of 78 subjects listened to passages of text
ranging from short e-mail messages to longer more
complicated news articles. Half the subjects were allowed
to take notes while listening and the other half were not.
Following passage presentation, subjects answered multiple
choice questions testing comprehension. In all cases the
subjects listened to the passages on a telephone. Listening
conditions were close to ideal since each subject was alone
in a quiet lab with no distractions.

In the second study, 24 new subjects were presented with
messages while driving in a simulator. Each subject listened
to synthesized speech and natural speech, both when
driving and while the car was parked. As with the first
study, comprehension was measured with multiple choice
questions following passage presentation. Driving
performance was also measured. The IBM TTS engine for
embedded platforms was used to generate the synthesized
speech.

2. LAB STUDY

The first study was conducted at IBM Research with IBM
employees as subjects. Subjects were recruited from two
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different divisions within the company and were required to
be native English speakers with no reported history of
hearing problems.  Subjects ranged in age from 25 to over
55 and were balanced between males and females. The five
engines used were: DECtalk for Windows 95 v 4.4,
AcuVoice AV1700 text reader, IBM Via Voice Outloud,
L&H TTS engine version 6.03, and Lucent Release 2.

2.1 Study Methodology

Each subject was randomly assigned to one of the five text-
to-speech products. Half the subjects heard synthesized
speech first and half heard recorded human speech first.
The order of passage presentation was counterbalanced
using a Latin Square design. Dependent measures included:
(1) response accuracy, and (2) time on task (the time from
when a subject turns over the questionnaire to view the
questions, until completion of responses).

Prior to starting the actual test, each subject was given a
practice round so as to become familiar with the mechanics
of the experiment. The subject was instructed to dial a
number, listen to a passage, hang up the telephone and then
turn over a sheet of paper that had five multiple choice
questions about the passage.
The test consisted of two sets of messages. Each set was
made up of a short (S), medium (M), and long (L) message,
such that every subject heard a total of six messages (three
in synthetic and three in human). The messages in each set
were similar in nature but different. Each subject heard a set
“read” by a synthetic voice and a set with a recorded human
voice. The order of voice presentation was alternated such
that subject N heard set 1 with human voice and set 2 with
synthetic voice and subject N+1 heard set 1 with synthetic
and set 2 with human. The first 36 subjects always heard set
1 first (regardless of the voice type) and were allowed to
take notes. The next 36 subjects always heard data set 2
first and were not allowed to take notes.

The reason for having the first half take notes while
listening, was to see how well information could be
extracted and understood from messages without having
any short-term memory issues involved.  We also wanted to
see how well people did without taking notes since we felt
this was much more representative of real-world usage
conditions.

Comprehension performance was measured based on the
ability to correctly answer multiple choice questions that
were presented to the subject after listening to the message.
The subject was not allowed to view the questions prior to
hearing the passage nor was he allowed to hear the passage

a second time. In addition to measuring time on task, and
accuracy, each subject was asked to give a subjective
evaluation of the synthetic voice.

The six messages were selected for the study from three
sources. The shorter messages were approximately 100
words long and consisted of informal and fictitious e-mail
messages.  The medium passages (about 300 words) were
derived from the Test of English as a Foreign Language
(TOEFL) and the long passages (about 500 words) from
CNN news stories.

2.2 Study Findings

A more detailed analysis and reporting on this study can be
found in Lai, Wood and Considine 2000. Several important
findings will be mentioned here.

There was no significant difference for comprehension
performance of synthetic speech among the five different
TTS engines used (F(4,70) = .106, p = .980).

Nor was there an effect found for time on task. The amount
of time required to answer questions in the synthetic set was
nearly equal to the time required for the human set (see
table 1). The difference in time between the two note
conditions suggests that subjects looked at their notes only
to a minor degree while answering questions.

Notes No Notes
Human 199 (63) 174 (49)
Synthetic 204 (57) 175 (59)
Table 1 : Average times and standard deviations (in seconds)
as a function of voice type and note-taking

We observed that subjects who were told they could take
notes, took a large amount of notes. While we expected to
see significant differences in performance between the three
types of tasks, we did not observe this effect within the note
taking condition. However, when not allowed to take notes,
subjects performed worse for all synthetic speech messages
and comprehension accuracy deteriorated, as the task
became longer and less familiar (as seen in Table 2).

S2 M2 L2 S1 M1 L1
Hum. 70% 69% 51% 70% 85% 71%
Syn. 65% 48% 38% 61% 69% 42%
Table 2: performance by message type for subjects not
taking notes



The notation in Table 2 corresponds to the message type
(S,M,L) and the data set. Thus S2 is the short passage in the
second set.

Comparisons of comprehension performance for the note-
taking and non note-taking the condition show that (perhaps
not surprisingly) subjects did better overall when allowed to
takes notes (F(1,73) = 8.026, p = .006). Subjects performed
better on the medium (t(73) = 3.146, p=.002) and long (t(73)
= 2.789, p=.007) synthetic passages in the note-taking
condition. What is more interesting is that there was also a
significant interaction between note-taking and voice type
(F(1,73) = 4.175, p<.05). This indicates that the effect of
note-taking is significantly stronger when listening to
synthetic speech rather than human. This finding confirms
previous indications in the literature that the act of listening
to synthetic speech interferes with short term memory
processing.

As expected, subjects who had completed a higher level of
education performed better overall (F(3,71) = 8.200, p
< .001). However there were no significant interactions
with other variables such as note-taking and voice type.
Across both note-taking conditions, there was no effect
observed for age of subjects (F(3,71) = 1.991, p = .13).

We did not accept subjects who were very familiar with
synthetic speech or had worked with it. We divided the
remaining subjects into 3 levels based on their previous
exposure to TTS. These were: (1) No exposure (2) Some
exposure (3) Regular exposure. There was an interaction
between voice type and TTS experience within the notes
condition (F(2, 35) = 5.240, p =  .01). Subjects who had
cause to listen to TTS “with some regularity” (level 3) did
better for the synthetic voice than for human, as well as
doing better than those subjects who had less exposure. The
advantage these subjects had was lost in the non note-taking
condition.

3. DRIVING STUDY

The results from the first study indicated that listening to
synthetic speech appeared to interfere with short term
memory processing. This raised the question for us as to
what the interaction would be when there was involvement
with a secondary task such as driving an automobile while
listening to synthetic speech. A follow-on study was
conducted at the University of Michigan Transportation
Research Institute (UMTRI). A total of 24 licensed drivers
(12 ages 21-28, 12 ages 65-71, both equally divided by sex)
served as subjects. The two age groups were selected since
they represent two extreme segments of the driving

population in terms of performance, with the older segment
growing as a percentage of the population.

3.1 Study Methodology

Subjects drove a driving simulator on roads consisting of
straight sections and constant radius curves.  In addition,
data was collected while subjects were “parked,” thus
yielding three levels of driving workload.  In all conditions,
subjects were presented with three types of messages
(navigation, email, news story) followed by a series of
multiple-choice questions to assess their understanding of
those messages.  In the driving conditions, the driving
simulator was programmed to switch to automatic driving
mode just before the questions were presented, so the
driving task did not interfere with answering the questions.

Navigation messages were about 4 seconds long, email 40
seconds (100 words), and news messages were
approximately 80 seconds long (225 words).  News and
email messages had a typical reading level of between 10th
and 12th grade. The text to speech engine was the IBM
text-to-speech engine for embedded platforms.  The natural
speech recordings were obtained from a semi-professional
announcer.

Subjects were recruited via an advertisement in the local
newspaper and from a subject database. Volunteers with
hearing aids or other self-reported hearing difficulties were
screened out of the study before recruitment. Subjects were
tested in both ears for hearing between 500 Hz and 4000 Hz
using an audiometer (Maico Hearing Instruments model
MA-27). All subjects reported they could easily hear and
understand a test message that was played to them at the
beginning of the study.

3.2 Study Findings

From the numerous analyses described in the final report
(Tsimhoni , Green and Lai, 2000), the authors would like to
mention several  findings.

The comprehension level of synthetic speech messages
(79%) was lower than the level of recorded human
messages (83%) (p=0.006).  The effect was consistent
across message types (p=0.73).

There was a significant difference in comprehension levels
for the different types of messages (p<0.0001). While
almost all questions about navigation messages were
answered correctly (95.5% ± 14%), only 74% ± 24% of
questions about news messages were correct.  Furthermore,



only 59% ± 30% of questions about email messages were
answered correctly.  See figure 1.
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Figure 1. Comprehension performance by message and
voice type

It is not surprising that navigation messages had the highest
levels of comprehension, as they were short and simple.
The difference between news and email messages, however,
was not predicted.  Although news messages were longer,
and had as much details as did email messages, they
resulted in higher comprehension levels.  Perhaps the
structure of the news messages was easier to follow and
was more interesting.  In contrast, the context of the email
messages might have taken more time to grasp, and the
writing style was more "to the point".

Overall, younger subjects performed better than older
subjects (p=0.003). While young subjects averaged 84% (±
25%), older subjects averaged 77% ± 29%.  There was no
significant difference between the genders (p=0.16), nor
was there a significant interaction between age and gender
(p=0.11).

Driving workload had a significant effect on
comprehension (p=0.0014).  Contrary to the experimenters'
expectations, comprehension in curves (85% ± 23%) was
better than in straight sections (82% ± 26%) and even better
than while parked (76% ± 31%). The interaction between
message type and driving workload was significant
(p<0.0001).  The effect of workload on comprehension of
navigation messages was very small, while the effect on
email messages was large.

It is possible that the slight increase in workload caused
subjects to focus more on the experiment, thus increasing
attention to the message as well as to the driving task.  A
different explanation might stem from the order of
messages.  Due to experiment limitations, the parked

condition always occurred before the driving conditions.
Straight and curved sections for each message type were
not presented in a fixed order. Some task training could
have occurred after the parked position. However the
subjects would also be more fatigued as the study
progressed.

Interestingly, neither the voice used (p=0.49), nor the
message type (p=0.23) had a significant effect on the
standard deviation of lateral position, a measure of driving
performance.  It was expected that the synthetic voice and
longer messages would degrade driving performance.
Quite likely there was no effect because the driving
conditions explored were of low workload and the driving
task loaded the visual and manual channels, while the
listening task loaded the auditory and cognitive channels.

Thus, these data suggest that under low workload
conditions (very predictable two-lane roads with minimal
traffic, no intersections, driving using cruise control),
listening to messages does not interfere with driving.  This
holds for both natural and text to speech presentations,
though comprehension of natural speech is better and
subjects felt so.  However, before in-vehicle speech systems
are implemented in production vehicles (for email, internet,
etc.), higher workload situations should be examined.

4. CONCLUSION

Significant differences were seen in comprehension levels
between natural and synthetic speech for all message types
when users were not allowed to take notes.  Since it is
unlikely that users will have pad and pen in hand when
listening to news and email messages with pervasive
devices, we can expect users to have some problems with
information extraction. These differences between synthetic
and recorded human speech were found in both studies
even though driving performance did not appear to be
affected with the low driver workload used in this study.
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