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ABSTRACT

In this study we investigate whether non-native speak-
ers using a speech recognition system would benefit
from phone models of their own native language. For
Dutch as the target recognition language, we found
that American speakers do not in general benefit from
American English models when speaking Dutch. How-
ever, using a CVC test methodology, we can conclude
that for a certain level of proficiency, and for certain
phones, there is a small beneficial effect of using Amer-
ican acoustic models for American non-native speakers
of Dutch.

1. INTRODUCTION

The speech of non-native speakers forms a new chal-
lenge for automatic speech recognition systems [1].
Under non-native speech we normally denote speech
uttered by non-native speakers, but also foreign proper
names and words pronounced by natives can be treated
similarly in speech technology. In a speaker-listener
setting, there are three languages involved: the native
languages of the speaker and listener, and the spoken
language. In this study, the ‘listener’ is a speech recog-
nition system, and we will denote the language spoken
as L1.

The number of non-native languages (L2) for a
particular target recognition language (L1) can be very
high, and the variability of speech among these L2
speakers is much higher than among L1 speakers (na-
tives). A classical approach in speech recognition is to
train an L1 system for a particular L2. This means
that non-native speakers must be found that have
mother tongue L2, and with these speakers, a train-
ing database must be recorded in language L1. When
the traditional approach is extended to N languages,
a full non-native recognition design would involve the
recording of N2 training databases. Considering the
fact that recording a training database requires much
effort, we are looking at different alternatives.

Under the assumption that non-natives will pre-
dominantly use phones of their own tongue (L2) when

they speak a foreign language (L1), it should be pos-
sible to use L2 acoustic models for recognition, even
when the L2 speakers speak words from L1. For the
speech recognition system, this means that L2 acousti-
cal models can be combined with L1 language models,
in order to obtain a non-native L1 recognition system.
The amount of training data needed in this approach
scales linearly with N , the number of languages for
which a recognition system is built.

This approach needs a ‘natural phone mapping’
of phones from L1 to L2, i.e., we must assume that
non-native speakers will use an L2 phone for each of
the phones in L1. This is not always true, as in the
case of so-called xenophones [2]. Examples are the En-
glish ‘th’ sounds [T, D], for which there are no similar
phones in languages like German and French. In these
cases, non-native users often try to add this phone to
their phone set. Only with strong non-native accents,
speakers will revert to one of their native phones (e.g.,
[D] → [z]). Of course, many of these effects will de-
pend on the level of proficiency of the L2 speaker, the
languages L1 and L2, and the phone sets of the lan-
guages. [3]

In the experiments described in this paper, we
have investigated how American English (L2) speak-
ers pronounce the Dutch (L1) language. The speech
material consists of consonant-vowel-consonant (CVC)
nonsense words embedded in carrier sentences. This
material focuses on the acoustical models, rather than
the language models, which doesn’t change in this com-
parison.

2. EXPERIMENTAL SETUP

All experiments have been carried out with four Dutch
(L1) and four American (L2) speakers speaking Dutch
CVC words in carrier sentences. The adjective ‘Dutch’
for a CVC word seems odd, because in fact the words
are meaningless and could be used in many languages.
However, the CVC words in the experiments is chosen
from the Dutch set of possible initial consonants, vow-
els and final consonants. The carrier words (up to two
words before and after the CVC) are Dutch as well.
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Table 1. The phone map used to translate the Dutch CVC
words into the American English phoneset. For the conso-
nants is indicated, whether they are part of the final con-
sonant set.

Dutch English Cf
A A
Au aU
E E
e: eI
I I
i i
O 6
o: oU
0 2
u u
b b^b
d d^d
f f •
h h
j j
k k^k •
l l •
m m •
n n •
p p^p •
ö ô
s s •
t t^t •
v v
V w
z z

The recording conditions of the database have
been described elsewhere [4]. The data was originally
collected for subjective intelligibility experiments, for
which four speakers per condition (native vs. non-
native) was satisfactory. Given that the experiment
can be performed with several listeners, many speaker-
listener combinations can be formed. With speech
recognition experiments, we have only one ‘listener’,
namely the recognition system. Therefore, the data,
designed for human listeners, has less power in finding
significant effects in the machine experiment.

The CVC words were recognized using ‘Abbot,’ a
Neural Net / HMM hybrid recognition system [5]. Two
different acoustic models were used, trained on Dutch
native speakers and American English native speakers,
respectively. The training databases are comparable
in size, approximately 10 hours of continuous speech
data. A restrictive finite state grammar was used to
decode the utterances, where at the place of the CVC
in the utterance the possible set of phones was defined:

〈start〉 s Ri s CiV Cf s Rf s 〈end〉,

where Ri,f are the initial and final carrier phrase
words, s is an optional silence, and Ci,f , V the initial

and final consonants and vowel. The apparently sim-
ple task actually has a word perplexity of over 2500,
and although the carrier sentence Ri,f is recognized as
well, it is not included in evaluation. The fixed gram-
mar allows for investigation of the performance of the
recognizer for the individual initial consonant, vowel
and final consonant.

In order to be able to recognize Dutch CVC words
using English acoustic models, a dictionary is required
that maps the ‘Dutch’ phones Ci,f , V to the American
English phone set. This is not always possible, specif-
ically for the vowels. The Dutch phones [Ei, ø:, ÷y, a:,
y] and [x] have no mapping candidate, therefore CVC
words that contained these phones have been removed
from the test. Table 1 shows the mapping. It is based
on phonetic intuition as to the pronunciation of Dutch
by native American English speakers.

The original test material consisted of 1982 sen-
tences, uttered by 8 speakers. Because of the restric-
tion of the English phone set, only 1126 utterances
could be used for the experiment, resulting in approx-
imately 140 utterances per speaker. The total number
of possible CVC words under the ‘English restriction’
is 16 × 10 × 8 = 1280 words. The words had been
distributed over the speakers so that most possibilities
occurred in the test material. The design is based on
a balanced distribution of the individual Ci,f and V
over the speakers.

3. RECOGNITION RESULTS

The test material was organized in two groups of
four speakers, one native (Dutch) and one non-native
(American) group. The speakers were paired for na-
tionalities, i.e., for each Dutch speaker there is an
American speaker who uttered exactly the same CVC
words in the same carrier phrases. There are two recog-
nition runs, one with Dutch acoustic models, and one
with American English acoustic models. The results
for initial and final consonants and vowels can be an-
alyzed separately, ignoring co-articulation effects, as
the context of the individual phones is more or less
balanced out in the experimental design.

3.1 Overall results
In table 2 the overall accuracy results are summa-
rized. The conditions of speaker nationality and acous-
tic model training fill a 2 × 2 matrix. The differences
in accuracy between conditions can be tested on sta-
tistical significance by a McNemar statistical test [6].
In case of the acoustic models, this test is valid be-
cause the experiments share that same test material.
For speaker nationality we combined identical CVC-
words uttered by paired speakers in order to justify a
McNemar test.



Table 2. Accuracy results (in % correct recognition) of the
Dutch CVC recognition experiment. Different rows indi-
cate different speaker nationality, columns have different
acoustic models. The results are grouped for Ci, V and
Cf . The operator ‘>’ indicates statistically significant dif-
ference, an ‘=’ indicates otherwise.

Phone speaker Acoustic model
group nationality Dutch American

Ci Dutch 58 > 39
∨ =

American 42 > 35

V Dutch 59 > 45
∨ ∧

American 52 = 54

Cf Dutch 71 > 62
∨ =

American 64 = 63

3.2 Results per speaker
It appears from table 2 that the Dutch (L1) models
always outperform the American (L2) models, even
for American (L2) subjects. However, the results per
speaker give a more detailed view. In table 3 the
comparison between models is made for the Amer-
ican speakers, and the level of proficiency of Dutch
is indicated with the number of years experience and
age at which Dutch was learnt. We also performed
a subjective assessment of the speaker’s accent. In a
pairwise comparison experiment, 10 subjects assessed
which speaker has the most prominent non-native ac-
cent. The scores are given in table 3, higher scores
indicate a stronger accent.

Table 3. Comparison of the recognition models for individ-
ual L2 speakers, expressed in % accuracy and a McNemar
statistical test. The last column indicates the score of the
speaker’s accent, by subjective experiment. The preceding
two columns, the experience and age at which Dutch was
learnt is given in terms of years.

Phone Models Experi- Age Subjective
group L1 L2 ence accent score

Ci 41 > 28
V 50 > 37 18 13 29
Cf 52 = 50

Ci 36 = 28
V 39 = 37 1 28 69
Cf 59 = 56

Ci 51 > 35
V 67 = 70 15 23 85
Cf 73 = 65

Ci 39 = 48
V 52 < 71 2.5 27 115
Cf 71 < 81

3.3 Results per phone
The confusion matrix (not given here) allows us to look
at the detailed level of individual phones. A compar-
ison of models for the American (L2) speakers shows

that for a number of Ci, the American models perform
significantly better than the Dutch (L1) models: this
is the case for [b, f, h, p] and [s], while for the liquids
and approximants [j, l, r, v, V], the opposite is true.
For the vowels, L2 models perform better for [u], and
worse for [Au]. Finally, for Cf only [l] performs better
with L1 models than with L2.

3.4 An open response confusion matrix

The phone mapping in table 1 which was used in the
above experiments is based on phonetic similarity. It is
possible to test the validity of this mapping, by chang-
ing the decoder grammar such that all possible L2
phones in each phone class can be recognized. Thus,
a confusion matrix of L1 reference phones and L2 rec-
ognized phones can be made. In table 4 we tabulate
the confusion matrix for the vowels in the CVC words
for American speakers. The American phones [eI, oU,
u] appear to be ‘attractors’ of many Dutch phones.
When compared to table 1, the American phones which
were recognized most often for each Dutch phone corre-
spond to the proposed mapping for all phones, except
[O] and [0].

Table 4. Confusion matrix for American speakers. Verti-
cally, the spoken Dutch phones are tabulated, horizonally
the recognized American phones. The numbers in the ma-
trix are percentage confusion of the reference phone with
the recognized phone. The last column indicates the Amer-
ican phone recognized most often.

Dutch Recognized phones (American English) Maxi-
Ref A æ 2 6 aU @ aI E eI I 1 i oU OI U u mum

A 25 6 11 9 14 1 1 0 0 0 0 6 7 0 1 14 A
Au 2 0 0 2 53 0 0 5 0 0 0 5 24 0 2 5 aU
E 0 17 0 1 0 0 0 57 4 3 0 1 3 0 1 9 E
EI 0 11 0 1 0 0 53 1 23 0 0 4 1 1 0 0 aI
ø: 0 3 0 0 7 1 0 21 14 0 0 6 34 0 7 3 oU
I 0 0 0 0 0 1 0 6 23 38 0 13 3 0 0 13 I
O 1 3 6 12 3 1 1 4 0 0 0 0 40 0 6 18 oU
0 0 0 15 0 1 0 1 20 7 4 0 3 18 0 9 18 E

÷y 0 10 1 0 31 0 10 7 14 0 0 6 9 4 1 1 aU
a: 8 22 11 4 29 1 14 1 1 0 0 0 1 0 0 3 aU
e: 0 0 0 0 0 0 0 0 86 0 0 9 0 0 4 0 eI
i 0 1 0 0 0 0 0 0 9 4 0 73 0 0 0 10 i
o: 1 6 0 3 1 0 0 0 0 0 0 3 77 0 1 6 oU
u 0 0 0 4 0 0 0 1 1 0 0 3 20 1 9 58 u
y 3 0 0 0 3 0 0 3 4 3 0 12 4 0 4 59 u

The confusion matrix for Ci indicates that [d, t,
v] are recognized mostly as [D, T, f] respectively, rather
than the American English [d, t, v]. Further, [V] is not
at all recognized as [w], proving a bad choice of phone
mapping in table 1.

4. DISCUSSION

We used a diagnostic method to measure the quality
of L2 acoustic models for L2 speakers speaking in lan-
guage L1, similar to that in the RAMOS framework [7].
By using nonsense CVC words as test material in a



finite state decoder setup, the recognition system is
forced to choose the best of the available acoustical
models for each of the three phones in the word. This
allows us to build confusion matrices that are in prin-
ciple more diagnostic than phone or word error rates
alone.

For instance, in the last experiment described
here, the confusion matrix between spoken Dutch and
recognized American English vowels shows that the
‘unmappable’ Dutch sound [y] actually maps quite well
to [u], with some probability for [i]. The vowel [y]
is a rounded [i], which may explain the latter confu-
sion, and the Dutch [y] is spelled ‘uu’ which may be a
reason for American speakers to pronounce the vowel
as [u]. The last effect is contrary to what is observed
for Ci = [V], which is written as ‘w’ in Dutch, but
not recognized as the American [w]. An example of a
Dutch phone that is difficult to map to American En-
glish is [0], which has almost equal probability for [2,
E, oU] and [u].

The phone mapping as proposed in table 1 is a
weak point in the recognition experiment. It is not
badly chosen for V , as only two phones appear to have
a different ‘natural’ mapping, according to table 4. We
have specifically not used table 4 for optimizing the
mapping table, because this would mean that we test
and train a recognition system on the same data.

The absolute accuracies found in these experi-
ments is low compared to human performance; human
listeners score over 95 % accuracy for the entire CVC-
word in the native condition. From the recognition
point of view, this can be explained partly because of
training mismatch: the training databases consist of
read business news utterances, for which coarticula-
tion and reading style are different from the artificial
CVC context.

The statistical comparison of Dutch and American
English acoustical models indicate that, for this lan-
guage combination, the Dutch models always outper-
form the American English models, or perform equally
well, if the language spoken is Dutch. On the other
hand, we can conclude that for Americans speaking
Dutch, American English models perform equally well
for V and Cf as Dutch models. We might have ex-
pected that the American speakers, judging from their
clear American accent in Dutch, would be recognized
better with their own native American models, but
this is not the case for all American speakers in this
experiment. Only for individual speakers and phones
we could show that sometimes a non-native acoustic
model fits non-natives better than L1 models.

The comparison of acoustic models for non-native
speakers will of course be dependent on the level of
proficiency of speaking L1 for the individual speaker,

in table 3 there is an indication that less experienced
non-native speakers can benefit from acoustic models
native to their own. It is interesting to see, that the
speakers with a less pronounced Dutch accent show
lower recognition scores for both type of acoustic mod-
els. An explanation for this effect could be, that more
fluent speakers speak quicker and less articulate than
less experienced speakers.

These conclusions may be dependent on the recog-
nition architecture used here. The recognition sys-
tem, Abbot, is basically a neural net phone classi-
fier. The attraction of Dutch spoken vowels to three
American English phones may be an indication of the
fact that the vowel spaces of the two languages can-
not easily be mapped by a relation such as in table 1.
A hidden Markov model architecture, on which most
contemporary continuous speech recognition systems
are based, can allow different experiments with non-
native phones. It is feasible that an L1 set of mono-
phone HMMs be extended with the most important L2
HMMs for L2 speakers. In this way it should be possi-
ble to generate an extended set of HMM models that
will perform equally well for natives, compared to the
original set HMMs, and better for non-natives. We in-
tend to do this experiment with an HMM architecture
in the future. It may prove difficult to extend such a
setup to context dependent HMM models.
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