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ABSTRACT

This paper presents a framework for designing a hid-
den Markov model (HMM)-based audio-visual automatic
speech recognition (ASR) system based on minimum clas-
sification error training. Audio/visual HMM parameters
are optimized with the generalized probabilistic descent
(GPD) method, and their likelihoods are combined using
model-dependent stream weights which are also estimated
with the GPD method. Experimental results of speaker in-
dependent isolated word recognition show that the audio-
visual ASR performance is significantly improved by the
GPD optimization of audio and visual HMMs and the in-
troduction of model-dependent stream weights, resulting
in 47 % – 81 % error reduction over a conventional system
which consists of HMMs trained based on the maximum
likelihood criterion and globally-tied stream weights esti-
mated with the GPD method.

1. INTRODUCTION

Audio-visual automatic speech recognition (ASR) has been
widely studied and many works have shown that the ro-
bustness and accuracy of ASR can be improved by the use
of labial information in addition to the acoustic speech
signal, especially in noisy conditions [1, 2].

Hidden Markov model (HMM)-based audio-visual ASR
systems consist of HMM-based audio/visual classifiers
and integration modules in which the outputs of the HMMs
are combined using stream weights. The most widely
used HMM training algorithm is based on the maximum
likelihood (ML) estimation principle. The ML estima-
tion, however, is inappropriate for the training of stream
weights [2]. Instead, minimum classification error (MCE)
training based on the generalized probabilistic descent
(GPD) method [3] has been successfully applied to the
stream weight estimation [2]. Furthermore, the utility of
GPD is not limited to stream weight estimation. The
GPD training aims at maximizing the separation between
classes and has been successfully applied to classifier de-
signs in the wide range of pattern recognition domains [3],
including HMM parameter training for speech recogni-
tion [4].
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Figure 1: An HMM-based late integration model.

In this study, audio/visual HMM parameters as well as
stream weights are estimated using the GPD method, and
their likelihoods are combined using GPD-trained model-
dependent stream weights [5]. To evaluate this frame-
work, speaker-independent isolated word recognition ex-
periments are conducted using the M2VTS database [6].
The GPD optimization of HMMs provides higher recogni-
tion abilities in audio- and visual-only ASR, yielding sig-
nificant improvement in audio-visual ASR performance.
A further significant gain is obtained by using different
values of stream weights for each word class.

2. AUDIO-VISUAL ASR SYSTEM

There are essentially two approaches to integrating audio
and visual information: early integration and late integra-
tion [1]. Our system is based on the latter approach. As
illustrated in Figure 1, each word w (w = 1, 2, . . . ,W ) is
modeled by two separate HMMs {λAw, λVw}, and their
likelihoods are combined being weighted by their respec-
tive stream weights {γAw, γVw}. Let each spoken word
be represented by a set of audio and visual feature obser-
vation sequences:

X = (OA,OV) . (1)

We define the recognition score of the w-th model as

Sw(X) = P (OA, qA | λAw)
γAwP (OV, qV | λVw)

γVw, (2)

where qA and qV denote the Viterbi paths of OA and
OV in λAw and λVw, respectively, and P (O, q | λ) is
the likelihood of O along the Viterbi path q in λ. In
the decision process, an input observation sequence X
is classified as the word giving the maximum value of
Sw(X).
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3. SYSTEM OPTIMIZATION

3.1. Audio/Visual HMM parameters

Audio and visual HMM sets:

ΛA = {λA1, λA2, . . . , λAW }, (3)
ΛV = {λV1, λV2, . . . , λVW } (4)

are made from training data of clean auditory speech and
lip image sequences, respectively. First, the HMM pa-
rameters are initialized using the traditional segmental K-
means clustering and succeeding ML training. Then, the
segmental GPD algorithm [4] is applied to ΛA and ΛV.
Since ΛA and ΛV can be optimized in a similar way, we
drop the subscripts A and V for simplicity of the nota-
tions. The adjustment procedure for an HMM parameter
set Λ can be summarized as follows.

The discriminant function for each class Cw is defined
as the log-likelihood of input observations O along the
Viterbi path q in HMM λw:

gw(O; Λ) = logP (O, q | λw). (5)

The misclassification measure for class Cw is defined by

dw(O; Λ) =−gw(O; Λ) + gv(O; Λ), (6)
v = argmax

i �=w
gi(O; Λ). (7)

Then, the class loss function is defined as a differentiable
sigmoid function approximating the 0-1 step loss function:

�w(O; Λ) =
[
1 + exp

{
−αdw(O; Λ)

}]−1

, (8)

where α is a positive constant indicating the slope of the
sigmoid function near the decision boundary dw = 0.

The GPD iterative training minimizes the objective func-
tion called empirical loss defined as the average of loss
functions over the training data set O = {O1,O2, . . . ,ON}:

L(O; Λ) =
1

N

N∑

n=1

W∑

w=1

�w(On; Λ) 1(On ∈ Cw), (9)

1(X ) =

{
1, if X is true,
0, otherwise.

(10)

The parameter set Λ is sequentially adjusted every time a
training sample On from class Cw is given, according to

Λ(l+1) = Λ(l) − ε(l)U (l)∇Λ�w(On; Λ)
∣∣∣
Λ=Λ(l)

, (11)

where ε(l) is a monotonically decreasing learning step size
and U (l) is a positive definite learning matrix (we use an
identity matrix) at the l-th iteration. Refer to [4] for the
details of the adjustment procedure for each element of
Λ: transition probabilities, mixture weights, mean vectors
and covariance matrices.

3.2. Stream Weights

Different values of stream weights are estimated for each
signal-to-noise ratio (SNR) using training data of noisy
auditory speech whose SNR is the same as that in the
test environment and lip image sequences. This method
requires an estimate of the SNR to be made in the test en-
vironment beforehand. Here, the GPD method is applied
to find the optimal values of stream weights:

Γ = {ξ1, ξ2, . . . , ξW }, (12)
ξw = {γAw, γVw}. (13)

The discriminant function for a class Cw and input obser-
vations X is defined as the log of the recognition score
given in (2) :

gw(X; Γ) = logSw(X). (14)

The misclassification measure is defined in a similar way
as in (6) :

dw(X; Γ) =−gw(X ; Γ) + gv(X ; Γ), (15)
v = argmax

i �=w
gi(X ; Γ). (16)

Likewise, a sigmoid function is used as the loss function:

�w(X ; Γ) =
[
1 + exp

{
−αΓdw(X ; Γ)

}]−1

. (17)

The GPD training finds the set of stream weights Γ that
minimizes the empirical loss for the training data set X =
{X1,X2, . . . ,XN}:

L(X ; Γ) =
1

N

N∑

n=1

W∑

w=1

�w(Xn; Γ) 1(Xn ∈ Cw). (18)

Γ is updated at the r-th training epoch only when all the
training data have been processed, according to

Γ(r+1) = Γ(r) − ε
(r)
Γ U (r)

Γ ∇ΓL(X ; Γ)
∣∣
Γ=Γ(r) . (19)

4. EXPERIMENTS

4.1. Database and Feature Extraction

Exepriments of speaker-independent isolated word recog-
nition of French digits (from ’0’ to ’9’) are conducted
using the M2VTS database [6]. We use speech data of
35 speakers (22 males and 13 females) recorded on five
sessions. We adopt a jack-knife approach, i.e., 34 speak-
ers leaving out one of the speakers are used for training
word HMMs, and the excluded speaker is used for testing.
All results are shown in the error rates averaged over 35
recognition tasks in the jack-knife approach. The number
of tests is 35×5×10=1750 in total.

The audio signals are sampled at 12 kHz, windowed at
an 8-ms frame rate using a 32-ms Blackman window, and
parameterized into 15 mel-cepstral coefficients with a mel-
cepstral analysis technique [7]. The 14 static parameters
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Figure 2: Audio-only (a, b) and visual-only (c) ASR results comparing ML- and MCE-based HMMs.
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Figure 3: Before (left) and after (right) lip tracking and intensity mean subtraction.

excluding the zero-th coefficient and their first derivatives
are used as feature parameters. The video sequences con-
sist of 350 × 286 pixel color face images with a 40ms
frame rate, from which 80× 40 gray-scale lip images are
extracted. The image size is scaled down to a size 16× 8
with 5 × 5 block size sub-sampling. The visual feature
vector consists of the 128 static parameters, as well as
their first and second derivatives.

4.2. Training Conditions

Acoustic features of each word are modeled by an eight-
state HMM with two diagonal Gaussians per state and
labial features are modeled by a five-state HMM with
three diagonal Gaussians per state. For the GPD training
of ΛA and ΛV, we fix αA = 0.008 and αV = 0.003, and
initialize ε

(0)
A = 0.15 and ε

(0)
V = 2.0. Segmental GPD

training is iterated over 20 epochs for ΛA and ΛV. We fix
αΓ = 0.03 for the GPD training of globally-tied stream
weights (GT-SW) and αΓ = 0.003 for model-dependent
stream weights (MD-SW). For the training of GT-SW and
MD-SW for ML-based HMMs, we initialize ε

(0)
Γ = 100

and ε
(0)
Γ = 0.03, respectively. In MCE-based HMM case,

ε
(0)
Γ = 150 for GT-SW and ε

(0)
Γ = 0.3 for MD-SW. The

GPD training is iterated over 100 epochs for GT-SW and
50 epochs for MD-SW.

4.3. Audio-Only ASR Results

Figure 2 (a) and (b) show audio-only ASR results for each
SNR comparing ML- and MCE-based HMMs. Gaussian
noise is artificially added to each test utterance to generate
6 dB – 24 dB SNR test data. In any SNR case, the GPD
training improves performance over the ML training, and
11 % – 50 % error reduction is achieved.

4.4. Visual-Only ASR Results

The following two image processing techniques are ap-
plied to training and test image sequences:

a) Lip-tracking Lip locations are tracked by calculating
the cross-correlation function of successive frames after
applying the Sobel filter. We select the best location giv-
ing the maximum value of the cross-correlation function
within ±5 pixels shifted on X and Y axes from the lip
location of the previous frame.
b) Intensity mean subtraction To normalize the light-
ing conditions of images, the average value of intensities
in each utterance over all frames and pixels is subtracted
from original intensities uniformly.

Figure 3 shows examples of lip image sequences before
and after applying the lip-tracking and the intensity mean
subtraction. We can see that the lip locations are moved
to the center place of each frame and the brightness of
image sequences becomes similar to each other.

Figure 2 (c) shows visual-only ASR results comparing
ML- and MCE-based HMMs. In the figure, “LT” and
“IMS” denote the lip-tracking and the intensity mean sub-
traction, respectively, and “None” means that neither of
them are applied. LT and IMS significantly improve ASR
performance and the error rate is reduced from 29.3 % to
21.4 %. Further error reduction is achieved by the GPD
optimization and an error rate of 18.2 % is obtained.

4.5. Optimization of Stream Weights

We assume that the SNR in test environment has been
already measured using any SNR estimation technique.
The globally-tied stream weight γA (γAw = γA, γVw =
1− γA, for all w) is optimized after initializing γA = 0.5.
Figure 4 (a) illustrates examples of empirical loss surfaces
as a function of γA. The GPD training finds γA that gives
the minimum point of the empirical loss by means of
a gradient search. It is noted that, under global tying,
an exhaustive search can alternatively be used to find γA
that minimizes recognition error rate on the training set.
Figure 4 (b) shows examples of error surfaces. The left
empirical loss surfaces resemble the right error surfaces
well. Since the exhaustive search minimizes error rates,
the resulting stream weights are also based on the MCE
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Figure 5: Comparison of audio-, visual-only, and audio-visual ASR results
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Figure 4: Stream weight estimation under global tying.

Table 1: Audio stream weight obtained by the GPD gradi-
ent search and exhaustive search (averaged over 35 tasks).

SNR (dB) 6 9 12 15 18 21 24
Gradient search 0.665 0.751 0.782 0.812 0.872 0.876 0.894

Exhaustive search 0.739 0.796 0.846 0.871 0.888 0.890 0.909

criterion. The stream weights obtained by these methods
are given in Table 1. In this case, a little larger values are
obtained by the exhaustive search. Although there is not
much difference between these two methods in the error
rates for the test data, the exhaustive search gives slightly
better performance in our experiments.

In the training of globally-tied stream weights, the global
minima of the empirical losses are easily found regardless
of initialization, because the empirical losses generally de-
crease monotonically down to the minimum points. How-
ever, in model-dependent case, the empirical loss surfaces
may not be so simple. To avoid the problem of local min-
ima, the optimal values of globally-tied stream weights are
used as the initial values of the model-dependent stream
weights. We also suggest to use a smaller value of learn-
ing step size than that for globally-tied weights, to avoid
over-oscillation in the training convergence.

4.6. Audio-Visual ASR Resutls

Figure 5 (a) and (b) compare audio-only, visual-only, and
audio-visual ASR results. Figure 5 (a) shows the error
rates for ML-trained audio/visual HMMs and Figure 5 (b)
shows those for GPD-trained audio/visual HMMs. We
can see that the addition of visual information improves
the accuracy of the recognizer, and the audio-visual er-
ror rates never go up above the audio- and visual-only
error rates. The audio-visual ASR system based on GPD-
trained HMMs gives better performance than that based on

ML-based HMMs. The system performance is further im-
proved by introducing model-dependent stream weights.
As shown in Figure 5 (c), our system (b-2) based on GPD-
trained HMMs and GPD-trained model-dependent stream
weights achieves 47 % – 81 % error reduction over the con-
ventional system (a-1) based on ML-trained HMMs and
GPD-trained globally-tied stream weights.

5. CONCLUSION

We have studied the use of MCE training for the design of
audio/visual classification modules and integration mod-
ules in an HMM-based audio-visual ASR system. Exper-
imental results have demonstrated the utility of the MCE
training that can enhance the discriminative abilities of
the audio/visual HMMs and the stream weights leading
to significant improvement in audio-visual ASR perfor-
mance. We have also found that further error reduction
can be achieved by the use of model-dependent stream
weights.

The integration of this framework with audio noise com-
pensation techniques and adaptation of stream weights for
non-stationary noise are the subjects for future works. Fur-
ther studies are needed to extend this framework to large
vocabulary continuous ASR.
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