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ABSTRACT
When a system must process spoken language in natural
environments that involve different types and levels of noise, the
problem of supporting robust recognition is a very difficult one.
In the present studies, over 2,600 multimodal utterances were
collected during both mobile and stationary use of a multimodal
pen/voice system. The results confirmed that multimodal signal
processing supports significantly improved robustness over
spoken language processing alone, with the largest improvement
during mobile use. The multimodal architecture decreased the
spoken language error rate by 19-35%. In addition, data
collected on a command-by-command basis while users were
mobile emphasized the adverse impact of users’ Lombard
adaptation on system processing, even when a noise-canceling
microphone was used. Implications of these findings are
discussed for improving the reliability and stability of spoken
language processing in mobile environments.

1. INTRODUCTION

When a system must process spoken language in a natural
setting with different kinds of noise (e.g., phase-in/phase-out,
abrupt onset) and variable sources and levels of noise, the
problem of supporting robust recognition is a difficult one. Even
when it is feasible to collect realistic training data to model
environmental noise, considerable challenges still are posed by
abrupt shifts in noise and speakers' corresponding Lombard
adaptations. Estimates indicate that speech recognition rates
typically degrade 30-50% in realistic noisy environments, such
as during in-vehicle and cafeteria use ([3]; [7]). In fact,
environmental noise currently is considered one of the primary
obstacles to widespread commercialization of spoken language
technology ([4]; [6]). During natural field use, there are two
primary problems that contribute to this degradation:
• additive noise itself contaminates the speech signal and

makes it harder to process,
• people speak differently in noisy conditions in an effort to

make themselves understood.

People’s systematic speech modifications during noise are an
automatic normalization response called the “Lombard effect”
[8]. During noise, people increase their volume and reduce their
speaking rate ([5]; [17]), and change both their pitch and
articulation, especially for vowels ([6]; [15]; [17]). The
Lombard effect not only occurs in human adults, but also in
young children, primates, and even quail ([14]; [16]). However,
the magnitude of the Lombard effect varies considerably as a
function of individual differences ([6]; [13]), which is one
reason that mobile speech may be an opportune candidate for
adaptive processing. From an interface design standpoint, it is
important to note that the Lombard effect essentially is reflexive.

That is, it cannot be eliminated through instruction or training or
suppressed selectively when noise is introduced [13].

Even when SNR is controlled, speech originally produced in
noise actually is more intelligible to a human listener than that
produced in quiet [17]. Unfortunately, when a recognition
system must process Lombard speech, accuracy instead
degrades because of an increased departure between the speech
training and testing templates. Another major problem with the
template matching approach to speech recognition is that it fails
to handle “non-stationary” sources of noise, which occur in all
field environments in which there are abrupt changes in noise,
or variable phase-in phase-out sources of noise as the user
moves. Natural field environments also are challenging because
of the large number of qualitatively different sources of noise,
which need to be modeled but cannot always be anticipated.

With respect to its salient amplitude change, the Lombard effect
is a logarithmic relation between increasing noise and signal
amplitude. This results in a substantial volume increase even in
moderate noise, which then levels off [5]. Since amplitude
increases can be large in a moderately noisy context (50-60
dBs), and since most previous Lombard studies have examined
adaptations under artificial conditions (e.g., 90 dBs stationary
white noise during laboratory testing; no listener or realistic
interactive task to motivate intelligibility), one goal of the
present research was to examine speech adaptations during
naturalistic conditions and a real communicative exchange.

1.1  Multimodal Research Goals

Recent research has shown that a well designed and optimized
multimodal pen/voice architecture can support mutual
disambiguation of two input signals ([10]; [11]; [12]), which
can yield a higher likelihood of correct recognition than system
processing based on one error-prone technology. Figure 1
illustrates an example of mutual disambiguation from a system
log [12] in which the user said, “zoom out” and drew a
checkmark. Although the correct speech only was ranked fourth
on its n-best list, the correct semantic interpretation was
recovered successfully on the final multimodal list, because
inappropriate lexical hypotheses were weeded out during the
unification process.

In a recent study, significant levels of mutual disambiguation
were confirmed for native and accented speakers, with a 41%
reduction in the total error rate for speech processed within a
multimodal architecture [12]. In the present research, the goal
was to investigate whether: (1) mutual disambiguation is a
significant phenomenon during mobile use of a multimodal
system, which may result in more robust processing of spoken
language within a multimodal architecture than a unimodal one,
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Figure 2: Mobile user with hand-
held PC, close-talking microphone
headset, and backpack with
miniature video recorder.

(2) the rate of mutual disambiguation is higher during mobile
than stationary system use, and (3) mutual disambiguation is
replicable across different microphone technologies. To
investigate the prospect of designing adaptive multimodal
systems for mobile use, this research also: (4) analyzed
multimodal system performance in relation to users’ speech
signal characteristics and background noise levels in a
moderately noisy setting.

2. METHOD

In the primary study, 16 people participated as volunteers. They
were given an orientation to the QuickSet multimodal system
(for system description, see [2]), and were shown how to set up
simulations involving community fire and flood control
activities (see [12] for protocol details).

During testing, each volunteer entered 100 multimodal
commands to QuickSet. They held a portable Fujitsu Stylistic
1200 PC that presented the QuickSet interface and they
communicated multimodally with the system using pen and
speech input. Participants spoke to the Quickset system with a
close-talking, active noise-canceling microphone (Andrea
ANC600), which had an open-ear headset that did not impair
hearing.  During one task, each participant worked alone while
sitting in a quiet room that averaged 42 dBs (i.e., stationary
condition), and in a second task the user worked while walking
in a moderately noisy public cafeteria that averaged 49 dBs (i.e.,
mobile condition).

The research design for the primary study was a completely-
crossed factorial with one within-subject factor: (1) Usage
environment— stationary vs. mobile, and a second between-
subject factor: (2) Gender— male vs. female. The order of
presentation of both of these main factors was counterbalanced
across users. In total, data were available for analysis on over
1,900 multimodal commands.

In a second replication study, an additional 6 users were tested
using the same procedure, but a different microphone. The
Fujitsu 1200’s built-in microphone was used, which is a back
electret condenser microphone without noise cancellation.
Essentially, the two microphones used in the first and second
studies represented opposites along the spectrum of microphone

technology, from the most high-end (i.e., active noise-canceling,
close talking) to the least specialized (i.e., no noise cancellation,
built-in rather than headset). Since the primary study revealed
no gender effects, the replication focused on analyzing mobile
versus stationary use. In total, data were available on an
additional 750 multimodal commands.

To permit data capture during mobile use, the user was equipped
so that she could roam around a large area untethered by
external cords or devices. At the same time, “locally-calibrated”
data was recorded (see Figure 2). A field station also was set up
so the researcher could remotely monitor the mobile user’s
interaction with the system. The details of this mobile research
infrastructure are outlined elsewhere [11]. The multimodal
logger tools for processing these mobile data were adapted from
the original STAMP tools [1], which were extended to include
the ability to estimate speech signal amplitude, background
noise, and signal-to-noise ratio on a command-by-command
basis during actual field
use, and to analyze
these data in relation to
system performance.

Users’ commands were
scored for the rate of
mutual disambiguation
(MD) per subject, the
ratio of MD involving a
speech versus gesture
signal “pull-up”, and
the spoken, gestural,
and multimodal
recognition rates (See
[12] for details).

In addition, estimates
were made of users'
signal amplitude, the
background noise level,
and SNR for each
command. Method 3 of
the NIST Signal-to-
Noise Estimation Utility
was used to generate
separate estimates of
average signal and noise
levels during each user utterance (for calculation details, see
[9]). Method 3 was selected because it provided the closest
estimates to our manual calculations of signal and noise levels
for this corpus. Comparisons were made of signal, noise and
SNR using paired monosyllabic multimodal commands from the
same user that were broken down by: (1) mobile vs. stationary
use, (2) microphone type, and (3) successful vs. failed
multimodal processing.

3. RESULTS

3.1  Mutual Disambiguation

Based on the noise-canceling microphone, an average of 7.5%
of multimodal utterances contained signal-level MD during
stationary testing, increasing to 11.0% during mobile testing.
Planned t tests on signal-level MD confirmed significantly
elevated  MD levels during mobile use, paired t = 1.82 (df = 15),
p < .045, one-tailed. Table 1 illustrates that the same pattern of
results was replicated based on the built-in microphone,
although the overall base-rate of MD was higher. On average,

Figure 1: Quickset multimodal interface, illustrating
mutual disambiguation, with speech pulled up on its
n-best list for a correct final multimodal
interpretation.
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11.4% of multimodal utterances contained signal-level MD
during stationary testing, increasing to 21.5% during mobile
testing. Once again, planned t tests on signal-level MD
confirmed significantly elevated  MD levels during mobile use,
paired t = 2.80 (df = 5), p < .02, one-tailed.

Table 1.  Overview of signal-level mutual disambiguation
during stationary and mobile use.

STATIONARY MOBILE

SIGNAL MD LEVELS:
      Noise-canceling mic 7.5% 11.0%*
      Built-in mic 11.4% 21.5%*

RATIO OF SPEECH PULLUPS: .26 .34*
*Rates representing a significant elevation between groups.

As predicted, the average ratio of speech to total signal pull-ups
during MD was higher during mobile than stationary use (i.e.,
34% vs. 26%). A paired t-test confirmed that this ratio of speech
pull-ups was significantly higher during mobile use, t = 1.84 (df
= 21), p < .04, one-tailed.

3.2  Speech and Gesture Recognition

The speech recognition accuracy during stationary use dropped
an average of 5% when the same user was mobile using the
noise-canceling microphone, and a more substantial 15% during
mobile use when the low-end microphone was used. Planned t
tests confirmed that these drops in speech processing during
mobility were significant, paired t = 2.31 (df = 15), p < .02, one-
tailed, and paired t = 3.06 (df = 5), p < .015, one-tailed.
However, in neither case did the gesture recognition rate differ
significantly between mobile and stationary system use.

3.3  Multimodal Recognition

Based on the noise-canceling microphone, the multimodal
recognition rate still was significantly degraded when users were
mobile compared with stationary, paired t = 2.04 (df = 15), p <
.03, one-tailed, although only by 3% (compared with 5% for
speech). Without noise cancellation, the multimodal recognition
rate was 13% lower when users were mobile, paired t = 3.20 (df
= 5), p < .015, one-tailed.  Again, this drop was attenuated
compared with 15% observed during speech processing.

With the noise-canceling microphone when users were
stationary, a planned t test confirmed a significantly higher
accuracy rate for spoken language recognition within the
multimodal architecture than for spoken language processing as
a stand-alone, paired t = 3.17 (df = 15), p < .003, one-tailed.
This accuracy advantage was replicated when users were mobile,
paired t = 2.40 (df = 15), p < .015, one-tailed. Likewise, without
noise cancellation and while stationary, a significantly higher
spoken language accuracy rate was observed in the multimodal
architecture, paired t = 2.13 (df = 5), p < .045, one-tailed. This
difference was replicated when users were mobile, paired t =
2.25 (df = 5), p < .04, one-tailed. This advantage in the
recognition rate for speech processed within a multimodal
architecture represented an average reduction in the total speech
error rate of 19% with the noise-canceling microphone, and 35%
without noise cancellation.

3.4  Signal, Noise & SNR

Based on estimates with the built-in microphone that lacked
noise cancellation, Figure 3 (left) shows a 6.5 dB increase in
background noise while users were mobile, which was a

significant increase during successful multimodal commands,
paired t = 21.2 (df = 76), p < .001, one-tailed, as well as during
failed ones, paired t = 10.1 (df = 21), p < .001, one-tailed.
Although the mobile noise increase still was significant with the
noise-canceling microphone (right), it was reduced sharply to
0.6 dB.

Figure 3 also illustrates a significant Lombard effect during
mobile use. An amplitude increase was observed in users’
speech with the built-in microphone during successful
multimodal commands, paired t = 2.81 (df =76), p < .003, one-
tailed, as well as during failed ones, paired t = 2.05 (df =21), p <
.03, one-tailed. This increase was replicated with noise-
canceling microphone during successful multimodal commands,
paired t = 5.68 (df =182), p < .001, one-tailed, and failed ones,
paired t = 2.32 (df =32), p < .015, one-tailed. Further analyses
revealed that users’ amplitude also was elevated by a significant
3.5 dBs overall when using the built-in microphone, compared
with the close-talking one, independent t = 10.4 (df = 738), p <
.001, two-tailed.

Finally, analyses based on the built-in microphone without noise
cancellation revealed a significant linear regression between
background noise levels and users’ amplitude only while they
were mobile, both during successful multimodal commands, F =
8.42 (1, 87), p < .005, ρ2

XY = .09, and during failed ones, F =
8.33 (1, 52), p < .006, ρ2

XY = .14. These data indicate that a
modest 9-14% of the variance in speaker’s amplitude was
predictable by knowing the noise level in a mobile environment.

When using the built-in microphone, Figure 3 also illustrates an
expected degradation in SNR while mobile, which was
significant both during successful multimodal commands, paired
t =  9.72 (df = 76), p < .001, one-tailed, and failed ones, paired t
=  7.93 (df = 21), p < .001, one-tailed. Counter-intuitively, SNR
actually was enhanced significantly during mobility with the
noise-canceling microphone, both during successful multimodal
commands, paired t = 4.91 (df =180), p < .001, one-tailed, and
failed ones, paired t = 2.25 (df =32), p < .02, one-tailed. This
reversal occurred because the Lombard effect now was larger
than the noise gain.

At least within the moderate noise range sampled in this study,
analyses of successful versus failed multimodal commands
based on well-controlled monosyllable pairs did not find that
system processing failures occurred significantly more often
during higher noise, all ts < 1, no matter what usage context or

Built-in mic  Noise-canceling mic

Figure 3. Average signal, noise and SNR in dBs
while users were stationary versus mobile,
comparing the built-in (left) versus noise-canceling
(right) microphones.
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microphone type was evaluated. However, there was a relation
between users’ amplitude and command failures. Using the
built-in microphone in which users’ amplitude already was
relatively elevated, failed multimodal commands were
associated with even higher amplitude levels, both while
stationary, paired t = 2.16 (df =23), p < .05, two-tailed, and
while mobile, paired t = 2.05 (df =40), p < .05, two-tailed. In
contrast, using the close-talking microphone with which users’
amplitude ranged low, failed multimodal commands were
significantly associated with a further drop in amplitude levels,
both while stationary, paired t = 2.03 (df =39), p < .05, two-
tailed, and while mobile, t = 2.00 (df = 60), p < .05. While there
was a tendency for average SNR values to mirror these
differences in signal amplitude, none of the SNR contrasts was
associated significantly with command success.

4. DISCUSSION

Multimodal systems can be developed to support significant
levels of mutual disambiguation, with 50-100% higher levels
occurring in noisy mobile environments. As a result, although
speech recognition as a stand-alone fails more often during
mobile use, when speech processing is conducted within a
multimodal architecture it is possible to reduce the total speech
error rate by a substantial 19-35%. In short, a narrowing of the
gap occurred between mobile and stationary recognition rates
during multimodal processing. These findings, which were
replicated across divergent microphone technologies, indicate
that well designed multimodal architectures are capable of
stabilizing error-prone recognition technologies that are
particularly suitable for mobile use (e.g., speech and pen). In the
long-range, just as multimodal systems can support more
reliable recognition rates for accented users [12], they also
appear to improve recognition in noisy contexts when the user is
mobile.

The present results also provide exploratory data relevant to the
design of adaptive multimodal systems. They reveal that both
usage context and type of microphone can prompt a 2-4 dB
change in users’ signal amplitude. In general, user amplitude
levels were processed better within the mid-range of 68-71 dBs
than below or above that range, which was associated with
system recognition failure. In fact, within the moderate noise
range of the present studies, recognition success was more
closely associated with users' signal amplitude than with noise
per se. These data indicate that, even with relatively perfect
noise-canceling microphone technology, users’ Lombard
adaptation can cause degradation in system recognition rates. To
process speech reliably in mobile settings, future recognition
technology would benefit from using predictive models of users'
Lombard adaptations to different noise levels.

Although signal-to-noise ratio typically has been used by the
engineering community to characterize an acoustic environment,
and to measure the quality of speech signals, SNR certainly does
not have a perfect correlation with processing success [4]. In
this research, no statistically reliable relation was present
between SNR and multimodal recognition success within a
moderate noise range.  Furthermore, when using a noise-
canceling microphone, SNR counter-intuitively reversed and
was higher during mobile use, because the amplitude gain from
the Lombard effect was greater than the noise gain under these
conditions. These data caution against using SNR as a knee-jerk
index for automatically adapting the signal weightings of
multimodal architectures to enhance robustness during mobile
system use.
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